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Abstract 

Though hearing loss has been found to increase a person’s risk of Alzheimer’s 

Disease and other dementias, the nature of this relationship remains to be 

established, ultimately centring on questions of causality. Isolating the role 

hearing loss can play in cognitive decline—separate to the multiplicity of other, 

often interrelated biological and lifestyle factors—presents a recognised 

challenge to correlational research methods. In this thesis I introduce a computer 

model for the Network Effects Of Reduced Audibility (NEORA) that quantifies the 

impact of information degradation in the cognitive task of speech understanding. 

My novel approach combines information theory with network theory to build a 

causal model of speech understanding based on the underlying relationships 

between phonemes, words and their statistical distribution within a corpus of 

spoken English. Auditory information is then defined in terms of unique and 

unambiguous acoustic signals that enable a listener to reliably choose between 

possible alternatives (phonemes or words) in order to match their own mental 

representations to those intended by the speaker’s message.  

When audibility is reduced, information is degraded through phoneme removal, 

leading to increased ambiguity (listener uncertainty), quantifiable using the new 

Speech Understanding Index (SUI). I demonstrate a causal relationship between 

reduced audibility (measurable by an audiogram) and information degradation 

that results in the need to recruit additional sources of information, e.g. vision and 

memory. As an example, I determine the hearing levels at which lip-reading 

becomes more critical for speech understanding than hearing. 

The thesis concludes by discussing the significance of quantifiable information 

degradation as a basis for understanding the phenomenon of dedifferentiation in 

cognitive decline. I predict that reduced audibility will increase and shift metabolic 

energy demands towards brain regions most associated with integration of 

multiple sources of information and the resolution of ambiguity, suggesting that a 

search for a causal link should begin there. Thus NEORA and the SUI provide 

researchers with a quantitative framework for modelling and measuring causality, 

crucial for unravelling the relationship of hearing loss to cognitive decline. 
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Note to the Reader 

Some research questions require a multidisciplinary approach due to their 

inherent complexity. I believe that the relationship between hearing loss and 

cognitive decline is one of those questions. Consequently, this thesis draws on 

several disciplines including audiology, psycholinguistics, network theory, 

information theory and neuroscience. I have therefore aimed to explain concepts 

as I introduce them, hopefully providing enough detail so that readers unfamiliar 

with a particular topic can still follow my thought process and arguments. For 

those seeking greater depth, I signpost to further information in the footnotes, 

bibliography or appendices. 

This thesis also contains a small amount of mathematics, primarily in Chapter 3. 

I have written this thesis with a non-mathematical audience in mind. I therefore 

apologise in advance to any mathematician for those occasions where I state the 

obvious or do not provide rigorous enough proofs. 
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Conventions Used in This Thesis 

The following set notation1 is used in this thesis, primarily in Chapter 3. 

→  causes/results in 

= equals 

≠ does not equal or match 

≡ is equivalent/matches 

≢ is not equivalent/matches 

⋀ and 

⋁ or 

| given (on the condition of) – so 𝑒𝑎𝑡|𝑓𝑒𝑒𝑙𝑖𝑛𝑔 ℎ𝑢𝑛𝑔𝑟𝑦 means eat on the 

condition that I’m feeling hungry 

{ } an unordered set (a list containing unique elements) – so 

{𝑝𝑒𝑎𝑟, 𝑎𝑝𝑝𝑙𝑒, 𝑏𝑎𝑛𝑎𝑛𝑎, 𝑜𝑟𝑎𝑛𝑔𝑒} might represent types of fruit we have in 

a fruit bowl 

⟨ ⟩ an ordered set (a list containing elements)  – so 

⟨𝑜𝑟𝑎𝑛𝑔𝑒, 𝑏𝑎𝑛𝑎𝑛𝑎, 𝑏𝑎𝑛𝑎𝑛𝑎, 𝑎𝑝𝑝𝑙𝑒⟩ might represent the chronological 

order we’ve taken fruit from the bowl; notice how banana occurs twice 

∅ an empty set 

⋃ union of two sets, e.g. {𝑎𝑝𝑝𝑙𝑒, 𝑝𝑒𝑎𝑟} ⋃{𝑏𝑎𝑛𝑎𝑛𝑎, 𝑜𝑟𝑎𝑛𝑔𝑒} =

{𝑎𝑝𝑝𝑙𝑒, 𝑏𝑎𝑛𝑎𝑛𝑎, 𝑜𝑟𝑎𝑛𝑔𝑒, 𝑝𝑒𝑎𝑟} 

⋂ intersection of two sets, e.g. 

{𝑎𝑝𝑝𝑙𝑒, 𝑜𝑟𝑎𝑛𝑔𝑒, 𝑝𝑒𝑎𝑟}⋂ {𝑏𝑎𝑛𝑎𝑛𝑎, 𝑜𝑟𝑎𝑛𝑔𝑒, 𝑝𝑒𝑎𝑟} = {𝑜𝑟𝑎𝑛𝑔𝑒, 𝑝𝑒𝑎𝑟} 

∖ removes the set after ∖ from the set before it – so 𝑑𝑖𝑛𝑛𝑒𝑟 ∖ 𝑠𝑝𝑟𝑜𝑢𝑡𝑠 

results in the same dinner, but without the sprouts 

|  | is the number of elements in a set, e.g. |{𝑎𝑝𝑝𝑙𝑒, 𝑏𝑎𝑛𝑎𝑛𝑎, 𝑝𝑒𝑎𝑟}| is 3

 
1 In the definitions that follow I am using ‘naïve’ set theory for its explanatory power rather than the more mathematically rigorous axiomatic 

set theory. 
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Other symbols used: 

𝑃(𝑥) the probability of a variable 𝑥; takes a continuous value in the range [0,1] 

ℬ(𝑥) the belief that a variable 𝑥 is true; can take a continuous value in the 

range [0,1] 

∑ the sum of; adds together the values after it 

∝ proportional to 

Equations will be referenced with the prefix E, such that (E8) represents Equation 

8. Definitions will be prefixed with D, and example sentences with S.
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Chapter 1:  Hearing Loss, Cognitive Decline and 

the Challenge of Establishing Causality 

1.1 Introduction 

The association between hearing loss and cognitive decline has long been 

recognised (Hodkinson, 1973; Uhlmann et al., 1989), though the nature of this 

relationship remains to be established (Wayne and Johnsrude, 2015). This link 

has led some to suggest that hearing loss may be a modifiable risk factor in the 

development of Alzheimer’s Disease and other dementias (Livingston et al., 

2017). As the global population continues to grow older and live longer (United 

Nations, 2017), and with dementia and Alzheimer’s Disease now overtaking heart 

disease as the UK’s leading cause of death (Office for National Statistics, 2018),2 

delaying the onset of dementia by five years would reduce the number of cases 

by over a third (Saygin, 2014). 

Whether hearing technology represents such a therapy depends upon whether 

hearing loss plays a causal role in cognitive decline and whether amplification 

targets that cause. The correlational nature of research to date, combined with 

the variability in how cognitive decline is measured and hearing technology fitted, 

has resulted in a consensus that is equivocal (Wayne and Johnsrude, 2015).  In 

this chapter we examine the challenge this question poses and the novel 

approach I take here to help separate causation from correlation. 

1.2 Unravelling the Relationship of Hearing Loss, Dementia and 

Ageing 

1.2.1 The challenge of causality 

Prevalence of hearing loss and dementia both increase with age (Corrada et al., 

2010; Prince et al., 2014; ISO:7029, 2017) and there is increasing recognition 

 
2 Notwithstanding the unexpected impact of the 2020 COVID-19 pandemic. 
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that the two diseases3 might somehow be related (Lin and Albert, 2014; 

Livingston et al., 2017; Yuan et al., 2018). But what is the nature of that 

relationship? Do the two diseases progress independently? Does one affect the 

other? Might one disease cause the other, or is there some underlying factor 

responsible for both? Such questions are fundamental to attempts to delay 

dementia and Alzheimer’s Disease onset because their answers determine what 

our therapies should target and how. 

Interventions are about cause and effect; we do something to cause something 

to change; that means understanding direction of causality (Pearl, 2010). This is 

where research into the relationship between hearing loss and dementia comes 

unstuck. Whilst we can establish that hearing loss increases a person’s risk of 

dementia (Lin et al., 2011), that cognitive decline is accelerated in individuals with 

hearing loss (Lin et al., 2013; Amieva et al., 2015; Dawes et al., 2015), and that 

atrophy in the brain is accelerated (Peelle et al., 2011; Lin et al., 2014), unless 

we can do something to cause something in our research we are always left 

uncertain as to whether hearing loss is (partly) responsible for the decline in 

cognitive function or whether some underlying mechanism causes both (Uchida 

et al., 2019). The effectuality of hearing technology as a therapy for delaying 

dementia onset depends on establishing this. 

The importance of causality becomes obvious when we consider a factor such 

as reactive oxidative stress, widely considered one of the most plausible and 

acceptable explanations of progressive physiological decline seen with ageing 

(Gemma et al., 2007) and a potential causal mechanism in both cognitive 

impairment (Halliwell, 2006) and age-related hearing loss (Seidman, Ahmad and 

Bai, 2002; Uchida et al., 2019). In this scenario, hearing loss and cognitive decline 

become joint symptoms of damage caused by the build-up of free radicals in the 

brain as we age—a process determined by genetic, environmental and lifestyle 

factors such as diet and smoking (Gemma et al., 2007; Aseervatham et al., 2013). 

It is hard to imagine a causal route in which fitting hearing technology undoes this 

build-up and pre-existing damage; hearing technology is normally fitted only after 

 
3 I am using the term ‘disease’ here to maintain consistency with the World Health Organization’s usage of the term in their Global Burden 

of Disease estimates (WHO, 2017b), which classes “hearing loss” and “dementia” as diseases, i.e. conditions that disrupt a person’s health 

and wellbeing, as distinct from ‘the risk factors that cause them’ and ‘injury’. For a discussion on the problems of using such generalised 

terms without giving consideration to their underlying aetiologies see Section 1.2.3 of this thesis. 
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symptoms are noticed, which means the damage is already done. Instead, any 

treatment must prevent the build-up before it induces cognitive decline; in doing 

so, however, it also reduces the risk of hearing loss, thereby negating the need 

for amplification. There is a caveat: if hearing loss somehow modifies the 

responsible genetic, environmental or lifestyle factors, or if hearing loss increases 

oxidative stress, then a case for causation (or moderation) might be made. Even 

so, proving such a relationship is fraught with confounds: how can researchers 

isolate hearing loss from all other interacting factors? 

1.2.2 The challenge of plausibility 

We see the same challenge when attempting to link hearing loss to a specific 

dementia, Alzheimer’s Disease, a task further complicated because the 

pathogenic process of Alzheimer’s is not yet properly understood (Kumar, Singh 

and Ekavali, 2015). What is certain is that brains of people with Alzheimer’s 

consistently show build-up of so-called neurofibrillary tangles and senile plaques 

(Moreira et al., 2009). Tangles are defective aggregates of a protein called tau 

found inside affected neurons; plaques are abnormal deposits of a peptide called 

amyloid-β that cluster outside neurons, possibly disrupting normal synaptic 

activity (Selkoe, 2002; Cairns, 2009). Degeneration follows a well-established 

route through the brain,4 eventually hitting a threshold which results in clinically 

diagnosable symptoms of memory, visuospatial and language impairment (Braak 

and Braak, 1991; Moreira et al., 2009; Braak et al., 2011; Budson and Kowall, 

2011). 

If hearing loss increases the risk of developing Alzheimer’s, there needs to be a 

plausible mechanism to account for this build-up of tangles and plaques, as well 

as the disease’s known trajectory through the brain. Two recent reviews suggest 

this has not yet been identified (Wayne and Johnsrude, 2015; Uchida et al., 

2019). Although Uchida et al., mention amyloid-β deposits and neurofibrillary 

tangles in their review, it is only in reference to Lin and Albert’s (2014) suggestion 

that hearing loss may be a “second-hit” on a brain already reeling from such pre-

 
4 Degeneration begins in the locus coeruleus (pons) and transentorhinal region (medial temporal lobe) and progressing in a pred ictable 

sequence to the (iso)cortex and limbic structures, including hippocampus. 
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existing brain pathologies—in other words, hearing loss isn’t causing the 

neuropathology, only amplifying its effects. 

Instead, the most favoured hypotheses in both reviews are:  

a. A common cause: an underlying factor that causes cognitive decline 

and hearing loss. Reactive oxidative species (described above) falls 

into this category. 

b. Degraded sensory input: a degraded sensory signal induces 

changes in the brain, perhaps by hijacking cognitive resources or 

through a “use it or lose it” mechanism. 

Of the latter, Wayne and Johnsrude believe that the information-degradation 

hypothesis has the strongest support in cognitive literature: the brain diverts 

mental resources to compensate for degraded sensory input, increasing listener 

effort and reducing resources available for memory and other cognitive tasks 

(Pichora-Fuller, 2003). An alternative hypothesis, that sensory-deprivation 

causes deafferentation and atrophy in the auditory system, seems less plausible 

to the authors given evidence that long-term sensory impairments in younger 

people result in negligible effects compared to older adults. Uchida et al. (2019) 

also discuss the plausibility of increased cognitive effort compensating for 

decreased sensory input, wondering whether diversion from cognitive tasks such 

as working memory might—hypothetically—accelerate neurodegeneration, 

though they do not offer any mechanism for this. They also remind us that 

experience-dependent plasticity is a fundamental property of the brain; not only 

does hearing loss provide an impoverished signal to the brain—which might 

account for the reduction in grey matter seen in the auditory cortex of older 

adults—but hearing loss also increases the risk of social isolation and depression 

(Mick, Kawachi and Lin, 2014; Dawes et al., 2015). Social isolation and 

depression are themselves independently recognised to accelerate cognitive 

decline (Cacioppo and Hawkley, 2009) and the Lancet includes them as separate 

modifiable risks factors for dementia (Orgeta et al., 2019). In which case, hearing 

loss may play an indirect causal role in dementia, suggesting that if hearing loss 

is treated, the risk of dementia reduces. Dawes et al. (2015) investigated this 

possibility with a large subsample of adults (164,770) from the UK biobank 



Chapter 1:  Hearing Loss, Cognitive Decline and the Challenge of Establishing Causality 

 5 Curtis J. Alcock 

dataset. They concluded that whilst hearing aid use had a positive effect on 

cognitive performance, it had no effect on depression and appeared to increase 

social isolation, contrary to their own expectation and previous findings by 

Kochkin and Rogin (2000). Whilst Kochkin and Rogin quantified social isolation 

in terms of the number of times per month a subject engaged in solitary/social 

activities, Dawes et al. based their conclusion on a single question: “Do you often 

feel lonely?” Indeed, they wonder whether the lack of positive association might 

be because a Yes/No question lacks sensitivity. But there is a more fundamental 

question: is feeling lonely even the same as social isolation (de Jong Gierveld 

and Havens, 2004)?5 Unless our definitions are clearly defined we cannot know 

whether the results of one study are equivalent to another. 

Circumstantial evidence for a causal link therefore seems plausible but has 

proven frustratingly equivocal. Wayne and Johnsrude conclude that “causal 

inferences about the nature of the relationship between hearing loss and 

cognitive decline are difficult to make, due to the correlational nature of much of 

the research.” Such difficulties are also inherent to the interweaving of so many 

highly complex issues. Substituting something complex with something simpler 

“can be a good strategy for solving difficult problems” (Kahneman, 2011) but if we 

ask vague questions, we should expect vague answers. 

1.2.3 The Challenge of Specificity 

Researchers are often dealing with generalisations rather than specifics. If an 

impoverished signal results in brain atrophy, how impoverished must it be? If 

information-degradation requires diversion of mental resources, is there a 

threshold the degradation must reach before diversion will occur? Can auditory 

information-degradation even be quantified? Without specifics it’s impractical to 

develop testable theories, even if the theories sound plausible. Lack of specificity 

dominates questions surrounding hearing loss and its link to cognitive decline. 

The common cause hypothesis assumes dementia and hearing loss have single, 

 
5 Consider, for example, a person recently bereaved or who has moved away from friends to be nearer family. Both individuals might “often 

feel lonely”, but not necessary be deprived of social interactions. The causal mechanisms for cognitive decline in loneliness and social 

isolation may be very different. A feeling of loneliness might activate the stress response, which itself is linked to aging (Sapolsky, 1992; 

Hawkley and Cacioppo, 2010) A reduction in social interactions might reduce opportunities for novelty, cognitive stimulus and goal 

activation. So whilst both social isolation and loneliness may be related, they are not necessarily the same. The potential modifying effect 

of using hearing aids will therefore likewise differ, further complicated by psychosocial aspects such as feelings of control over one’s own 

circumstances and self-efficacy (Samuel, 2016) and the point in a person’s life course at which intervention takes place. 
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clearly defined aetiologies. But whilst Alzheimer’s may represent 60-70% of 

dementias (WHO, 2017a), its aetiology is different to that of other dementias 

(Budson and Kowall, 2011). Likewise, hearing loss is an umbrella term 

encompassing hereditary disorders such as Waardenburg Syndrome or Ussher’s 

Syndrome, environmentally induced hair cell damage from noise damage, 

changes in fluid pressure within the inner ear with Endolymphatic Hydrops, 

mucous secretion behind the eardrum found with glue ear, and many more 

(Graham and Baguley, 2009).  

Even restricting our scope of investigation to age-related hearing loss, controlling 

for all other causes, aetiology proves far from homogeneous (Schuknecht and 

Gacek, 1993; Howarth and Shone, 2006; Huang and Tang, 2010). Thus, to link 

hearing loss and dementia via a common cause means we need to be specific. 

That requires excluding some types of hearing loss and/or dementia when they 

don’t share a common cause, rather than linking all hearing loss to all types of 

dementia; alternatively, we must identify properties that are common to all. Most 

studies, however, categorise hearing loss in terms of severity (mild, moderate, 

severe and profound) or self-reported hearing difficulties, regardless of 

aetiology—see, for example, Lin et al., (2011); Amieva et al., (2015); Sarant et 

al., (2020). 

Alternatively, to link cognitive decline to hearing loss via an information-

degradation/sensory deprivation hypothesis, we must:  

1. Define and quantify “information” 

2. Specify how hearing loss degrades that information 

3. Define and quantify “cognitive decline” 

4. Show how degraded auditory information results in quantifiable 

cognitive decline 

These four steps represent the ‘missing link’ in connecting hearing loss to 

dementia causally: we do something (measurably reduce the information 

available) to cause something (induce a measurable decline in cognitive 

function). Whilst this doesn’t get us to specific dementias, it still helps us identify 

what we should be looking for in any potential relationship. It also isolates and 
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controls for the one common variable that has the potential to prove pivotal in a 

causal role for any hearing loss: the information available to the brain exclusively 

through hearing. This thesis aims to explain how we can establish this missing 

link. 

1.3 Establishing the Missing Link 

1.3.1 Representing the link 

The statistician George Box is often quoted as saying, “All models are wrong but 

some are useful.” He goes on to write (Box, 1979): 

“Now it would be very remarkable if any system existing in the real world 

could be exactly represented by any simple model. However, cunningly 

chosen parsimonious models often do provide remarkably useful 

approximations. For example, the law PV=RT relating pressure P, volume V 

and temperature T of an “ideal” gas via a constant R is not exactly true for 

any real gas, but it frequently provides a useful approximation and 

furthermore its structure is informative since it springs from a physical view of 

the behaviour of gas molecules. For such a model there is no need to ask the 

question “Is the model true?”. If “truth” is to be the “whole truth” the answer 

must be “No”. The only question of interest is “Is the model illuminating and 

useful?” 

Likewise, our goal here is not to “exactly represent” the “real world” relationship 

between hearing loss and cognitive decline, but to “cunningly choose” a 

parsimonious model that is “illuminating and useful”, that springs from “a physical 

view of the behaviour” of hearing loss and cognitive decline, yet mindful of the 

wider context of Alzheimer’s Disease and other dementias.    

1.3.2 Modelling the link 

Minimally, our model requires that: 

1. An input variable originates outside a listener’s brain. This ensures it 

is independent of pre-existing cognitive decline and hearing loss. 
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2. This variable must be capable of quantifiable degradation by “hearing 

loss” regardless of underlying aetiology. 

3. The output variable must be used in a subsequent cognitive task with 

an expected outcome. 

Each step depends on the one preceding it, establishing direction of causality. If 

we modify “hearing loss” in (2), we modify the output variable used in (3). To 

determine whether there’s been a performance reduction on a cognitive task, we 

compare actual outcome to expected outcome in (3). If it doesn’t match, we 

conclude that sensory degradation in (2) has caused performance reduction. If 

this outcome consistently differs from the performance of that same individual 

without degradation in (2), we term this “cognitive decline”. Thus, if our input 

variable is a spoken word (“cat”), and the cognitive task is to map the received 

signal (output variable) to a single mental representation (“cat”—not “dog” or “rat”) 

that matches the speaker’s intention, the output variable must first match the input 

variable. If it doesn’t, the resulting failure on the cognitive task is due to “hearing 

loss” in (2). This is the basis for the model we develop in Chapters 3-5. 

1.4 Thesis Overview 

The ease with which most of us process spoken language belies the underlying 

complexity of this cognitive task. As neuroscientist Joaquin Fuster writes in his 

volume on the prefrontal cortex (Fuster, 2015): 

“If we accept the premise that cortical connectivity is the base of all 

cognition… it follows that language utilizes the same cognitive networks that 

all other cognitive functions utilize… all the memory and knowledge networks 

existing in the cortex are the infrastructure of language, as they are of 

attention, perception, memory and intelligence.” 

In Chapter 2 we examine this relationship between speech understanding and 

the brain so that our model “springs from a physical view of the behaviour” (Box, 

1979). If our model demonstrates a persistent decline in performance in (3) that 

is entirely dependent on the hearing loss in (2), we will have demonstrated a 

causal link between hearing loss and cognitive decline within the confines of our 
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model. As we’ll see in Chapter 6-7, even though our model does not directly 

describe the impact of this decline on other cognitive tasks or physical changes 

in the brain, its parsimonious nature makes it  “illuminating and useful” (Box, 

1979), exposing potential new avenues for future research. 

Chapter 3 discusses theory and methodology for quantifying speech 

understanding in terms of information theory, concluding with the introduction of 

the new Speech Understanding Index (SUI). Although the SUI is used within the 

model to compare actual outcomes to expected outcomes, it can be used in 

behavioural testing to quantitatively relate a subject’s responses to the amount of 

ambiguity present in a test signal, potentially offering new insights into the neural 

correlates of listener uncertainty. 

Chapter 4 discusses the quantification of hearing loss isolated from its underlying 

aetiology and cognitive factors. We do so by identifying the variable common to 

all hearing loss: the amount of reduction in audibility and how this relates to 

phoneme confusion. 

In Chapter 5 we consolidate Chapters 1-4 into a model for investigating the 

Network Effects Of Reduced Audibility (NEORA). We do this by taking a large 

representative collection of spoken words, splitting each word into individual units 

of distinguishing information (e.g. phonemes), and mapping the relationships of 

each word to every other word in terms of their shared or unique properties. This 

enables us to identify words most prone to ambiguity when a speech signal is 

degraded and its distinguishing features are lost through reduced audibility. As 

part of this process we introduce a new alphabet of visemes (lip-reading shapes) 

that not only reconciles differences found across 16 studies, each with their own 

alphabets, but that also makes it possible to transcribe words independent of an 

orthographic or phonetic representation. Doing so preserves the ambiguity 

inherent in lip-reading and enables us to create the world’s first lip-reading 

lexicon. 

In Chapter 6 we demonstrate how NEORA can be used to generate “useful and 

illuminating” insights into the impact of reduced audibility on cognitive processes 

and resources, providing a testable foundation for future research and clinical 

testing. By quantifying sensory input and degradation in terms of information 
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available to a listener we also discover the point at which lip-reading becomes 

more important than hearing for speech understanding and demonstrate how 

stored information (i.e. memory) reduces listener uncertainty by weighting 

possible alternatives when a signal is ambiguous. 

We conclude in Chapter 7 by considering this research within its wider context, 

predicting that reduced audibility (rather than hearing loss per se) will induce 

measurable changes in the brain by increasing sensory and cognitive ambiguity. 

I propose that resolving such ambiguity requires a quantifiable increase and shift 

in metabolic energy away from auditory regions towards brain areas responsible 

for integrating multiple sources of information and/or resolving uncertainty. We 

finish by discussing the role that this shift plays in behavioural and neurological 

dedifferentiation, a common feature of cognitive decline, and its implications for 

the study of neurodegeneration. I finish by suggesting some next steps in the 

investigation of hearing loss and cognitive decline based on the information 

degradation model presented here. 
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Chapter 2:  The Cognitive Process of Speech 

Understanding 

2.1 Introduction 

Speech involves the transfer of information from speaker to listener by means of 

sequentially presented acoustic signals, selected from a shared lexicon, and 

combined to convey the speaker’s internal state (thoughts, feelings, goals, 

intentions etc.). Our experience of spoken communication is often so seamless 

and instantaneous that it’s easy to overlook the complexity of the processes 

necessary for successfully transferring information from one mind to another. Not 

only must the processes involved be robust enough to withstand the natural 

variations within the signal itself—such as voices of differing pitch and accent, 

and any environmental interference (noise, reverberation)—but a listener must 

have the capacity to receive and utilise the acoustic signals being used by the 

speaker. Here we review speech understanding in terms of information delivered 

to the brain through the senses from the environment, and information stored or 

generated by the brain. This will serve as a foundation for examining the effects 

that reduced audibility has on this network of available information. 

2.2 An overview of the literature 

2.2.1 Bottom up or top down processing? 

Understanding speech requires separation of a transient and continuous acoustic 

stream (the speaker’s voice) from competing acoustic information (noise), 

segmenting it into discrete individual components (phonemes, words, sentences) 

that can be rapidly mapped onto mental representations to which we can ascribe 

meaning (Davis and Johnsrude, 2007; Kleinschmidt and Jaeger, 2015; Norris, 

McQueen and Cutler, 2016). Davis and Johnsrude (2007) explain that listeners 

only partially use information in the acoustic signal—e.g. pitch, timbre, vowels, 

frication noises (i.e. hissing noise of {F, S, TH} sounds), nasal formants—to 

segment continuous speech into meaningful units. Instead we use a combination 

of processes in conjunction with one another, including statistical regularities in 
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the sequence of speech sounds occurring together, as well as word knowledge. 

Experiments demonstrate that we automatically interpret ‘kift’ as ‘gift’ because we 

know the latter as a real word, regardless of what we hear. These so-called top-

down expectations appear to tune bottom-up acoustic signals, projecting 

intelligibility onto incoming speech, enabling us to make sense even if it’s 

degraded or competing with noise. 

2.2.2 Predicting from available information 

Norris, McQueen and Cutler (2016) explain that these expectations are driven by 

experience and prior knowledge. Words encountered more frequently are 

predicted more readily; “best” will be chosen over “pest” when the sound is 

ambiguous because it’s heard more often. Likewise, knowing which words are 

semantically related means we’ll expect “path” to go with “jogging”, and “bath” to 

go with “hot water”. Such top-down expectations enable us to rebuild missing or 

ambiguous information and anticipate upcoming words by probabilistically 

constraining possibilities. Norris et al. suggest we generate ‘flexible’ or 

‘deformable’ templates against which incoming sounds can be compared. 

Deviation from this template results in a prediction error which the listener seeks 

to minimise by updating their template. Speech understanding then becomes a 

problem of Bayesian inference under uncertainty, where new evidence updates 

our prior belief, a proposition Davis and Johnsrude (2007) agree with.  

Bayesian inference gives listeners a multisensory strategy to: 1) recognise the 

familiar, 2) generalise to the similar, and 3) adapt to the novel (Kleinschmidt and 

Jaeger, 2015). This ability to generalise helps listeners hear in background noise 

and recalibrate to the varying pitches of different speakers (female/male/young 

child) and unfamiliar accents, where the words may be familiar but pronunciation 

is novel. If a phoneme is ambiguous ({B} versus {D}), seeing the mouth close will 

‘label’ it as a {B}, allowing the listener to recalibrate how subsequent 

presentations of that phoneme are interpreted for a particular speaker; the 

listener’s expectations have been updated. Such perceptual adjustment, 

normalising to more stable, invariant features within the environment, facilitates 

more efficient transmission of information, and is closely related to similar 

proposals from visual perception and other domains. Based on Shannon’s 
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Information Theory (Shannon, 1948), the principle is that more sensory 

bandwidth or cognitive resources get allocated to the more uncertain features of 

a signal (more variable/more novel/less predictable/less intelligible) because 

these carry more distinguishing information than invariant features. 

2.2.3 Activation and competition of matches 

To determine which aspects of a signal remain the same and which change, the 

brain must be capable of comparing new information with existing. As Davis and 

Johnsrude (2007) point out, ‘cabbage’ can only be perceived as cabbage once 

the second syllable has been heard and ruled out ‘cabin’ or ‘cabaret’. The word 

onset “cab–”predicts ‘cabbage’, ‘cabin’ and ‘cabaret’, but because only one 

candidate can be selected, the alternatives are competitors. The more 

competitors a word has, the slower a listener’s speed in processing it (Luce and 

Large, 2001). Words that share similar sounds therefore activate multiple 

representations in memory and these representations compete for selection, with 

more frequent words inhibiting the less frequent (Vitevitch and Luce, 2016). 

Functional magnetic resonance imaging (fMRI) by Prabhakaran et al., (2006) 

reproduced the behavioural findings of one of these lexical competition studies. 

They scanned subjects’ brains to identify the neural correlates of phonological-

lexical competition and word frequency on word recognition. They found an 

overall greater neural response in the parietal lobe (specifically, the left 

supramarginal gyrus) for words with more competitors compared to words with 

fewer competitors; words that occur more often showed greater activation in the 

temporal gyrus (specifically, anterior and posterior left middle) compared to less 

frequent words. When a word was both more frequent (easier to process) and 

had more competitors (harder to process) they found increased activation in the 

frontal structures (lateral and medial) which “may reflect the greater 

computational resources required in integrating frequency and density 

information in order to access a word”. Simply put, the brain works harder when 

there’s more uncertainty over what it’s hearing, as reiterated by Davis and 

Johnsrude (2007): “frontal and peri-auditory regions show an elevated response 

to speech stimuli when listeners exert more effort to perceive these stimuli.”  
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Revill et al. (2008) created an artificial lexicon containing eight object words 

(representing a distinct shape), and eight event words (representing a distinct 

movement or appearance change). Object words were phonetically distinct from 

one another (no ambiguity) but the eight event words were split into four pairs. 

Each word in the same pair began with the same five phonemes, differing only in 

the final phoneme, e.g. biduko versus biduka. This meant that the pair would 

remain ambiguous until the whole word had been heard. Using fMRI they found 

that hearing one word in a pair automatically activated the brain region for the 

other too, until the final phoneme was received to rule out the alternative. Their 

findings confirms previous eye-tracking studies which find that subjects’ eye 

movements flit between words with the same initial phonemes before eventually 

fixating on the target once there is enough information to disambiguate (Spivey 

et al., 2002). 

Bilenko et al., (2009) looked at word pairs where the first word in a pair was 

semantically related to the second. The first word had an ambiguous meaning, 

so it required the second word to disambiguate it, e.g. ‘ball’→‘dance’ or ‘ball’→

‘soccer’. As a comparison, they also created word pairings where the first word 

was unambiguous: ‘athlete’→‘soccer’, ‘music’→‘dance’. Finally, they created 

pairings that were unrelated: ‘rabbit’→‘soccer’, ‘enter’→‘dance’. When the first 

word in the pair was ambiguous, they also accounted for one meaning being more 

likely than the another (Twilley et al., 1994). Subjects indicated whether the 

second word in each pair was a real English word or a nonsense word. When the 

first word was semantically related to the second, subjects response times were 

quicker and more accurate than for non-related words; the researchers presumed 

the first word was pre-activating the language network required for the second. 

When the first word was ambiguous, response times slowed compared to non-

ambiguous words, bilaterally recruiting the inferior frontal gyrus. When the 

meaning was the less common one (e.g. ‘ball’→‘dance’, rather than ‘soccer’), 

other areas were additionally recruited, including the left medial orbital gyrus (to 

assist with decision making), left cingulate gyrus (to suppress the more dominant 

meaning), and bilateral superior parietal lobe (to maintain potential alternative 
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words in memory whilst ambiguity remained).6 The authors point out that similar 

effects have been shown in the processing of ambiguous sentences. 

Together these studies suggest that listeners’ brains automatically activate all 

potential matches to an ambiguous word, whether that ambiguity is phonological 

or semantic, deactivating them once it can rule them out. Other regions are 

recruited, as appropriate, depending on competition level amongst possible 

alternatives and the difficulty choosing between them. Recruitment of additional 

resources, and the additional time required, results in increased listener effort and 

a slowing down in response times. 

2.2.4 Gathering more context to resolve uncertainty 

The brain can also use context to resolve uncertainty. Lerner et al., (2011) used 

a real-life seven minute story scrambled at word level/sentence level/paragraph 

level and backwards to disrupt the temporal structure. This enabled them to 

present the same acoustic information to subjects,  changing only the temporal 

structure of what they were hearing and look at the neural responses. They found 

brain activation varied as a function of this temporal structure, forming a hierarchy 

of brain regions. Early auditory cortices responded directly to instantaneous 

features of the sensory input (formant transitions, single syllables etc.). As brain 

regions moved further away from early auditory cortices, they became 

progressively less sensitive to speech in shorter time windows (e.g. words) whilst 

remaining sensitive to information requiring longer windows (e.g. sentences). At 

the top of this hierarchy was the temporoparietal junction, which responded only 

to paragraphs and the full story. The authors hypothesise that each brain area 

accumulates information over a preferred time scale within hierarchical structures 

that work over increasingly longer time-frames and integrate more information 

from different sources. 

Additional sources include visual information, such as whether the lips appear 

closed or open when a speech sound is uttered (Kleinschmidt and Jaeger, 2015), 

 
6 A finding by Koenigs et al. (2009) may help here: “Superior parietal damage was reliably associated with deficits on tests involving the 

manipulation and rearrangement of information in working memory, but not on working memory tests requiring only rehearsal and retrieval 

processes, nor on tests of long-term memory. These results indicate that superior parietal cortex is critically important for the manipulation 

of information in working memory.”  
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and perhaps the listener’s own articulatory-motor cortex (Pulvermüller, 2017). 

When we speak, two things happen almost simultaneously: we produce 

phonemes (an action) and we hear those phonemes (a perception). By 

consistently co-activating neural circuits involved in action and perception, they 

form what Pulvermüller describes as a combined action-perception circuit, one 

circuit influencing the other. If subjects are presented with a choice of two words 

that differ only by a single phoneme, such as ‘pool’ and ‘tool’, their response times 

to a spoken word are improved by activating the part of the brain responsible for 

the correct phoneme, i.e. tongue (‘t’) or lip (‘p’) movements (Schomers et al., 

2015). 

2.2.5 A dynamic network of networks 

Phonemes combining to form words, and words combining to form sentences 

requires a neurobiological mechanism for word form and meaning to be bound 

together into circuits. Pulvermüller proposes a theoretical circuit he calls a 

discrete combinatorial neuronal assembly (DCNA), which combines two different 

word pairs: subject with verb; verb with object; verb with article etc. These co-

occurrences strengthen the links between them, whilst weakening links between 

out-of-sync neurons. When symbols and words occur together in sentences, 

these corresponding neuronal circuits become active in temporal vicinity so their 

functions overlap. He suggests such circuits might account for what we perceive 

as semantic similarity (how one word relates in meaning to another) and semantic 

priming (thinking of one thing prompts us to think of another, even unconsciously). 

Pulvermüller (2010) reports a simulation in which sequential information was 

combined with such DCNA word pairings. It resulted in an auto-associative 

memory that created a semantic network of associated meanings from a corpus 

(a large collection of words) and automatically detected grammatical structure in 

simple sentences, lending credibility to language operating as a dynamic network 

of networks (circuits). 

Vitevitch and Luce (2016) explain that networks offer a theoretical framework for 

understanding the world and a methodology for using this framework to collect 

data, test hypotheses, and draw conclusions. Network science is being 

increasingly used in mathematics, sociology, computer science, physics and 
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neuroscience to understand and examine complex interacting systems that 

consist of individual components (‘nodes’) and their relationships (‘edges’, 

‘vertices’ ,‘links’) with one another. A word’s competitors (see 2.2.3 above) can be 

mapped using a node for each word with a vertex connecting them. The strength 

of this connection can be weighted according to how frequently a word occurs. 

This word can be mapped to its own competitors and so on. Consequently, some 

words will have more competitors clustering around it. “Badge” competes with 

“bass” and “bat” because the “dge” sound can be replaced with either the “ss” or 

the ‘t”. But “bat” has its own competitors which include “rat” and “cat”. This 

‘competitor of a competitor’ can be calculated using a measurement from graph 

theory called the Clustering Co-Efficient which influences word recognition, word 

production, retrieval from long-term memory, and reintegration in short-term 

memory (Vitevitch and Luce, 2016). 

Cong and Liu (2014) also adopt a complex network approach to demonstrate that 

human language is a multi-level system. In the sentence “John put a book on the 

table” the surface level of the sentence is that of the linear ordering of its words 

as it unfolds spatially and temporally. But it’s built on the level of syntactic 

structures (subject, verb, object etc.) which are hierarchical or non-sequential by 

nature (e.g. an adjective describes—and therefore depends upon—a noun). At 

deeper levels are semantic structures within a sentence which form non-linear 

relationships between lexical concepts. Ordering of linguistic units (e.g. words) 

can be modelled linearly by a co-occurrence network, with vertices joining two 

words if they appear together within a specified window. Dependency of one word 

on another (e.g. pronouns depend on first knowing the noun) can be modelled 

with syntactic dependency networks. Semantic structures can be modelled by 

dynamic semantic networks, using pairwise predicate-argument relations 

between content words in sentences (e.g. “money” and “bank”/“river” and “bank”). 

Modelling these different relationships of linguistic units to one another Cong and 

Liu demonstrated that language networks repeatedly display a “small world 

property”: if you start at one word you can easily activate another word in the 

network without travelling too far, evidence of efficient information transfer. 

Bordag and Bordag (2003) used a small world network to disambiguate between 

similar sounding words that have different meanings. They constructed a graph 



Network Effects Of Reduced Audibility 

Curtis J. Alcock 18 

of co-occurring words that resulted in a small world structure with strong local 

clustering and high connectivity. This allowed the disambiguation process to be 

treated as a “find-the-maximum-cluster” problem, i.e. find the words that are most 

densely connected with each other. Bordag and Bordag’s algorithm is based on 

two assumptions: 1) words in the graph will cluster semantically, and 2) any three 

given words in the sentence (including the input word) will be unambiguous. Each 

input word in a sentence accesses its own cluster of words in the graph, and the 

resulting clusters of the different input words are compared for overlapping. 

Clusters containing more of the input words than a given threshold are then taken 

to represent the topic of the sentence and subsequently used to disambiguate 

each input word when there is more than one meaning. The word (or node) with 

the highest activation will be selected in preference to its competitors (see 2.2.3). 

Rather than regarding language as a dedicated neurological network, Fuster 

(2006) proposes that memory and knowledge are represented in the cortex by 

distributed, interactive, and overlapping networks of neurons in the association 

cortex. He calls these cognits. From these networks emerge the cognitive 

functions of perception, attention, memory, language, and intelligence. The parts 

of Fuster’s model most relevant here: 

1. Memories consist of networks of connections between more or less 

widely dispersed neurons of the association cortex. 

2. Cognits are formed as a result of experience by synaptic modulation 

of their constituent neurons and connections in accordance with 

Hebbian principles (see Lynch, 2004). 

3. A neuron anywhere in the association cortex can be part of many 

networks, and therefore of many memories.  

4. All cognitive functions—perception, attention, working memory, 

language, and intelligence—consist of neural transactions within and 

between cognits. 

Fuster makes no distinction between cognition and language, seeing them as 

expressions of the same dynamic neural circuitry. The resemblance here to 

Pulvermüller’s DCNAs should not be overlooked. 
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2.3 Conclusions 

Speech understanding involves the dynamic interaction of multiple systems 

(hearing, vision, memory, attention, articulatory-motor) operating continuously at 

multiple scales (Davis and Johnsrude, 2007; Cong and Liu, 2014; Mai, Minett and 

Wang, 2016), endowing it with an inherent robustness capable of making 

‘inferences under uncertainty’ from highly variable environmental input 

(Kleinschmidt and Jaeger, 2015; Norris, McQueen and Cutler, 2016). Though we 

have approached speech understanding here from different perspectives—

behavioural, psycholinguistic, neurobiological—there is a converging consensus 

that our ability to separate out, segment, and map acoustic information to 

meaning behaves like a dynamic network of (hierarchical) information. 

Environmental stimuli activate cognits (or DCNAs) that are probabilistically 

related to other cognits. These relationships are based on prior experience-driven 

Hebbian learning processes (Pulvermüller, 2017) and hierarchies that emerge ‘on 

the fly’ as connected brain regions get recruited, each gathering information over 

their preferred time windows. These activated cognits continue to reinforce other 

activated elements, such as those sharing semantic similarity, or compete against 

one another, narrowing down the options until a single winner emerges: the most 

likely match to the stimulus (Bordag and Bordag, 2003; Vitevitch and Luce, 2016). 

Whilst multiple options remain viable, the brain continues to recruit more 

resources over time (memory) and space (brain regions) in an attempt to reduce 

the ambiguity or decide between alternatives (Prabhakaran et al., 2006; Davis 

and Johnsrude, 2007; Revill et al., 2008).  

Given that the brain already has processes in place for dealing with ambiguity in 

speech, recruiting additional information when more context is needed, and 

making predictions based on limited information, how might the brain deal with 

reduced audibility when trying to understand speech? Approaching these 

processes in terms of a network of activated cognits when sensory information is 

degraded may help answer that question (see Chapters 5 and 6). But first we 

must define and quantify speech understanding and reduced audibility.  
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Figure 2.1 The Emergence of Speech Understanding Over Time  

Spoken sentences evolve over time. If a listener hears the sentence up to the word “ca–” they 

have not yet received sufficient information to map the acoustic signal to a single meaning—could 

it be “cat”, “cash”, “cab” or “cap”? The brain must hold these possible alternatives in memory until 

it can resolve its uncertainty (Prabhakaran et al., 2006; Revill et al., 2008). By integrating the 

acoustic information with visual information (are the lips open or closed?) it can decrease the 

ambiguity (Kleinschmidt and Jaeger, 2015). However, ambiguity remains (“cat/cash” or 

“cab/cap”). It must therefore retain the sentence in memory until the last word is reached or by 

using the wider context (Lerner et al., 2011). Here, the final word activates semantic associations 

that may preferentially reinforce one of the two remaining candidates (Bordag and Bordag, 2003; 

Bilenko et al., 2009; Cong and Liu, 2014). If uncertainty still remains, the listener may have to 

consciously choose between the alternatives, recruiting frontal areas of the brain (Prabhakaran 

et al., 2006; Davis and Johnsrude, 2007).
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Chapter 3:  Quantifying Speech Understanding 

3.1 Introduction 

3.1.1 Speech Understanding: a Process and a State 

Intuitively we can think of speech understanding in terms of a final state (“I 

understand”), and the process required to reach this state (“I still need more 

information before I understand”). 

The process involved differs a) by occasion owing to the many sociolinguistic 

factors (Hymes, 2008), and b) by person owing to idiosyncrasies in language 

experience, age-related changes, and the complex network interactions of 

hearing, vision, memory and attention (Wingfield and Grossman, 2006; Davis and 

Johnsrude, 2007; Rosenblum, 2008; Wierenga et al., 2008; Kroll and Bialystok, 

2013; Cong and Liu, 2014). The process of speech understanding is therefore 

fraught with confounds, not readily amenable to analysis. 

Instead, we can consider the final state as a state function, a concept borrowed 

from thermodynamics to describe the particular state of a system at any given 

moment (Zemansky and Dittman, 1997; Atkins, 2010). State functions can be 

measured, then compared, to quantify changes to a system irrespective of the 

process (and its confounds) that brought about the change. Temperature, for 

example, is a state function. We can measure a system’s temperature at two 

points in time without having to know how it reached that temperature or the 

complexities of the system’s inner workings. Defining speech understanding as a 

state function enables us to compare different listeners under different conditions 

without the need to quantify the underlying complex and dynamic interactions that 

resulted in their state. Instead we can focus on the differences between final 

states when conditions or parameters of the system are altered (e.g. hearing 

changes). 

Considering understanding as a state function presents its own challenge, 

however. Whilst we might know from personal experience what it means to 
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understand, defining such a state risks deviation into epistemology and 

phenomenology, subjects beyond the scope of our present discussion. Our goal 

is to quantify understanding by assigning a value to it (like temperature) that it 

can be compared with other states of understanding, universally applicable 

regardless of the process taken to reach the final state. 

3.1.2 Assigning a value to understanding 

Should our value be binary (“I have understood/“I have not understood”) or 

continuous (“I have partly understood”)? Consider the following. You ask four 

people for directions:  

a) A replies in an unknown language;  

b) B gives you directions in English but has an unfamiliar accent; you 

miss half;  

c) C gives you directions in a language and accent you’re familiar with, 

but there’s one part of the directions that doesn’t make sense; 

d) D you understand perfectly.  

If we attempt to assign a binary value to your state of Understanding in response 

to each speaker, where 0=no understanding and  1=understanding, we 

realise that 0 or 1 isn’t sensitive enough to distinguish between A, B and C. We 

might even say that A was completely incoherent to us, whereas D was fully 

coherent. But what about speakers B and C? We know from everyday experience 

what is meant by coherent speech, even if we’ve never put a value on it: it is 

related to understanding. Both concepts, understanding and coherence, are 

therefore best served by a continuous value, from 0 to 1. 
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3.1.3 Liberating the process of speech understanding from its confounds 

Figure 3.1  The Process of Speech Understanding 

Speech understanding involves two parties: a speaker and a listener. 

Step 1. The speaker encodes a mental state—a subset of their thoughts 

and feelings—into a message they assemble using discrete words 

selected from a vocabulary they believe the listener shares. 

Step 2. The speaker transmits the message via a continuous, evanescent 

stream of acoustic signals through the environment. 

Step 3. The listener detects part or all of this stream in the environment. 

Step 4. The listener attempts to sequentially match segments of the 

detected stream onto discrete words selected from the common 

vocabulary before the transient nature of the acoustic signals 

removes the listener’s access to the stream. The listener can 

sustain their access to the stream by storing it (e.g. in working 

memory or written form), temporarily or otherwise. 

Step 5. The listener reconstructs the speaker’s message, using it to 

update their own mental state to match the state intended by the 

speaker, i.e. to reflect the speaker’s thoughts and feelings. 

Figure 3.1 describes the process of speech understanding liberated from 

unknown or idiosyncratic variables specific to an individual or situation, including: 

a) Differences between speaker and listener lexicons, including 

accentual variations. 

b) Meaning and interpretation of received signal. 

c) Effect of the environment on message transmission (e.g. distance, 

reverberation, noise). 

d) Neurobiological processes at each step (e.g. segmentation of 

continuous acoustic stream, mapping to a neural representation of 

words). 
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This way, we isolate the fundamental nature of speech understanding from the 

complex biopsychosocial confounds discussed in Chapters 1-2. Now, when we 

introduce specific variables in the future (e.g. accent, noise), it will then be easier 

to identify the individual effect of these variables. 

3.2 The State of Understanding 

3.2.1 What is Understanding? 

The state of Understanding is not easy to put into words, even though it’s 

something we know and experience. For now, let’s use 𝕌 to denote “the state of 

Understanding”: 

Let 𝕌 be the state of understanding. (D1) 

Understanding happens so naturally most of the time, it’s easier to recognise 

when we don’t understand something. Perhaps it’s something said, or a 

paragraph we read in a thesis. Let’s use 𝕌′ to denote no understanding (D2): 

Let 𝕌′ be the state of not understanding. (D2) 

Whilst we restrict ourselves to these two cases for now, we will later define 𝕌 as 

a continuous variable in section 3.4.2. 

Because we’re interested in speech understanding, we’ll need two people, a 

speaker 𝕊 and listener 𝕃. We want these people to be easy to predict and 

measure, so they’ll be an “ideal” speaker and listener.7 

Let 𝕊 be an ideal speaker. (D3) 

Let 𝕃 be an ideal listener. (D4) 

We also need something that’s spoken and (hopefully) heard. We’ll call this the 

signal, denoted with 𝜎. The signal that 𝕃 receives can differ from the signal 

spoken by 𝕊 (e.g. it’s been lost in noise), so we need some way to distinguish the 

 
7 See discussion at 1.3 regarding an ideal gas. 
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signal transmitted by the speaker, 𝜎𝑆, versus the signal received by the listener, 

𝜎𝐿: 

Let 𝜎𝑆 be the signal transmitted by 𝕊 (D5) 

Let 𝜎𝐿 be the signal received by 𝕃 (D6) 

When we speak, we’re using words to express internal thoughts and/or feelings.8 

Thoughts and feelings about a cat are not the same as a real cat; they’re mental 

representations. Spoken words, therefore, are acoustic representations of these 

mental representations. We’ll denote these mental representations as 𝕄𝑆 if we’re 

referring to the speaker’s and 𝕄𝐿 if it’s the listener’s: 

Let 𝕄𝑆 be the mental representations of 𝕊 to be expressed by 𝕊 as 𝜎𝑆 (D7) 

Let 𝕄𝐿 be the mental representations of 𝕃 activated by 𝜎𝐿 (D8) 

Naively we might define 𝕌 as an exact match between 𝕃’s mental representation 

𝕄𝐿 (activated by 𝜎𝐿), and 𝕊’s mental representation 𝕄𝑆 (expressed as 𝜎𝑆). In 

other words, 𝕄𝑆 are transferred via 𝜎𝑆 and 𝜎𝐿 to the mind of 𝕃 with nothing 

removed along the way. We could express this as follows: 

((𝕄𝑆|𝜎𝑆) ∖ (𝕄𝐿|𝜎𝐿) = ∅) → 𝕌 (E1) 

((𝕄𝑆|𝜎𝑆) ∖ (𝕄𝐿|𝜎𝐿) ≠ ∅) → 𝕌′ (E2) 

which says that when we make a list of everything 𝕊 intended (given what they 

transmitted), and we make a list of everything 𝕃 understood (given what they 

received), if we cross off everything on  𝕊’s list that matches 𝕃’s, we should end 

up with an empty list, denoted with ∅. If our list is empty, 𝕃 has understood. 

Whilst this makes sense logically, we see from Figure 3.1 that neither 𝕃 (Step 1) 

nor 𝕊 (Step 5) have access to each other’s internal mental representations. How, 

then, can comparison between 𝕄𝑆 and 𝕄𝐿  be made to establish a match? 

  

 
8 Fuster (2006) would call these ‘cognits’ (see Chapter 2). 
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3.2.2 Speech Understanding depends upon hidden information 

In clinical, research or educational settings, 𝕄𝑆 and 𝕄𝐿   can be compared by 

externalising a listener’s mental representations, either by asking questions or 

evoking a demonstration of understanding, then comparing to the expected 

response: audiological speech testing requires a listener to repeat back what 

they’ve heard  (Wilson, McArdle, and Smith 2007); psychologists monitor eye 

movements during task-based language comprehension tests (Spivey et al., 

2002); teachers employ listening comprehension tests (Stæhr, 2009). 

Such externalisation does not happen in everyday conversation; a speaker 

simply assumes their listener’s mental state automatically matches their intended 

state unless there is some outward manifestation of misunderstanding (Clark and 

Brennan, 1991; Clark and Krych, 2004; Hayashi, Raymond and Sidnell, 2011; 

Tolins and Fox Tree, 2014): 

a) Presence of signals indicating communication breakdown: 

i) Conversational repair (e.g. “Pardon?”, “Say that again.”) 

ii) Non-sequiturs (e.g. Speaker: “My wife’s not been very well…”, 

Listener: “Yes, we’re going too.”) 

iii) Nonverbal cues such as looks of puzzlement or concentration 

 
b) Absence of affirmatory signals: 

i) Lack of precisely timed nods 

ii) Lack of attentional gaze or mismatched posture 

iii) Lack of gestures demonstrating shared experience 

iv) Lack of vocalised addressee backchannels (“Yes”, “I 

understand…”, “Go on…”) 

Because speakers have access to both their own mental representations 𝕄𝑆and 

the resulting signal 𝜎𝑆, speech production benefits from built-in monitoring, such 

as error detection and correction (Postma, 2000; Nozari, Dell and Schwartz, 

2011). But listeners have no means to error check their interpretation against the 

speaker’s intended message.  
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Instead, listeners rely on: 

a) Prediction errors (Norris, McQueen and Cutler, 2016) 

e.g. “I thought they were going to say this, but then they said that.” 

b) Cognitive consistency (Gawronski, 2012), 

e.g. “They’re talking about the vets, so they must mean cat, not cap.” 

c) Representational conflict resolution (Novick, Trueswell and 

Thompson-Schill, 2005; Bilenko et al., 2009),  

e.g. “I have two different ways of interpreting this sentence.  

Which do they mean?”  

Rather than speech understanding being an exact match between 𝕄𝑆 and 𝕄𝐿, 

as suggested in (E1), it is more akin to the absence of prediction errors and 

conflicting information on the part of 𝕃. Let’s denote the set of conflicting 

information (including prediction errors) as 𝔼.  

Let 𝔼 be the set of conflicting information generated by 𝕄𝐿|𝜎𝐿. (D9) 

If there are no conflicts, 𝔼 will be an empty set, ∅. Therefore, when 𝕃 has received 

𝜎𝐿 and they have no conflicting information, i.e. 𝜎𝐿 ∧ (𝔼 = ∅), 𝕃 will assume 𝕊’s 

actual mental representations 𝕄𝑆 are equivalent to what the listener believes 

those representations to be. Because of this, 𝕃 will believe ℬ their own mental 

representations 𝕄𝐿 are equivalent to 𝕊’s, resulting in 𝕌: 

𝜎𝐿 ∧ (𝔼 = ∅) → ℬ( 𝕄𝑆|𝜎𝐿 ≡  𝕄𝑆) = 1 → ℬ(𝕄𝐿 ≡ 𝕄𝑆) = 1 → 𝕌 (E3) 

 
3.2.3 Speech Understanding as an emergent state 

Speech understanding, then, is a state that emerges in the mind of the listener 

out of the coherence of: 

i) The message received: 𝜎𝐿. 

ii) The listener’s belief in what the speaker’s mental representations 

are, given the message received: ℬ(𝕄𝑆|𝜎𝐿). 

iii) The absence of conflicting information: 𝔼. 
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Hence, when 𝔼 ≠  ∅, coherence is disrupted and the state of Understanding is no 

longer attained: 

𝜎𝐿 ∧ (𝐸 ≠ ∅) → ℬ( 𝑀𝑆|𝜎𝐿 ≡  𝑀𝑆) < 1 → ℬ(𝑀𝐿 ≡ 𝑀𝑆) < 1 → 𝑈′ (E4) 

In 3.1.2 we discussed the everyday experience that speech understanding is 

qualitatively related to the coherence of speech. Now we see the beginnings of a 

quantitative relationship based on the listener’s belief that they have a 1:1 match 

between 𝕄𝐿 and 𝕄𝑆, itself dependent upon a 1:1 match between 𝜎𝐿 and 𝜎𝑆. If 

we can quantify this match, we’ll have a definition for coherence, necessary for 

quantifying the state of Understanding. That’s what we do next. 

3.3 Coherence of Mental Representations 

3.3.1 Attaining message coherence by narrowing down choice 

Spoken language requires 𝕊 to choose an apposite word 𝑤𝑆 from all appropriate 

alternative words, collapsing the possibilities into a single lexical candidate that 

can be joined sequentially to other words, according to their syntactic and 

semantic argument structure (Williams 2015), and subsequently transmitted as 

𝜎𝑆. 

For example, if 𝕊 was describing a sunset, they might choose from a set of 

internal representations 𝕄𝑆: 

𝕄𝑆 = {{𝑎, 𝑡ℎ𝑒}, {𝑔𝑙𝑜𝑟𝑖𝑜𝑢𝑠, 𝑏𝑟𝑖𝑙𝑙𝑖𝑎𝑛𝑡, 𝑎𝑚𝑏𝑒𝑟 … }, {𝑠𝑢𝑛}, {𝑙𝑖𝑡, 𝑏𝑙𝑎𝑧𝑒𝑑, 𝑟𝑎𝑑𝑖𝑎𝑡𝑒𝑑}, … }

 (E5) 

to construct their message 𝜎𝑆: 

𝜎𝑆 = ⟨𝑤1
𝑆 , 𝑤2

𝑆 , 𝑤3
𝑆 , 𝑤4

𝑆 , … wn
S⟩ = ⟨𝑡ℎ𝑒, 𝑎𝑚𝑏𝑒𝑟, 𝑠𝑢𝑛, 𝑏𝑙𝑎𝑧𝑒𝑑, … ⟩ (E6) 

This has two implications for coherence. Firstly, for a message to be coherent to 

𝕃, each word 𝑤𝑆 in 𝜎𝑆 can only have one valid matching word 𝑤𝐿  in 𝜎𝐿: 

𝜎𝑆 = ⟨𝑤1
𝑆 , 𝑤2

𝑆 , 𝑤3
𝑆 , 𝑤4

𝑆 , … wn
S⟩ = ⟨𝑤1

𝐿 , 𝑤2
𝐿 , 𝑤3

𝐿 , 𝑤4
𝐿 , … wn

L⟩ =  𝜎𝐿 (E7) 
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Thus, if 𝕃 has more than one mental representation vying for the same space 

within 𝜎𝐿, coherence has yet to be achieved; alternative words must compete for 

that single place (see 2.2.3). 

Secondly, if potential alternatives contravene accepted argument structure, 

coherence is likewise disrupted, as evidenced in garden path sentences such as: 

“The horse raced past the barn fell”. The sentence seems coherent up to and 

including the word ‘barn’ because the words received up until that point adhere 

to accepted argument structure; we are led (up the garden path) to expect no 

further information. When we subsequently receive the apparently superfluous 

word ‘fell’, we must re-evaluate the sentence to integrate this new, seemingly 

incoherent information (Bever, 2013). Once we change the meaning of the 

sentence, “The horse, (which was) raced past the barn, fell”, the word ‘fell’ finds 

its rightful place within the sentence structure. Equally, if our sentence was to stop 

short at the definite article preceding ‘barn’, coherence would likewise be 

disrupted: ‘the’ prompts us to expect more information such as a noun or adjective 

(see 2.25.). 

We can therefore provisionally define message coherence as follows: 

Figure 3.2a  Message Coherence 

Message coherence is attained when: 

 Criterion 1: The listener expects no further information. 

 Criterion 2: The listener has no superfluous information. 

There is a third criterion for message coherence we must consider. Each word 𝑤 

can be thought of, not as a single dimensional element, but rather a 

multidimensional set containing the phonetic 𝑤𝜙, visemic 𝑤𝜈, and orthographic 

representation of each word 𝑤𝜆: 

Let 𝑤𝜙 be the phonetic (spoken) representation of a word 𝑤. (D10)  

Let 𝑤𝜆 be the orthographic (written) representation of a word 𝑤. (D11) 

Let 𝑤𝜈 be the visemic (mouth appearance) representation of a word 𝑤. (D12) 
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Let 𝑤 be the set {𝑤𝜙 , 𝑤𝜆 , 𝑤𝜈}. (D13) 

Let 𝕎 be the set of all words 𝑤. (D14) 

Let 𝕍𝑆 be a subset of 𝕎, being the vocabulary known by 𝕊. (D15) 

Let 𝕍𝐿 be a subset of 𝕎, being the vocabulary known by 𝕃. (D16) 

Let 𝕍𝐶 = 𝕍𝑆 ∩ 𝕍𝐿, being the vocabulary that 𝕊 and 𝕃  have in common. (D17) 

To attain coherence it is important that these representations do not conflict with 

one another, and that any 𝑤 in 𝜎𝑆 is also a 𝑤 in 𝕍𝐿. We will not consider other 

sources of information such as non-verbal communication here.  

3.3.2 Attaining message coherence through multisensory integration 

Consider the relationship between phonemes and visemes. When a person 

produces a phoneme9 𝜙 their mouth normally forms a shape, a viseme 𝜈, 

corresponding to the articulatory requirements for producing that sound. The 

phonemes {B, P, M} all require the lips to seal completely. By contrast, {G, K, T} 

are produced with the lips slightly ajar. If {B} is heard but the lip movements for a 

{G} are seen on the lips, coherence is disrupted and the brain is tricked into 

perceiving a third phoneme, {D}, an artificially generated phenomenon known as 

the McGurk Effect (Mcgurk and Macdonald, 1976). 

In reality what we see on the lips coheres with what we hear, so ambiguity in one 

domain can be resolved by recruiting information from another. Imagine we hear 

part of a word where 𝑥 is an unheard phoneme and  �̃� is an ambiguous word: 

�̃�𝜙  = ⟨𝐾, 𝐴𝐸, 𝑥⟩ (E8) 

Not knowing 𝑥 leaves us with ambiguity because there are several mental 

representations that match this incomplete signal. Let’s suppose these mental 

 
9 Linguists distinguish between phones and phonemes. Phones are the distinct units of speech (e.g. sound) produced by a speaker, whereas 

phonemes are a structural unit of a word which, if it is exchanged for another phoneme, would change the meaning of the word.  For 

example, if we exchange the phoneme ‘T’ for ‘B’ in the word T.IY. (tea) we would get B.IY. (bee). The phoneme ‘T’, however, is not always 

the same sound or vocal tract configuration in every word. Consider the word ‘tea’. Here the tongue is positioned for the ‘T’ in anticipation 

of the vowel that follows. But in the word T.R.IY. (tree) the tongue is positioned to run into the ‘R’ that follows. If these ‘T’s are analysed 

using either a spectrograph or an X-Ray of the vocal tract, the difference in speech production is detectable. We can therefore segment 

speech into these distinct units, and this is what linguists call phones, although they are not necessarily detectable by a listener. All the 

phones that correspond to a single phoneme (such as ‘T’) are termed allophones. In the context of our ideal speaker and  listener (see 

3.2.1) and for the purposes of the model described in this thesis, we will assume that phone and phoneme are synonymous. The model 

can be extended at a later date to differentiate phones from phonemes to investigate how phones contribute towards speech understanding, 

for example, and how they influence visemes (see 5.4.6). 
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representations are a set of alternative candidates ℂ𝜙 that might match �̃�𝜙, such 

that 𝑥 could be any 𝜙 in the set {T, P, B, SH, CH}: 

ℂ𝜙 = {𝑐𝑎𝑡, 𝑐𝑎𝑝, 𝑐𝑎𝑏, 𝑐𝑎𝑠ℎ, 𝑐𝑎𝑡𝑐ℎ} (E9) 

Earlier we said only one mental representation was allowed to match 𝜎𝑆; here we 

have five. Similarly, if we rely solely on visemic information we are left with 

ambiguity: {K} also appears as {T, G} on the mouth. Therefore, let’s suppose our 

set of visemic candidates ℂ𝜈 matching �̃� are: 

ℂ𝜈 = {𝑐𝑎𝑝, 𝑐𝑎𝑏, 𝑔𝑎𝑝, 𝑡𝑎𝑝, 𝑡𝑎𝑏} (E10) 

Taken separately these two sources of information, phonetic and visemic, result 

in ambiguity. We have a combined set ℂ of eight potential candidates: 

ℂ = ℂ𝜙⋃ℂ𝜈 (E11) 

ℂ = {𝑐𝑎𝑡, 𝑐𝑎𝑝, 𝑐𝑎𝑏, 𝑐𝑎𝑠ℎ, 𝑐𝑎𝑡𝑐ℎ, 𝑔𝑎𝑝, 𝑡𝑎𝑝, 𝑡𝑎𝑏} (E12) 

But six of these candidates conflict with another:  

“It can’t be ‘gap’, ‘tap’, ‘tab’ because I heard a {K} at the beginning,  

and it can’t be ‘cat’, ‘cash’ or ‘catch’ because I saw the lips close  

at the end of the word.”  

If instead we integrate the available information by excluding candidates that 

don’t appear in both sets: 

ℂ = ℂ𝜙⋂ℂ𝜈 (E13) 

ℂ = {𝑐𝑎𝑝, 𝑐𝑎𝑏} (E14) 

our pool of candidates ℂ reduces from eight alternatives to two; �̃� is ‘cap’ or ‘cab’. 

The information from one domain has acted as a constraint on allowable 

candidates in the other domain. 

We can now update our definition for message coherence with a third criterion, 

shown in Figure 3.2b: 
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Figure 3.2b  Message Coherence Revised 

Message coherence is attained when: 

 Criterion 1: The listener expects no further information. 

 Criterion 2: The listener has no superfluous information. 

 Criterion 3: The listener has no conflicts in information. 

Although our listener’s ambiguity in (E14) has reduced from five candidates in 

each domain to just two by applying Criterion 3 of Figure 3.2b, they still require 

additional information to attain message coherence: Criterion 1 is not yet met. 

Where else might this information come from? 

3.3.3 Attaining message coherence through context 

When ambiguous words occur as part of a sentence, the presence of adjacent 

words can help us choose from context, on the basis that “You shall know a word 

by the company it keeps” (Firth, 1957), a principle known in linguistics as co-

occurrence. If the sentence also contained the word “wore” or “feathered” then 

“cap” becomes more likely; a sentence containing “hotel” or “station” predisposes 

us to choosing “cab” (Bordag and Bordag, 2003). The information we are 

recruiting is the relationship between words proffered not by the environment but 

from the mental store of accumulated knowledge, experience and relationships 

we call semantic memory (McNamara, 2005). Such information is generally 

available to us automatically, as evidenced by free associations norms (Palermo 

and Jenkins, 1964; Nelson, McEvoy and Schreiber, 2004) . It’s a form of common 

knowledge that automatically builds redundancy into a language (Darian, 1979). 

Using contextual co-occurrence data would allow us to weight candidates 

according to their likelihood given the presence of other words within the 

sentence: 

𝑃(�̃� = 𝑐𝑎𝑝|(𝑤𝑜𝑟𝑒 ⋁ 𝑓𝑒𝑎𝑡ℎ𝑒𝑟𝑒𝑑) in 𝜎𝐿) (E15) 

𝑃(�̃� = 𝑐𝑎𝑏|(𝑤𝑜𝑟𝑒 ⋁ 𝑓𝑒𝑎𝑡ℎ𝑒𝑟𝑒𝑑) in 𝜎𝐿) (E16) 

𝑃(�̃� = 𝑐𝑎𝑝|(ℎ𝑜𝑡𝑒𝑙 ⋁ 𝑠𝑡𝑎𝑡𝑖𝑜𝑛) in 𝜎𝐿) (E17) 
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𝑃(�̃� = 𝑐𝑎𝑏|(ℎ𝑜𝑡𝑒𝑙 ⋁ 𝑠𝑡𝑎𝑡𝑖𝑜𝑛) in 𝜎𝐿) (E18) 

We would expect the probability of (E15) to be greater than (E16), and (E18) to 

be greater than (E17). 

3.3.4 Attaining message coherence through word frequency 

In the absence of context, words can be weighted according to how likely it is that 

a word will be spoken based on its occurrence within a language (Bard and 

Shillcock, 1993). In the SUBLTEXUS corpus (Brysbaert and New, 2009), the word 

“cab” (frequency: 1826) occurs more often than “cap” (frequency: 956). 

We can replace the elements of ℂ with ordered pairs, (𝑤, 𝑓), where 𝑤 is a 

candidate word and 𝑓 is its frequency within the language: 

ℂ = {(𝑐𝑎𝑏, 1826), (𝑐𝑎𝑝, 956)} (E19) 

and update ℂ to only include the word with the highest frequency 𝑓𝑚𝑎𝑥: 

 {(𝑤, 𝑓𝑚𝑎𝑥)} = {(𝑐𝑎𝑏, 1826)} (E20) 

Alternatively, we could convert the word frequencies to probability distributions: 

 ℂ = {(𝑐𝑎𝑏,
1826

1826+956
) , (𝑐𝑎𝑝,

956

1826+956
)} (E21) 

 ℂ = {(𝑐𝑎𝑏, 0.66), (𝑐𝑎𝑝, 0.34)} (E22) 

 

3.3.5 The role of weighting in message coherence 

When 𝕃 hears a signal unequivocally and is subsequently able to map each word 

𝑤𝜙 in 𝜎𝐿 to a valid internal representation—with no reason to suspect information 

is missing, superfluous or in conflict (Figure 3.2b)—such weighting is 

unnecessary. It only becomes necessary when ambiguity exists within 𝜎𝐿. 

Weighting is a tool for deciding between alternatives when environmental 

information remains uncertain. But where does this weighting come from, if not 

the environment? 𝕃 therefore requires a capacity to store and retrieve 
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information, and dependence on this ‘memory’ will increase as environmental 

information decreases. 

Though we have yet to formally define “information” (see 3.5), we can already 

infer it serves to reduce uncertainty by decreasing the number of possible 

alternatives. In Chapter 6 we’ll compare the amount of information available in 

the environmental for 𝑤𝜙 (words heard) versus 𝑤𝜈 (words lip-read). We’ll also 

assess how reduced audibility changes this relationship, demonstrating the role 

weighting (‘memory’) plays as environmental information decreases. 

3.4 Ambiguity in Speech 

3.4.1 Speech understanding is inversely related to ambiguity 

In 3.3 we saw how the coherence of 𝕄𝐿 was key to quantifying speech 

understanding. When we have insufficient, superfluous, or conflicting information 

(Figure 3.2b), message coherence is disrupted resulting in ambiguity, because 

instead of being able to map each word 𝑤𝜙 in 𝜎𝐿 to a single valid mental 

representation, we are left with multiple alternatives. We can therefore quantify 

coherence as: 

𝐶𝑜ℎ𝑒𝑟𝑒𝑛𝑐𝑒 =
|𝕄𝑆|

|𝕄𝐿| 𝑤ℎ𝑒𝑛 𝕄𝐿≡𝕄𝑆 = 1 (E23) 

where |𝕄𝑆| is the set size of the speaker’s mental representations and |𝕄𝐿| is 

the set size of the listener’s mental representation when they match those of the 

speaker. In other words, when we have a 1:1 match between 𝕄𝑆 and 𝕄𝐿 

coherence will always be 1, because no information is missing, superfluous or 

conflicting. 

Ambiguity, then, is inversely related to coherence, just as uncertainty is inversely 

related to certainty. By reducing ambiguity we increase understanding. How do 

we reduce ambiguity? By reducing the number of alternatives until we are left 

with one possibility. 
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3.4.2 Speech understanding follows a continuum 

Because ambiguity follows a continuum proportional to the number of 

alternatives, so too must speech understanding: 

 𝕌 ∝
1

|ℂ|
 (E24) 

where 𝕌 is understanding, 1 represents coherence (E23), and |ℂ| is the set size 

of the possible alternatives (candidates) ℂ vying for a word 𝑤𝜙 in 𝜎𝐿. We assume 

that each candidate in ℂ is independent and identically distributed, i.e. 

unweighted by co-occurrence (3.3.3) or word frequency (3.3.4). 

Thus, if we have just one viable candidate for 𝑤𝜙 in 𝜎𝑅: 

𝕌 ∝
1

|ℂ|
=

1

1
= 1 (E25) 

Speech understanding is at maximum, coherence is attained. 

If 𝕃 has multiple candidates, they must select (consciously or unconsciously) one 

alternative at the expense of its competitors. 

Supposing there are five candidates for a word 𝑤𝜙 in 𝜎𝑅: 

𝕌 ∝
1

|ℂ|
=

1

5
= 0.2 (E26) 

Now speech understanding is partial, 0.2. More information is required to attain 

coherence. 

What if 𝕃 has zero alternatives to choose from, as in the case when no sound has 

been heard to activate mental representations? Our equation won’t work: we can’t 

divide by zero. This reflects real-world experience: we can only (not) understand 

something. Understanding depends on 𝜎𝑆 first being detected by 𝕃. 

Conversely, consider a situation in which 𝕃 finds themselves in a foreign country 

with no knowledge of the native language and therefore unable to map 𝜎𝐿 onto 
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anything understandable. For them, “it could be anything.” The implication is that 

the potential alternatives are infinite ∞. What will their understanding be? 

𝕌 ∝
1

|ℂ|
=

1

∞
= 0 (E27) 

In reality, the number of possible candidates can be very large but unlikely infinite: 

𝕃 might utilise 𝕊’s body language, facial expressions and tone to narrow down 

alternatives; or environmental context such as whether they’re in a shop, stopped 

by the police, approached by a group of men as they leave a bank. Yet their 

uncertainty remains high: there are too many possibilities to resolve to a single, 

coherent state— 𝕌 approaches 0. 

Given (E25-27) we can conclude that 𝕌 takes on a continuous value in the range 

(0,1].  

3.4.3 Speech understanding in continuous speech 

The equation described in (E24) enables us to quantify 𝕌 for single words in 𝜎𝐿 

when the possible alternatives are independent and equally likely, but it doesn’t 

consider scenarios where one candidate is more likely than its competitors, as 

described in 3.3.3 and 3.3.4. Consider the phrase: 

“Table and ______” (S1) 

We guess the missing word is “chair” not “elephant”. Intuitively, if one word is 

more likely than its competitors—even though our understanding may be equally 

incomplete—it feels like we require less additional information to attain 

coherence; we spend less effort scrambling around in the recesses of our mind 

to find that missing word. 

So our measure for speech understanding must: 

i) Be inversely related to the amount of ambiguity (or uncertainty) we 

have (E24). 

ii) Account for the effect of integrating different sources of information 

(E9)-(E10). 
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iii) Automatically exclude conflicting information (E13). 

iv) Take the weighting of candidates into consideration (E15)-(E22). 

v) Reflect our intuition that some misunderstanding is easier to resolve. 

We therefore turn next to Information Theory. 

3.5 Information and Uncertainty 

3.5.1 Introduction 

Mathematician and engineer Claude Shannon addressed the issue of information 

and uncertainty in 1948 with A Mathematical Theory of Communication 

(Shannon, 1948). Originally developed to address the challenge of transmitting 

electronic messages intact through channels of limited bandwidth it has since 

been applied in many fields including biology, psychology, linguistics, 

fundamental physics, economics and more (Cole 2002). 

3.5.2 Quantifying information 

Just as the Swiss linguist de Saussure drew a distinction between signal (i.e. 

sound pattern generated at a particular time) and signification (i.e. 

concept/meaning attached to the signal) (de Saussure, 2013), Shannon surmised 

that communication consisted of a signal that was distinct from its meaning. From 

an engineering perspective, ignoring message meaning, the goal of 

communication was for a receiver to correctly select the actual message from a 

finite set of possible alternative messages. As the number of possibilities in a set 

increases, so does a recipient’s uncertainty. Information can therefore be 

quantified as the number of possible messages to choose from in that set: eight 

messages to choose from means the information is 8. Shannon proposed using 

a logarithmic scale instead of a linear one because each time a single component 

gets added to a communication system, the number of possible messages (or 

capacity for storage information) is doubled. 

To understand this, consider a coin toss with two states: Heads H or Tails T. The 

set of possible coin states to choose from is {𝐻, 𝑇}. With two coins, the outcome 
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could be that both land heads up: HH, both land tails up: TT, or the first one could 

land heads up and the second tails up: HT, or vice versa TH, i.e. four possible 

outcomes from two coins. The number of outcomes as we add additional coins is 

summarised in Table 3.1. 

Table 3.1  Increase in Possible Outcomes With Each Additional Coin 

Number  
of Coins 

Available Coin States 
Possible Alternative 

Outcomes 

Number of 
possible 

outcomes 

1 {𝐻, 𝑇} H, T 2 

2 {𝐻, 𝑇}, {𝐻, 𝑇} HH, TT, HT, TH 4 

3 {𝐻, 𝑇}, {𝐻, 𝑇}, {𝐻, 𝑇} 
HHH, HHT, HTT, HTH, 
TTT, TTH, THH, THT 

8 

4 {𝐻, 𝑇}, {𝐻, 𝑇}, {𝐻, 𝑇}, {𝐻, 𝑇} 

HHHH, HHHT, HHTT, HTTT,  
TTTT, TTTH, TTHH, THHH,  
HTHH, HHTH, HTHT, HTTH, 
THTT, TTHT, THTH, THHT 

16 

The number of possible states is doubling with every coin added. We can express 

this doubling as a logarithm, using base two to represent the two states {𝐻, 𝑇}: 

Log2(2) = 1 (E28) 

Log2(4) = 2 (E29) 

Log2(8) = 3 (E30) 

Log2(16) = 4 (E31) 

Exchange 𝐻 for “yes”, 𝑇 for “no” and we’d have a decision tree that would allow 

us to store up to 16 outcomes using just four coins. The parlour game “Twenty 

Questions”, where someone guesses an unknown object by asking up to twenty 

questions requiring “yes/no” answers, works the same way. Each question tries 

to halve the remaining possibilities until you’re left with just one option, out of a 

possible 1,048,576 (i.e. 220) possibilities. 

Returning to our examples in (E9) and (E10) with five candidates: 

log2(𝑛𝑢𝑚𝑏𝑒𝑟 𝑜𝑓 𝑐𝑎𝑛𝑑𝑖𝑑𝑎𝑡𝑒𝑠) = 𝑖𝑛𝑓𝑜𝑟𝑚𝑎𝑡𝑖𝑜𝑛 𝑖𝑛 𝑏𝑖𝑡𝑠 (E32) 

log2(5) = 2.322 𝑏𝑖𝑡𝑠 (E33) 



Chapter 3:  Quantifying Speech Understanding 

 39 Curtis J. Alcock 

Our example in (E14) with two candidates: 

log2(2) = 1 𝑏𝑖𝑡 (E34) 

Or one candidate: 

log2(1) = 0 𝑏𝑖𝑡𝑠 (E35) 

Thus, when 𝜎𝐿 is coherent—when we have one valid candidate and no 

competitors—we have zero ambiguity; zero uncertainty. In other words, we 

require no additional information and our understanding is complete: 𝕌 = 1. 

3.5.3 Not all choices are equal 

Shannon generalised his definition to consider situations when choices were not 

equally likely, as we encountered in (E15)-(E22), finding inspiration in the 

statistical mechanical descriptions of thermodynamic entropy. 

Thus: 

Η(𝑋) = − ∑ 𝑃(𝑥𝑖) log2 𝑃(𝑥𝑖)

𝑛

𝑖=1

 (E36) 

where Η is the entropy (uncertainty) of outcome 𝑋, e.g. a coin toss, or correct 

choice of word when several are possible. So 𝑥1, … 𝑥𝑛 represents all the possible 

alternatives for 𝑋. For a coin toss, 𝑥1, 𝑥2 would be {H, T}; for an ambiguous word 

𝑥1, 𝑥2, 𝑥3, 𝑥4 might be {cat, cash, cap, cab}. Shannon’s formula calculates 

information for each element in this set of alternatives then calculates the average 

information for the entire set, giving us the entropy. 

When all choices are equally likely, we find that: 
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Η(𝑋) = − ∑
1

𝑛
log2

1

𝑛

𝑛

𝑖=1

 

= −
1

𝑛
∑ log2

1

𝑛

𝑛

𝑖=1

 

= log2(𝑛) 

(E37) 

which is identical to the simpler (E32), where 𝑛 is the number of equally possible 

candidates. However, the generalised formula in (E36) is also applicable to a set 

of probabilities that are not equally likely, as in the case of word frequency (see 

3.3.4). Thus, if we apply the formula to our example in (E22) we find: 

Η(𝑋) = −((0.66 × log2(0.66)) + (0.34 × log2(0.34))) 

= −((0.66 × −0.599) + (0.34 × −1.556)) 

= −((−0.395) + (−0.529)) 

= 0.924 𝑏𝑖𝑡𝑠 

(E38) 

which intuitively makes sense: the word “cab” is more likely than 50:50 so we 

have less uncertainty than with two equally likely options, i.e. 0.924 bits instead 

of 1 bit (see Eq. 3.31). 

3.5.4 Prediction from history 

If information reduces uncertainty, facts already known will reduce the amount of 

additional information required. Shannon’s theory allows for the consideration of 

conditional probability. The evolving message is a series of states {𝑠1, 𝑠2, … , 𝑠𝑛} 

that transition to the next state, each state representing the message at a 

particular point in time and the transition representing the next letter or word in 

the message sequence. Each letter or word that can be added is then assigned 

a probability based on how likely it is, given the existing state (history) of the 

message. 

To illustrate, let’s begin a message with the letter ‘t’: 

𝑠1 = ‘𝑡’ (E39) 
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We want to predict the next letter in the message. Assuming we have 26 letters 

to choose from, plus a space to indicate the end of the word has been reached, 

we have 27 possibilities. If each possibility was equally likely, our entropy would 

be: 

Η(𝑋) = log2(27) =  4.754 𝑏𝑖𝑡𝑠 (E40) 

But not every letter is equally likely to follow a ‘t’, and we can create a table of 

probabilities by taking every word in a dictionary beginning with “t” and counting 

how many times each letter occurs after it. Table 3.2 illustrates this, using 

frequencies based on the CMU Pronouncing Dictionary 0.7b: 

Table 3.2  Probability of a letter 𝒚 following a letter 𝒙 

𝑥 𝑦 Occurrence of 𝑥 + 𝑦 𝑃(𝑦|𝑥) 

t a 824 0.147 

b 3 0.001 

c 8 0.001 

e 899 0.160 

h 753 0.134 

i 463 0.082 

j 2 0.000 

k 2 0.000 

l 2 0.000 

o 819 0.146 

r 1197 0.213 

s 56 0.010 

t 1 0.000 

u 382 0.068 

v 7 0.001 

w 117 0.021 

y 87 0.015 

<space> 1 0.000 

TOTAL 5623 1 

We see that not every letter follows ‘t’ at the beginning of a word; 

{𝑑, 𝑓, 𝑔, 𝑚, 𝑛, 𝑝, 𝑞, 𝑥, 𝑧} are excluded, so immediately we’re reduce our entropy to a 

choice of 18 alternatives: 
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Η(𝑋) = log2(18) =  4.17 𝑏𝑖𝑡𝑠 (E41) 

Some letters occur significantly more often than others. Plugging this frequency 

distribution into (E36) we find: 

Η(𝑦|𝑥) = 2.981 𝑏𝑖𝑡𝑠 (E42) 

By taking into consideration the conditional probability—or previously received 

information—we reduce our entropy from 4.754 bits in (E40)  to 2.981 bits in 

(E42), reducing our information cost by 1.773 bits. 

3.5.5 The cost of information 

Does reducing the cost of information matter? We saw in Table 3.1 how four coins 

gives us a maximum of 24, i.e. 16 possible states to choose from, and twenty 

yes/no questions allows us to choose from 220, i.e. 1,048,576 possibilities. 

Imagine that instead of coins or questions, we use physical switches, and each 

switch in our system has an energy or financial cost associated with it. If we use 

too few switches, our system won’t have enough capacity for our information. 

Using too many switches, and our system becomes too costly to run. 

Imagine we need capacity for 14 possible states. Three switches gives us 23 

possible states; but a capacity of 8 is too small. Five switches gives us 25 possible 

states, but a capacity of 32 is more than we need. Log2(14) is 3.8, but we can’t 

have 3.8 physical switches. So four switches is the closest match, and therefore 

most efficient. We return to this theme of cost in in 7.3.5 when we consider the 

metabolic energy cost of processing information in the brain.  

3.5.6 The relationship of Speech Understanding to Shannon Entropy 

We can now update (E24) as follows: 

 𝕌 =
1

2Η (E43) 

where |ℂ| is replaced with 2Η and Η is the entropy in bits. We convert the 

logarithmic function back to linear to prevent division by 0 when there is no 

uncertainty (i.e. 0 bits) and speech coherence is obtained. 
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Likewise we can conclude: 

2Η  ×  𝕌 = 1 

2Η =
1

𝕌
 

log2(2Η) = log2 (
1

𝕌
) 

Η = log2 (
1

𝕌
) 

To remove the denominator on the right hand 

side of (E43), we multiply both sides by 2𝛨 

 

 

To obtain 𝛨, we take the 𝑙𝑜𝑔2 of both sides. 

 

Entropy is therefore 𝑙𝑜𝑔2 of the reciprocal of 𝕌. 

(E44) 

where H is the information in bits required to resolve the ambiguity and attain 

understanding 𝕌.  

3.6 Summary 

In this chapter we defined a generalisable method for quantifying speech 

understanding without the need to specify how that state of Understanding has 

been reached biologically, psychologically or behaviourally, enabling us to specify 

the set of conditions in which understanding occurs, and measure the change 

given a different set of conditions.  

We concluded that understanding is not the same as matching a listener’s mental 

representations to those intended by the speaker, because listeners have no 

access to the speaker’s mind. Instead, listeners rely on a sense of coherence in 

which they: i) expect no further information, ii) have no superfluous information, 

iii) have no conflicts in information. We represented this coherence by unity, 1, 

considering this the goal of speech understanding. Because speech is 

transmitted as a series of individual (but often related) words, listeners must 

match each word to a single mental representation. When they cannot, 

coherence is disrupted. Therefore 1 gets divided by the number of possible 

alternative—the more alternatives, the lower the speech understanding.  
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We discussed three examples when some alternatives may be more likely than 

others: additional information from another source such as lip-reading; the 

observation that some words are more common than others; context provided by 

words spoken before/after the word in question. These act as additional 

information sources that constrain the number of alternatives from which a 

listener can choose, reducing their uncertainty and the ambiguity of the message, 

and increasing speech understanding. We therefore demonstrated that 

Understanding is reached when Shannon Entropy is 0 bits, and decreases as 

entropy increases. Entropy can therefore be considered as the quantifiable need 

for additional information or the amount of uncertainty, which itself has a 

quantifiable cost (see also 7.3.5). 

We can wrap 𝕌 up (E43) as a measurement called the Speech Understanding 

Index, defined as follows: 

Figure 3.3  Definition of the Speech Understanding Index (SUI) 

The Speech Understanding Index (SUI) is a continuous variable from 0 (no 

understanding: “It could be anything”) to 1 (full understanding: “I have no 

uncertainty what this is”). Values between 0 and 1 represent the listener’s 

need for additional information, and/or the presence of superfluous or 

conflicting information.10 

The SUI is calculated from a specific stimulus (e.g. a word) and the number of 

alternatives that can match that stimulus when the signal received is degraded 

in a clearly defined way (e.g. removal of specific phonemes). Alternatives can 

be optionally weighted according to likelihood of each alternative. 

The SUI is calculated using the following equation: 

 𝕌 =
1

2Η 

Where 𝕌 is the SUI and Η is the Shannon Entropy. 

 
10 What does a Speech Understanding Index <0 mean for the listener’s experience? It depends on the listener. It should now be possible to 

map the SUI behaviourally to increased cognitive effort using a measure such as pupillometry (Beatty, 1982) or increased stress levels 

using galvanic skin response (Selye, 1978). It may even be possible to find a threshold at which decreased speech understanding results 

in such responses. Subjective measures can also be mapped, and we may discover correlations between personality types (e.g. 

extraversion versus introversion) in terms of a listener’s certainty in what they think they’ve heard. 
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In Chapter 6 we’ll see how reduced audibility increases entropy by increasing the 

number of alternatives a listener must choose from, thereby quantifiably reducing 

understanding. We’ll demonstrate how the SUI enables us to quantify how other 

sources of information—e.g. lip-reading, memory—help offset a listener’s 

uncertainty (and its associated costs), though this offset is not always enough. 

But before we can do so, we must define reduced audibility (Chapter 4).
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Chapter 4:  Quantifying Reduced Audibility 

4.1 Introduction 

In this chapter we define and quantify the factor common to all hearing losses, 

regardless of individual underlying aetiologies: reduction in audibility. Whatever 

other factors contribute towards a person’s cognitive decline and susceptibility to 

Alzheimer’s Disease and other dementias (Orgeta et al., 2019), we want to know 

beyond all reasonable doubt what role ‘hearing loss’ can plausibly play causally. 

To establish causality requires removing all confounds and hidden variables 

(lifestyle, education, socioeconomic status, co-morbidities etc.) and quantifying 

hearing loss in terms of doing something to cause something (Pearl, 2010): 

reduce audibility by a specific amount → specific measurable effect. 

4.2 Defining reduced audibility 

4.2.1 Hearing threshold 

Hearing assessments generally measure a person’s hearing threshold, i.e. the 

point at which sound becomes ‘just audible’ (British Society of Audiology, 2018). 

If 𝕃’s hearing threshold is 0dB11 they will hear sounds ≥0dB (Figure 4.1). If 𝜎𝑆 is 

transmitted at 50dB, this signal is above 𝕃’s hearing threshold so 𝜎𝐿 will be 

audible to them. If, however, 𝕃’s hearing threshold is 60dB, 𝜎𝑆 falls below their 

hearing threshold; 𝜎𝐿 is inaudible. 

  

 
11 Hearing thresholds are normally measured in dB HL (decibels hearing level) whereas acoustic signals are normally measured in dB SPL 

(decibels sound pressure level). dB SPL is converted to dB HL to allow for the fact that humans are more sensitive to some frequencies 

than others. dB HL is therefore a scale normalised for human hearing. As we will not be using any calculations involving decibels in this 

thesis, apart from for illustration purposes, we will use dB throughout without distinguishing between signal and hearing thresholds in order 

to keep the discussion more accessible to readers of different backgrounds. 
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Figure 4.1 Audiogram 

(clinically normal hearing) 

An example of an audiogram for 

clinically normal hearing (right ear 

thresholds shown only). The 

quietest sound a listener is able to 

hear (dB) is plotted against the 

frequency (Hz). In this audiogram 

all frequencies are equally audible, 

and any sound that falls 

underneath the plot line (i.e. > 0dB) 

will be heard by the listener. 

 

A person’s hearing threshold is rarely the same across every frequency, and 

threshold can differ as a function of frequency, plotted on an audiogram (Figure 

4.1). For example, 𝕃 may hear low frequencies better than high frequencies 

(Figure 4.2), a configuration typically seen as we age. Audiograms normally plot 

thresholds for frequencies an octave apart: 250Hz, 500Hz, 1000Hz, 2000Hz, 

4000Hz, 8000Hz, sometimes additionally plotting half octaves: 125Hz, 750Hz, 

1500Hz, 3000Hz, 6000Hz (British Society of Audiology, 2018).  

 

Figure 4.2 Audiogram 

(reduced audibility) 

Example audiogram for a person with 

hearing loss (right ear thresholds 

shown). Note how audibility for higher 

frequency sounds are reduced more 

than the lower frequencies, something 

typically seen as a function of age 

(ISO:7029, 2017). High frequencies 

are also more vulnerable to noise 

damage. This high frequency bias will 

become particularly relevant when we 

consider the impact of reduced 

audibility for different audiogram 

configurations (see Chapter 6). 
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Each phoneme has a pattern of frequencies that help listeners identify it, and the 

frequencies that make up these patterns have their own decibel level (Figure 

4.3). If some or all of those frequencies are quieter than a listener’s hearing 

threshold for those frequencies, they will not receive the acoustic information 

necessary to identify the individual phoneme. 

 

Figure 4.3 Spectrogram of a Spoken Sentence 

Spectrogram of the sentence “The quick brown fox jumps over the lazy dog” for the range of 

frequencies tested on a standard audiogram. Notice how each word is spread over a range of 

different frequencies? Darker regions show where sound has greater intensity (‘loudness’) across 

time and frequency (‘pitch’). Notice the darker region towards the end of ‘fox’ for the phonemes 

K.S. (‘x’), ranging from around 3500Hz to 8000Hz. If a person’s hearing was reduced above 

3000Hz this phoneme may become inaudible or heard as something different. 
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4.2.2 Reduced audibility and hearing vowels 

Frequency components for vowels in American English (Peterson and Barney, 

1951; Hillenbrand et al., 1995) are charted below in Figure 4.2: 

 

Figure 4.4 Vowels and the Formants 

Vowels consist of a lower, fundamental frequency, and 2-3 dominant higher  

‘formant’ frequencies. The fundamental represents the pitch of the speaker’s voice, the 1st 

formant is due to the openness of the speaker’s mouth in forming the vowel (so AA and AE are 

most open, whilst UW and IY are most closed), and the 2nd formant changes based on how close 

the tongue is to the front of the mouth. Notice how removing the 1st or 2nd formant, some vowels 

would contain almost identical information, making them harder to differentiate. 

The fundamental frequency represents the pitch of a person’s voice and is similar 

across all vowels, though it differs according to whether the speaker is a man 

(mean: 132 Hz, std dev: 5 Hz), woman (mean: 223 Hz, std dev: 10 Hz),  or child 

(mean: 264Hz, std dev: 8Hz). The first formant is where we begin to get our vowel 

differentiation. Here, standard deviation jumps to 154Hz (men), 195Hz (women), 

225Hz (children). But even here, notice how the first formant for AA (850Hz) and 
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AE (860Hz) (e.g. ‘cot’ versus ‘cat’), are almost identical for women, as are AO 

(590Hz) and EH (610Hz) (e.g. ‘bought’ versus ‘bet’) (Peterson and Barney, 1951). 

Once we add in the second formant these ambiguities diminish: AA (1220Hz) 

versus AE (2050Hz), and AO (920Hz) versus EH (2330Hz). Providing the second 

formant is also audible the listener will have enough information to distinguish 

between these vowels, and indeed two-formant speech-processing strategies 

have been successfully utilised in cochlear implants (Dowell et al., 1987; Loizou, 

1999). 

Given that second formants generally occur at frequencies above 1000Hz 

(Figure 4.2), if a listener’s audible range was compromised at frequencies above 

1000Hz some vowels would lose their differentiation resulting in ambiguity. 

Owens, Talbott and Schubert (1968) found that, although the probability of 

confusing vowels compared to consonants was generally low in hearing impaired 

listeners, when a vowel was confused it was often substituted for another whose 

second formant was similar in frequency. 

4.2.3 Reduced audibility and hearing consonants 

The impact of hearing impairment is even greater for many consonant sounds 

which, as a group, possess components of higher frequency and lower intensity 

than vowels (French and Steinberg, 1947). This is especially relevant given that 

most humans begin losing higher frequency audibility from around middle-age 

onwards (ISO:7029, 2017) and high frequencies are most vulnerable to noise 

damage (Luxton and Prasher, 2007). The consonant sub-group known as the 

unvoiced fricatives are particularly susceptible: their average spectral intensities 

range between 4,229Hz–6,133Hz (Jongman, Wayland and Wong, 2000) making 

them most likely to be compromised, even for mild high frequency hearing losses. 

They include sounds like {F, S, TH, SH}, produced by passing air through a 

constricted aperture somewhere in the vocal tract (e.g. top teeth resting on the 

bottom lip in {F}). As a person’s hearing range diminishes, more speech sounds 

will fall outside their audible range, further compromising speech intelligibility 

(ANSI, 1997).  
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4.2.4 Phoneme confusion 

Phonemes do not fall into discrete frequency areas (Figure 4.3) and their 

amplitude varies across speakers. But when the formants of the phonemes are 

plotted on an audiogram as a function of average intensity of each frequency, and 

boundaries drawn around these plots, phonemes tend to cluster into groups (Hu, 

Li and Lau, 2018). Figure 4.5 a-c show three such charts: 

   

a b c 

Figure 4.5 Spectral Properties of Phonemes Mapped to Audiogram Chart 

Three different examples of mapping the spectral properties of phonemes to the standard 

audiogram chart: a. (Fant, 1973), b. (Tyler, 1979), c. (Northern and Downs, 2014) 

Such representations12 are used as counselling tools to explain why a patient has 

difficulty understanding speech. A patient’s audiogram is overlaid, as shown in 

Figure 4.6 a-c. 

Despite clear variations between representations, all three illustrate the general 

trend that about two thirds of consonants fall outside this listener’s hearing range 

in their right ear, whilst vowels remain audible. On the left ear, most speech 

sounds fall outside their hearing range—although the presence of speech may 

be detectable according to Figures 4.6a and 4.6b. The divergences and merits 

of each representation is beyond the scope of our present discussion and are 

presented here solely to demonstrate how reduced audibility is understood within 

audiology to affect specific phonemes or groups of phonemes. 

 
12 Colloquially referred to as speech bananas by audiologists  
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a b c 

Figure 4.6 ‘Speech Bananas’ with Audiograms Overlaid 

An example of an audiogram superimposed onto the charts shown in Figure 4.5, with hearing 

levels for right ear shown as red circles, and the left ear shown as blue crosses. Notice how the 

lines of the graph intersect the speech regions? Speech areas above the hearing level lines will 

generally be outside this person’s audible hearing range. 

Owens, Benedict and Schubert (1972) tested this assumption, comparing 

different phoneme confusions against four audiometric configurations (Figure 

4.7): flat (A), mild high frequency sloping (B), sharp high frequency slope (C), and 

normal hearing filtered through a low-pass filter (D), superimposed over Tyler’s 

(1979) chart for context. 

 

Figure 4.7  

Prototypical Audiogram 

Configurations 

Four prototypical audiogram 

configurations, A-D, used by 

Owens, Benedict, and 

Schubert (1972) to test the 

assumption that different 

levels of hearing would reduce 

the ability to hear or 

distinguish specific phonemes. 
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Subjects were presented with a stimulus word, of the form consonant-vowel-

consonant (CVC), and instructed to choose/guess the correct word from a list of 

four alternatives: stimulus word plus three competitors that differed from the 

stimulus by one phoneme either in the initial (e.g. chin, shin, thin, pin) or final (e.g. 

hit, hip, hiss, hitch) position. Words were presented to one ear through 

headphones at 40dB above the subject’s Speech Reception Threshold13 (SRT) 

or, if uncomfortable, the loudest tolerable level. Types of errors differed according 

to audiogram configuration, with the probability of error increasing consistently 

with the steepness of the high-frequency slope for {S, SH, CH, JH} in the initial and 

final positions, and {T, TH} in the initial position. Errors in the final {B, P} were more 

readily seen for flat audiograms which otherwise did not suffer the same 

confusions as sloping configurations. When they analysed the confusions, 

Owens et al. found that substitutions generally followed distinct patterns. For 

stop-plosives {P, T, K, B, D, G} substitutions were other stop-plosives with the same 

voicing, so the unvoiced {P} might be confused with the unvoiced {T} or {K} but 

not with the voiced {B, D, G}. They also found that {F, TH} might be substituted for 

unvoiced stop-plosives {P, T, K}, whilst their voiced equivalents {V, DH} were 

substituted for voiced stop-plosives {B, D, G}. The unvoiced fricatives {S, F, SH, TH} 

were regularly substituted for one another, in addition to the unvoiced stop-

plosives {T, P} and the affricative {CH}. 

The authors then tested subjects with clinically normal hearing by applying 

different low-pass filters to stimulus words. These displayed similarities in 

consonant confusions to the hearing impaired subjects, demonstrating that 

information available in a particular frequency range was essential for 

differentiating certain groups of consonants: identification of {S, F, TH} were highly 

dependent on frequencies above 2000Hz, identification of {SH, CH, JH} depended 

on frequencies between 1000Hz and 2000Hz. Substitutions reported in Owens 

et al. is reproduced in Table 4.1. Owens concluded that substitutions for any 

stimulus phoneme generally comprised only two or three phonemes which were 

consistently substituted in practically all configurations. They didn’t believe these 

phonemes were distorted to sound like another phoneme, but rather that when a 

patient encounters an unclear phoneme, they narrow down their choice to two or 

 
13 Speech Reception Threshold is the intensity level at which a subject can correctly repeat 50% of words presented. 
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three possibilities out of the alternatives offered, selecting from this reduced pool 

with “more or less uncertainty”, an experience confirmed by the subjects. 

Table 4.1  Consonants substituted for stimulus phonemes across 9 pure tone 
configurations 

 

← More likely substitutions Less likely substitutions → 

In ≥7 audiogram  
configurations 

In 2-6 audiogram  
configurations 

In 0, 1 or 214 

audiogram  
configurations 

P 
Final F, T, K TH S, CH, SH 

Initial T K, TH, F S, CH 

T 
Final P, K, TH S F, S, CH 

Initial P, K — TH, F, S 

K 
Final P, T  TH, F, CH D, S, SH 

Initial P, T — CH, TH, S, F 

CH 
Final T K, F, TH, S, SH, P — 

Initial P, T, S, K, H — SH, TH, F 

S 
Final F, TH, P, T  SH K, CH 

Initial TH, F T, SH, CH H, P 

SH 
Final S F, CH — 

Initial CH,  S, TH, K F 

F 
Final P, T S, K, SH — 

Initial — S P, SH, T 

TH 
Final P, T K S 

Initial S T, SH CH 

B 
Final D, DH V  Z 

Initial V D DH, P, J 

D 
Final B V Z, N, G, JH 

Initial B, G V JH 

G Final — D JH, B 

JH 
Final D G, B, Z V, M 

Initial — G B, D 

Z 
Final V, D JH M, N 

Initial V — D, R 

V Final D, Z M, B, JH G, N 

DH Final V, R — B 

H Initial — — K, T, F, S 

 

Owens and colleagues pioneering study provides us with valuable insight into 

reduced audibility and its relationship to phonemic ambiguity. Arguably, by using 

closed sets of four responses (test word plus 3 alternatives) the researchers pre-

filtered potential confusions—particularly significant given their own conclusions 

 
14 Note that the apparently contradictory duplication of 2 in columns 4 and 5 is taken from Figure 5 of Owens, Benedict and Schubert (1972). 
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that subjects narrow down their choice out of alternatives offered. However, the 

sets used were based on their previous work in ruling out phoneme pairs found 

not to result in confusion. Their study has some limitations. Firstly, test materials 

were based on recognisable words which may have biased selection based on 

linguistic factors (e.g. word frequency, familiarity). Secondly, the study wasn’t 

repeated to examine consistency of subjects’ responses over time. Thirdly, test 

material didn’t include consonant blends, so provide no information on the impact 

of audiometric configurations on two or more consonants occurring together 

(does a subject with a sloping audiogram hear ‘casts’ as cast, cats, cat or 

something else?). Fourthly, stimuli were single syllable words differing by only 

one phoneme, so we have no idea how patients perceive words containing 

multiple phonemes in different phoneme positions. Finally, by presenting the 

stimulus words at 40dB over SRT, they effectively negated the reduced audibility 

for those with flat audiograms by turning up the volume to make all the phonemes 

artificially audible. By contrast, subjects with sloping audiograms had some 

phonemes successfully increased in volume, whilst others, such as the high 

frequencies in Configuration C (Figure 4.7), remained below their threshold of 

audibility. A fairer and more informative test would therefore have been to present 

all subjected with the same intensity of stimulus, reflecting everyday experience 

of conversation. Had they done so we may have seen a greater confusion across 

all phonemes for those with flat audiograms, rather than just the final {B} and {P}. 

Bilger and Wang (1976) addressed the first two of these limitations in their own 

study, although they too presented stimuli at 40dB above SRT.  They created four 

sets of nonsense syllables by combining 16 consonants with three vowels in each 

set; two CV syllable sets, and two VC. By using nonsense syllables with just one 

consonant they were able to reduce the influence of linguistic factors and ensure 

acoustic energy didn’t tail off with the final consonant (e.g. final {B} or {P}). They 

found that individual subjects were consistent over time in their confusions, even 

up to a year later. In agreement with Owens et al., they were also able to identify 

inter-subject similarities related to audiometric configurations which were then 

used to predict performance of 10 out of 12 new patients based on audiometric 

data alone. Interestingly, Bilger and Wang used the phonological and articulatory 

features described by Wickelgren (1966) to group phoneme confusions according 

to shared features, demonstrating that the pattern of consonant confusion, rather 
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than just the likelihood of confusion, was related to the audiometric 

configuration.15 

Oyer and Doudna (1959) analysed the results of 110 hearing impaired subjects 

on a word recognition test using phonetically balanced word lists (Hirsh et al., 

1952), presented (again) at 40dB over SRT. Phoneme substitutions proved more 

common than omissions (deletions) or insertions (additions), omissions and 

insertions proved more common in the final position of a word than the initial, and 

consonant confusions proved more common than vowel confusions. Repeating 

the task improved accuracy, perhaps because—if we follow the suggestion by 

Owens et al. (1972) that listeners narrow down their choice out of a pool of 

alternatives—having a second go enabled subjects to build on their previous 

narrowing down of the pool of alternatives. Oyer and Doudna made no attempts 

to match confusions to audiometric configurations, but they did find that 

confusions were generally similar across both sensorineural and conductive 

hearing impairments, suggesting confusions are down to reduced audibility rather 

than differences in underlying aetiology, though slight variances were noted for 

nasals. They also compared confusions across the specific sound groups, as 

shown in Figure 4.8. 

Oyer and Doudna’s confusion matrix for 22 consonants, 26 blends and 10 vowels 

allows their results to be compared with our other studies. By reporting the 

number of subjects who confused each phoneme and what they confused it for 

they effectively provide us with a probability weighting for each confusion, though 

not for where a confusion occurred in a word (e.g. initial versus final). 

 
15 Bilger and Wang were quick to point out that these phonological and articulatory features (such as the position of the tongue in the mouth 

or how closed the vocal tract is) cannot be considered as perceptual constructs because they are hidden within the mouth, only that the 

features are not independent of each other and hence carry information useful for grouping confusions.  It is therefore interesting to note 

more recent research discussing the role of the motor cortex in speech perception (Pulvermüller, 2017; Skipper, Devlin and Lametti, 2017). 

Briefly, when we listen to or predict speech, parts of the brain involved in producing those sounds ourselves (such as tongue position) 

appear to be involved, influencing perception.  
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Figure 4.8 Consonant Confusions with Hearing Loss 

Consonant confusions for different types of hearing loss (conductive versus non-conductive). 

Based on Oyer and Doudna (1959). 

Table 4.2 shows the top consonant confusions in their study, along with ranked 

weightings calculated from the percentage of subjects who shared the confusion: 

Table 4.2  Top 5 Consonant Confusions in Oyer and Doudna (1959) 

Stimulus Most Frequent Responses (Probability of confusion) 

N M (0.708), ND (0.214), NG (0.039), NT (0.023), LK (0.015) 

T S (0.358), K (0.211), P (0.082), KS (0.055), SH (0.046), H (0.046) 

K T (0.336), G (0.290), H (0.150), SH (0.075), P (0.028), S (0.028), 
DH (0.028) 

S K (0.322), T (0.184), DH (0.149), P (0.069), SH (0.057) 

P T (0.613), F (0.342), K (0.105), S (0.053), SH (0.053), PT (0.053), 
TR (0.053) 

Agreements with Owens et al (1972) are highlighted in red 

The similarities of confusions reported by Oyer and Doudna to those reported by 

Owens et al. (Table 4.1) can be clearly seen in Table 4.2 where agreements are 

highlighted in red. There are noticeable differences, however. Firstly, consonant 
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blends of Oyer and Doudna (e.g. PT, ND) do not feature in the test design of 

Owens and colleagues so we have no comparison for these. Secondly, the {TH, 

CH} in Table 4.1 are absent from Table 4.2 whilst the latter includes the additional 

consonant {DH}. This could simply be a reflection of the different phonemes used 

in the different test material.16  

4.2.5 Limitations of behavioural testing 

The studies by Oyer & Doudna, Owens et al., and Bilger and Wang illustrate a 

major challenge for designing behavioural test material to analyse the impact of 

reduced audibility on speech understanding: words inherently contain additional 

information that constrains the pool of possible phoneme confusions for a listener, 

even before statistical information (e.g. phoneme/word frequency,  co-

occurrence) are considered. For a start, the pool of possible confusions is 

constrained by whether phonemic addition/deletion/substitution produces a real 

word, whether that word is known to a listener, and familiar enough for them to 

respond within the time given.  Consequently, the pool of possible alternatives 

will be larger for some words than others. If the researcher uses a closed set of 

responses, as Owens, Benedict and Schubert (1972) did, this pool will be further 

constrained. If listeners really do narrow down their choice out of a pool of 

alternatives, the size of that pool is significant and should be considered in any 

test design. 

Oyer and Doudna (1959) used open responses in their own test material of 200 

words, so pool size was not constrained. Even so, not every phoneme was 

represented equally in their ‘rigidly phonetically balanced’ test material (Martin, 

Champlin and Perez, 2000), and not every substitution was equally possible or 

likely due to some words having more lexical neighbours17 than others (Luce and 

Pisoni, 1998). Such is the nature of the English language. Mines, Hanson and 

Shoup (1978) found that just six consonants and four vowels, {AX, N, T, IH, S, R, IY, 

 
16 For example, Oyer and Doudna’s test material includes the word S.IY. ‘see’. What might a listener mishear this word as? Table 4.2 shows 

that {S} was mistaken for {K, T, DH, P, SH}, resulting in valid English words: K.IY. ‘key’, T.IY. ‘tea’, DH.IY. ‘thee’, P.IY. ‘pea’ and SH.IY. ‘she’. But 

even though {S} might have sounded like a {TH} to a listener (which may have been a possibility, according to Owens), Oyer and Doudna’s 

listener’s would automatically dismiss the possibility because TH.IY. does not exist as a single syllable word in English; it only ever forms 

part of multisyllable words (e.g. ‘thesis’). Consequently, Oyer and Doudna would not report {TH} as a substitution for {S}. In other words, 

not only do listeners narrow down their choice to two or three possibilities out of any alternatives offered, as described by Owens, but when 

no alternatives are offered listeners will narrow down their choice to valid (English) words. See example of ‘gift versus ‘ki ft in Davis and 

Johnsrude (2007). 

17 Lexical neighbours are words that are similar in pronunciation, differing only by the addition, deletion or substitution of a single phoneme.  
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L, D, EH}, account for 47% of all data in conversational English compared to the 

expected 13.89% if all phonemes were equally likely. Plosives accounted for 

29.21% of all consonant occurrences (18.75% expected), and 64.73% of 

consonants being voiced (50% expected). According to Tambovtsev and 

Martindale (2007), this uneven distribution of phoneme occurrence in language 

is best described using a Yule Equation.18 They analysed phoneme occurrence 

across 95 languages including English, and found that the earlier a specific 

phoneme was encountered19 in a language, the more likely it was to be 

encountered again. 

Whether listeners use statistical information when resolving phonemic ambiguity 

remains an open question, but there’s precedent for suggesting so, evidenced by 

effects of word frequency and neighbourhood density on lexical competition and 

processing speed (Bard and Shillcock, 1993; Botezatu et al., 2015). Maye, 

Werker and Gerken (2002) found that infants as young as 6-8 months were 

sensitive to statistical distribution of phonemes which, in turn, influences their 

perception, whilst Saffran, Aslin and Newport (1996) found that 8 month-old 

infants learnt to segment (nonsense) words after two minutes exposure solely on 

the basis of the statistical relationships between neighbouring syllables. Mirman 

et al. (2008) demonstrated that such statistical learning was not limited to infants 

acquiring language for the first time, but also extended to adults with large 

vocabularies. 

It would seem highly appropriate, then, when trying to analyse the impact of 

differing levels of reduced audibility on speech understanding, to at least control 

for statistical information. This is what Bilger and Wang (1976) did by using 

nonsense words and offering listeners every possible confusion to choose from. 

But divorcing phonemes from words feels like studying the behaviour of fish 

without water. Language, and therefore speech understanding, is about the intra- 

and inter-word relationships (see 3.3 and 3.4). 

 
18 A Yule Equation can be thought of as a Pólya urn model, in which a ball is drawn at random from an urn (Mahmoud, 2008). The colour of 

the ball is noted, a new ball of the same colour is added to the urn, and the original ball is then returned to the urn so th at there are now 

more of this colour than there were originally. Another ball is then drawn and the process is repeated. Thus, the likelihood of drawing a ball 

with the same colour as balls previously drawn increases with every round, whilst those colours not yet picked become increas ingly less 

likely to be drawn. In graph theory, this principle of the ‘rich getting richer’ is known as Preferential Attachment and has been described 

extensively by (Barabási and Albert, 1999) in scale-free networks.  

19 Whether when learning a language for the first time or analysing a corpus. 
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Adult vocabulary numbers between 27,000 and 52,000 words20 (Brysbaert et al., 

2016). The 125–200 items used by Oyer and Doudna (1959) and Owens, 

Benedict, and Schubert (1972) represents a mere 0.4-0.7% of a person’s 

vocabulary; they discard over 99% of words, together with their inherent 

relationships. Bilger and Wang (1976) dispense with real words altogether so 

these relationships can play no role whatsoever.  Neither methodology was 

necessarily flawed, rather it illustrates how intrinsically limited behavioural testing 

is when it comes to examining the impact of reduced audibility on speech 

understanding.  

Behavioural testing tells us about a person’s final state (see 3.1) after hearing a 

word or sequence of words, but reveals little of the cost required by the listener 

to reach that state. Does it matter if one type of audiometric configuration requires 

more mental effort to reach a state of understanding than another? Or how long 

a person lives with reduced audibility? Or how severe that reduction becomes? 

Does restoring audibility bring any quantifiable benefits other than a reduction in 

hearing handicap? Is it possible to separate impact of reduced audibility from 

underlying pathology? These are questions of causation, not correlation. They 

become critically important in answering bigger questions such as whether 

reduced audibility plays a causal role in the increased risk of dementia, and 

whether restoration of audibility mitigates this risk. Speech understanding is too 

complex, with too many dynamically adaptive variables, for behavioural testing 

alone to answer such questions.  

Our aim, therefore, is a model that maps all the variables and their relationships, 

allowing us to alter those variables and measure the difference to the final state. 

Statistical information inherent to speech—neighbourhood density, phoneme 

distribution, word frequency—can be controlled for, and future behavioural testing 

can subsequently be compared to these expectations. 

 
20 Studies measure vocabulary size in different ways, which makes comparisons between studies difficult. For example, some count the base 

words known, so that words such as ‘helpful’, ‘helpless’ and ‘help’ are collapsed into the same base word ‘help’. Others count these 

individual word variations, or lemmas, separately. Likewise, studies might differentiate between knowing a word exists and being able to 

explain what it means. 
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4.3 Impact of reduced audibility on speech understanding 

4.3.1 Constraining uncertainty with differentiable phonemes 

Reduced audibility introduces uncertainty into the signal received (4.2.4), 

manifesting as increased phonemic confusion,  and listeners reduce their 

uncertainty by narrowing down the pool of possible alternatives (Owens, Benedict 

and Schubert, 1972). Let’s summarise what we now know about this process: 

a) 𝕃’s goal is to identify a single match for each word within 𝜎𝐿 (3.3.1). 

b) If 𝕃 has more than one potential match, there is uncertainty (3.3.2). 

c) Uncertainty can be quantified by the number of potential matches 

(3.4), optionally weighted according to likelihood of potential matches 

(3.5). See also Tables 4.1 and 4.2. 

d) 𝕃’s uncertainty can be reduced by reducing the number of potential 

matches. 

e) The number of potential matches can be reduced by excluding 

potential matches that conflict with information available at the time 

of receiving 𝜎𝐿 (3.3.2, 3.3.3, 3.3.4). 

 

When a phoneme can be differentiated from other phonemes, it acts as a 

constraint on the pool size of potential matching words by excluding alternatives 

that don’t match. When all phonemes in 𝜎𝐿 can be differentiated, 𝕃 can select the 

correct word from every other word they know; 𝕃 has no uncertainty because the 

differentiable phonemes act as constraints. When audibility is reduced, the 

constraining effect of specific phonemes is removed in accordance with 𝕃’s 

audiometric configuration (Owens, Benedict and Schubert, 1972). 

In summary, phonemes are units of information that enable 𝕃 to reliably choose 

from a pool of possible alternatives such that 𝜎𝐿 matches 𝜎𝑆. When 𝕃’s ability to 

distinguish one phoneme from another is reduced, 𝕃’s uncertainty increases, 

coherence is not attained (3.3), and speech understanding is compromised. 
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4.3.2 Other constraints on uncertainty 

If 𝕃 is uncertain whether they’ve heard {T} or {P}, their uncertainty is still reduced 

from having to choosing between 39 or so phonemes (5.28 bits of uncertainty) to 

just two (1 bit). But uncertainty remains. Can they reduce this further? Yes, 

because if they simultaneously observe 𝕊’s lips close, they gain an additional unit 

of information through vision which further reduces uncertainty: {T} is now 

excluded (see 3.3.2). Other information available to 𝕃 at the time of 𝜎𝐿 can further 

constrain uncertainty, such as having your choice narrowed down from 39 

phonemes to just 16 in the  experimental design of Bilger and Wang (1976). Even 

then, listeners use other information to further reduce uncertainty, demonstrated 

by subjects’ choices falling into definite patterns that predicted audiometric 

configuration, the pool of alternatives was pre-constrained by factors coinciding 

with information inherent to the articulatory features described by Wickelgren 

(1966). When the test material is a phonetically balanced word list (Oyer and 

Doudna, 1959), some phoneme confusions seen with the nonsense words of 

Bilger and Wang (1976) disappear; the pool of candidates is constrained by the 

requirement to choose a real word within the lexical neighbourhood of the word 

presented. Finally, when listeners are given a pool of real words to choose from, 

as in the experimental design of Owens, Benedict and Schubert (1972), a 

subject’s selection still won’t contradict those found in the more open response 

formats. This suggests constraints are additive, but when listeners begin with a 

smaller pool they require less additional information to further constrain the pool. 

Hence, better audibility → more differentiating phonological and articulatory 

features  → smaller pool. 

A similar phenomenon might exist with lip-reading, where lexical and phonemic 

knowledge serve to constrain a pool of ambiguous candidates (Auer Jr, 2009). 

Whilst inexperienced lip-reading might achieve 5-45% correct words in a 

sentence, experienced lip-readers achieve 80–90% accuracy. Most lip-reading is 

not done exclusive of auditory input, but rather supplements it (Chandrasekaran 

et al., 2009), especially in difficult to hear conditions such as background noise 

(Macleod and Summerfield, 1987) or when hearing ability is reduced (Walden et 

al., 1977). By integrating information from alternative sources, the pool of 
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potential alternatives is cumulatively reduced, as illustrated in Figure 4.8 and 

captured with the SUI (Figure 3.3). 

 

Figure 4.8  

Speech Understanding through 

Integration of Information Sources 

Illustration showing how information available 

from three different sources – audio, visual 

and lexical – result in three different pools of 

candidates. Taking each source separately 

results in uncertainty, but by integrating 

information from all three sources the resulting 

pool is constrained to a candidate of just one: 

D. Other sources of information might also be 

available—such as articulatory features 

(Bilger and Wang, 1976) or context (Lerner et 

al., 2011)—increasing the redundancy built 

into the message 𝜎𝑆. 

4.4 Conclusions 

In this chapter we defined reduced audibility in terms of the amount of auditory 

information unavailable to a listener, based on their audiometric configuration. In 

conclusion, auditory information is an acoustic signal received by a listener that 

enables them to reliably choose between possible alternatives. Reduced 

audibility degrades this information (Pichora-Fuller, 2003), as demonstrated:  

a) Behaviourally, by the increase in phoneme and word confusion 

b) Subjectively, as ambiguity (or uncertainty) 

c) Mathematically, as an increase in Shannon Entropy or decrease in 

the SUI (Figure 3.3). 
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Chapter 5:  Modelling Speech Understanding 

5.1 Introduction 

Our goal in this chapter is to build a network model called NEORA (Network 

Effects Of Reduced Audibility) for representing the transfer and degradation of 

information from 𝕊 to 𝕃. This model will be used in Chapter 6 to gain insight into 

the impact of reduced audibility on cognitive processes relating to single words. 

We saw in Chapter 3 that 𝕃 has no means in real life to check that 𝜎𝐿 matches 

𝜎𝑆 unless 𝕃 repeats back to 𝕊 what they have heard. Even if we could verify 

accurate transmission from 𝕊 to 𝕃, we still don’t know the process involved to 

reach the state of Understanding. Developing a computer model that represents 

speech understanding in terms of information available to 𝕃 to choose between 

alternatives gives us full control over 𝕊, 𝕃 and their respective mental 

representations without having to know the complex, idiosyncratic, often hidden, 

underlying neurobiologically processes involved.  

5.2 Model Criteria 

5.2.1 Model assumptions 

i) Understanding occurs when 𝕃 believes there is a 1:1 relationship 

between 𝕄𝐿 and 𝕄𝑆. 

ii) Uncertainty occurs when 𝜎𝐿 matches more alternatives than 𝜎𝑆 

allows, disrupting the perceived 1:1 relationship between 𝕄𝐿 and 𝕄𝑆. 

iii) Information enables 𝕃 to choose between alternatives, resolving 

uncertainty. 

iv) A unit of information is a unique and unambiguous constraint on the 

pool of alternatives.  

v) Units of information can be combined with other units of information 

to form larger units of information.  
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Within NEORA we represent these units of information as nodes and the 

relationships between them as links.21 The combination of nodes and links form 

a network22 (Newman, 2010). 

5.2.2 A primer on networks 

The idea of networks will be familiar to most readers by means of two examples. 

The world wide web consists of a network of web pages (nodes) with hyperlinks 

(links) to other web pages. An individual website is a sub-network of the entire 

world wide web. Likewise, cities (nodes) are connected to other cities by means 

of roads, flightpaths, and railways (links). A country can be thought of as a sub-

network of the entire transport system; so too can an individual transport system 

such as the rail network. Networks allow things—whether people, goods, 

information or something else—to get from one node to another via these links. 

We might travel indirectly from city A to C via B by road, or perhaps fly there 

directly. Similarly, we might get to a website indirectly through another website 

such as Google or simply type the URL into the address bar of our browser. 

Travelling along a network to reach a destination is akin to joining the dots, and 

the route taken is known as the path. In real life networks there is often a cost 

involved in travelling between nodes, and so the optimum path is the one with the 

lowest cost. The cost may be time, energy or some other resource. If we assume 

that each link between a set of two nodes has a similar cost, then the optimum 

path will be the shortest path: travelling from London to Edinburgh via 

Southampton and Cardiff is more costly than travelling directly. However, in many 

networks, links are weighted. Consider two alternative connections between two 

cities, one is a toll road but faster, and the other is a slower road but without the 

toll. Here we have an example of links that are weighted differently, so the least 

costly one will depend on our goal: do we want to save money or save time? 

Some nodes are more important than others in a network. These tend to be the 

ones that have more incoming and outgoing connections, meaning they act as a 

network hub. Google is an example of a hub, enabling users to reach their 

 
21 Or edges. Here we use links, following (Barabási, 2013), because it is more intuitive to those less familiar with network theory. 

22 Or graph. Likewise, any mention of sub-network can be read as sub-graph. 
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destination website more efficiently. The importance of a hub can be understood 

by removing it from the network: remove the website of a local business from the 

world wide web and the impact to the larger network will be negligible. Remove 

Google, and the impact will be more significant because it will make it harder for 

more people to reach other websites. Likewise, an important type of link is one 

that acts as bridge between two sub-networks. For example, removing the ability 

to fly between the UK and the US will fragment a cohesive network of local 

(internal) and international (external) flights into two self-contained local 

networks. So the capacity for a network to withstand damage to its structure via 

the removal of nodes or links is known as the network’s robustness. Generally 

speaking, the more connected a network is, the more easily an alternative path 

can be found when links are broken, although the alternative route may come 

with a higher cost. Likewise, the more connected a network is, the more easily 

something can percolate (spread) to other parts of the network, whether it be 

information, tourists or a virus. Finally, links between nodes can be directed (i.e. 

one way) or undirected, which ultimately affects this flow through the network.  

A network model is therefore highly extensible and versatile. Not only does it lend 

itself well to future development, but it is particularly suited to our current research 

goals in which we want to examine how the flow of information is affected when 

the network is compromised through reduced audibility23. To do so, we will identify 

which nodes in the network are compromised and quantify the impact. 

We therefore begin by defining the individual units of information (i.e. nodes), 

required by our model and specify how they are linked to one another (i.e. links), 

to determine how the information flows through the system. 

 

 
23 Or noise, although that will not be considered in this thesis. 
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5.3 Model Conventions 

5.3.1 Terminology 

Within our model, nodes and links will be described in terms of their labels, 

properties, ID and links. 

a) A label is the type of node. It distinguishes it from other types of 

nodes. 

We might represent five friends {𝐴𝑛𝑛, 𝐵𝑜𝑏, 𝐶ℎ𝑎𝑟𝑙𝑖𝑒, 𝐷𝑎𝑤𝑛, 𝐸𝑑𝑤𝑎𝑟𝑑} 

as nodes with the label Person. A separate set of nodes with the 

label City might represent places our friends can live: 

{𝐴𝑛𝑑𝑜𝑣𝑒𝑟, 𝐵𝑟𝑖𝑠𝑡𝑜𝑙, 𝐶𝑎𝑚𝑏𝑟𝑖𝑑𝑔𝑒, 𝐷𝑢𝑟ℎ𝑎𝑚, 𝐸𝑥𝑒𝑡𝑒𝑟}. These ten nodes 

can be filtered by their label: e.g. Match all City nodes. 

b) A property describes a quality or feature of a node. 

Person might have the properties {𝑛𝑎𝑚𝑒, 𝑏𝑖𝑟𝑡ℎ𝑑𝑎𝑡𝑒, 𝑒𝑦𝑒_𝑐𝑜𝑙𝑜𝑢𝑟} 

whilst City might have the properties {𝑛𝑎𝑚𝑒, 𝑝𝑜𝑝𝑢𝑙𝑎𝑡𝑖𝑜𝑛}. Properties 

allow us to select or exclude a subset of nodes based on what they 

do or don’t have in common: e.g. Match all Person nodes 

with eye_colour = blue. 

c) An ID is a property used as a unique identifier. 

If we have two friends named Charlie, how do we distinguish them? 

We could cross-reference with their birthdate, eye colour, or the city 

they live in, but there is still a possibility that two people will share 

those properties and relationships. It is safer to assign a unique 

identifier to each node such that no other node can have that same 

property, such as passport_number or 

social_security_number for a Person. 

d) A link describes how nodes are related to one another. 

Ann, Bob and Dawn know each other; Dawn also knows Charlie. 

Edward only knows Charlie. We could describe these relationships 

with the link KNOWS. A Person LIVES_IN a City. We can now filter 

nodes based on who lives in the same city and knows each other. 
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e) Links can be weighted. 

We might want to describe the strength of a relationship between 

nodes. Edward might know Charlie, but are they likely to talk? Bob 

and Charlie live in the same city, but Charlie’s only just moved there. 

We could assign a weight to the KNOWS link (e.g. 0 = avoid each 

other, 10 = inseparable) and a weight to LIVES_IN to indicate length 

of residency.  

These principles, illustrated in Figure 5.1, are the building blocks we use to model 

speech understanding in NEORA. 

 

 

Figure 5.1 Example of a Network Diagram 

Diagram showing two types of nodes labelled Person (green) and City (yellow). Both nodes show 

their name property. The link between nodes is shown with arrows and labelled with the 

relationship type. Links are weighted according to residency (LIVES_IN) and strength (KNOWS). 

We can now filter nodes based on properties or links, such as which Person KNOWS each other 

and LIVES_IN Exeter. This gives us the subnetwork illustrated here with the dotted pink line. 
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5.3.2 Typography 

a) Node labels are written in upper camel case, e.g. Node, 

AnotherNode. 

b) Links generally takes the form of a predicate and will be written in all 

capitals, e.g. LINKS, HAS_RELATIONSHIP. 

c) Properties and weightings are written in lower case, e.g. property, 

another_property. 

5.3.3 Relationships 

a) Relationships follow a triplet convention: (NodeA)–[LINK]–

(NodeB). 

b) Relationships can be directed: (NodeA)–[LINK]→(NodeB). This 

should be interpreted as NodeA does something to/is related in a 

specific way to NodeB but the reverse is not true. 

c) Properties are written as a set of key/value pairings: 

(Person{name:‘Ann’, eye_colour: ‘hazel’)—[LINK 

{residency: 12}]→(City {name: ‘Exeter’, population: 

130000}). 

5.3.4 Model scope 

NEORA is a model. It does not “exactly represent” all speakers and listeners (Box, 

1979), but rather an ‘ideal speaker’ and an ‘ideal listener’ who share the same 

language, pronunciation, vocabulary, exposure to language, and semantic 

knowledge. Holding these variables constant in NEORA allows us to isolate the 

effects of reduced audibility when different sources of information are available. 

5.4 Structure of NEORA 

5.4.1 Introduction 

We now consider: 

i) What nodes to include in NEORA; 
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ii) How we label them to represent unique and unambiguous units of 

information; 

iii) What properties enable selection/exclusion of nodes sets based on 

what they do/don’t have in common; 

iv) What property to use as a node’s ID to distinguish it from every other 

node; 

v) Links between nodes of the same type, e.g. (Person)–

[KNOWS]→(Person); 

vi) Links between nodes of differing types (Person)–

[LIVES_IN]→(City); 

vii) How links should be weighted. 

We begin with the smallest unit of speech within our model, the Phoneme.24 

5.4.2 Phoneme nodes 

Phonemes are perceptually distinct units of sound that distinguish one word from 

another in a given language, e.g. {P, B, D, T, A, E} in the English words ‘pad’, ‘pat’, 

‘pet’, ‘bad’, ‘bat’, ‘bet’ and ‘bed’. Change a single phoneme, and the word 

changes, often altering pronunciation and meaning. 

Phonemes are represented by the International Phonetic Alphabet (IPA, 1999). 

With over 100 letters and 50 plus diacritical marks available to modify their 

pronunciation, this alphabet is used by linguists to transcribe and compare 

spoken languages including regional variations. IPA has two disadvantages for 

us. Firstly, many of the characters it uses are not readable ‘out of the box’ by 

standard computers, making reproducibility and the data manipulation needed by 

NEORA more challenging. Secondly, NEORA requires a lexicon of words 

 
24  See Footnote 9 for an explanation of why, in this version of NEORA, the phoneme (rather than the phone) represents the smallest unit of 

speech. It should be noted that the ability to analyse smaller units of speech may offer further insights into the relationship between hearing 

loss and speech understanding. Recall, for example, how Bilger and Wang (1976) found predictable patterns of phoneme confusion 

accompanying sensorineural hearing loss (see page 55) that generally matched the shared phonological and articulatory features described 

by Wickelgren (1965, 1966). Based on his work into short-term memory, Wickelgren had made the argument that phonemes are not the 

most elementary units of perceptible speech and suggested that each phoneme possesses a set of distinctive underlying acoustic or 

articulatory features which may or may not be shared with other phonemes. For vowels, he suggests two such distinguishing fea tures: 

place of maximum constriction of the vocal tract (front, back), and openness of vocal tract (narrow, medium, wide). For consonants, the 

features of place and openness are extended to include voicing and nasality. This suggests that phonemes might be thought of as nodes 

built from clusters of these more elemental units of information. Unfortunately Wickelgren only included 6 of the 15 vowels we need to use, 

and 23 consonants of our 24 consonants. There is also likely to be more recent research that will need to be taken into consideration before 

smaller speech units (phones or otherwise) can be properly integrated into a future iteration of NEORA. 
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transcribed phonetically, and whilst published dictionaries make use of IPA 

symbols in their pronunciation guides, their raw data is often proprietary and not 

available in a downloadable format suitable for incorporation in our model. 

To address the issue of computer-readability, the Advanced Research Project 

Agency (ARPA)25 developed an alternative, case-insensitive phonetic alphabet in 

the 1970s for use in computer-based speech understanding projects called 

ARPABET. Each phoneme is represented by one or two ASCII characters with 

stress represented with a number26 immediately following vowel transcription. 

How ARPABET maps to IPA is shown in Table 5.1.  

Phonemes are categorised as vowels or consonants, then further sub-

categorised (Ladefoged and Disner, 2012).). Vowels are classed as 

Monophthongs (vocal tract shape stays fixed from start to finish, e.g. {IY} in the 

word ‘bee’), and Diphthongs (transition from one vocal tract shape to another 

during course of pronunciation, such as the sound {EY} in ‘bait’). These categories 

and sub-categories serve as properties for Phoneme nodes (see Table 5.1). 

Consonants are commonly sub-categorised by: 

• Voice – whether the vocal cords are vibrating during pronunciation; 

• Place (of articulation) – points within the vocal tract such as teeth, tongue or 

lips that come into contact with one another during pronunciation; 

• Manner (of articulation) – how the sounds are generated, i.e. fricatives, 

stops, affricatives, nasals, semivowels, liquids and aspirants. 

Fricatives are consonants generated by forcing air through a narrow channel 

created by placing two articulators close together, such as the top teeth on the 

lower lip in the sound {F} (as in ‘fish’) or the tip of the tongue on roof of the mouth 

behind the teeth with {S}. Stops are generated by blocking then releasing airflow, 

e.g. {B, T, G}. Affricatives are sounds like {CH} (as in ‘chair’) or {JH} (as in ‘jive’) 

which begin like stops but evolve into fricatives. Nasals are generated by blocking 

the mouth and allowing air to escape through the nose, e.g. {M, N}. 

 
25 Now known as DARPA, the Defense Advanced Research Project Agency—an agency of the United States Department of Defense 

responsible for the development of emerging technologies for use by the military. 

26 0 = no stress, 1 = primary stress, 2 = secondary stress etc. 
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Table 5.1  Phonemes used in the CMU Pronunciation Dictionary 

Node ID Example Node Properties 

ARPABET IPA Symbol Phonetic Translation class subclass voicing 

AA ɑ AA.D. odd vowel monophthong — 

AE æ AE.T. at vowel monophthong — 

AH ʌ B.AH.T. but vowel monophthong — 

AO ɔ AO.T. ought vowel monophthong — 

AW aʊ K.AW. cow vowel diphthong — 

AY aɪ HH.AY.D. hide vowel diphthong — 

B b B.IY. bee consonant stop voiced 

CH tʃ CH.IY.Z. cheese consonant affricative unvoiced 

D d D.AO.G. dog consonant stop voiced 

DH ð DH.IY. thee consonant fricative voiced 

EH ɛ EH.G. egg vowel monophthong — 

ER ɝ SH.ER.T. shirt vowel monophthong — 

EY eɪ EY.T. ate vowel diphthong — 

F f F.UH.T. foot consonant fricative unvoiced 

G ɡ G.R.IY.N. green consonant stop voiced 

HH h HH.EH.D. head consonant aspirate unvoiced 

IH ɪ IH.T. it vowel monophthong — 

IY i IY.T. eat vowel monophthong — 

JH dʒ JH.EH.S.T. jest consonant affricative voiced 

K k K.IY. key consonant stop unvoiced 

L l L.EH.T. let consonant liquid voiced 

M m M.IY. me consonant nasal voiced 

N n N.EH.T. net consonant nasal voiced 

NG ŋ B.AE.NG. bang consonant nasal voiced 

OW oʊ OW.T. oat vowel diphthong — 

OY ɔɪ T.OY. toy vowel diphthong — 

P p P.IH.K. pick consonant stop unvoiced 

R ɹ R.EH.D red consonant liquid voiced 

S s S.IY. sea consonant fricative unvoiced 

SH ʃ SH.IY. she consonant fricative unvoiced 

T t T.IY. tea consonant stop unvoiced 

TH θ TH.IH.K. thick consonant fricative unvoiced 

UH ʊ W.UH.D. wood vowel monophthong — 

UW u T.UW. two vowel monophthong — 

V v V.EH.T. vet consonant fricative voiced 

W w W.IH.T. wit consonant semivowel voiced 

Y j Y.AA.K. yacht consonant semivowel voiced 

Z z Z.UW. zoo consonant fricative voiced 

ZH ʒ S.IY.ZH.ER seizure consonant fricative voiced 
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Semivowels (or glides) are similar to vowels, but instead serve as syllable 

boundaries rather than syllables. They’re generated with a more constricted vocal 

tract than vowels to produce sounds like {W} in ‘wet’ and {Y} in ‘yacht’. Similar to 

semivowels, liquids are generated somewhere between a vowel and fricative, 

and include {R, L}, as in ‘rain’ and ‘lane’. Semivowels and liquids are often 

grouped together as approximants. Finally, the aspirate {HH} is generated with 

an unvoiced burst of air. Fricatives, stops and affricatives can further be divided 

in terms of whether they are voiced or unvoiced. Voiced sounds involve vocal 

cord vibration; unvoiced do not.27 

5.4.3 Word nodes 

Words can be represented in their orthographic (written) or phonetic (spoken) 

form. To distinguish the two representations, we label nodes for the written form 

as Orthoword and the spoken form as Phonoword. Orthowords use the 

standard English alphabet. Phoneme nodes build Phonoword nodes and are 

therefore transcribed using ARPABET, described in 5.4.2. 

Carnegie Mellon University publish and maintain a downloadable, open-source 

pronunciation dictionary called the CMU Pronunciation Dictionary (CMUPD) 

which uses a subset of 39 phonemes from ARPABET: 24 consonants, 15 vowels 

(see Table 5.1). Version 0.7b of the database contains over 134,000 words and 

their North American English pronunciation in a CSV file. This serves as NEORA’s 

Lexicon, the vocabulary shared by our ideal speaker and listener. 

Some Orthowords are listed more than once because they can be pronounced 

differently, e.g. the heteronym ‘tear’ meaning ‘to rip’ (T.EH.R.) or ‘watery eyes’ 

(T.IH.R.), or can be stressed differently, such as the verb ‘permit’ (P.ER0.M.IH1.T.) 

versus the noun (P.ER1.M.IH2.T.). Note how the different stresses for ‘permit’ are 

denoted in CMUPD with numbers following the vowel sounds—these represent 

separate Phonowords, even though they share the same, unique Orthoword. 

Some Phonowords are also listed more than once, representing homophones, 

e.g. ‘bear’ and ‘bare’. Our model criteria specify that each node must be unique 

 
27 To experience this in action, try resting your hand on your throat whilst saying {F}, then {V}. Notice how the {V} causes the throat to vibrate 

(voiced), whilst {F} does not (unvoiced). 
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and unambiguous, so duplicate Ortho- or Phonowords are not permissible. We 

therefore specify a single node for each unique Ortho- or Phonoword, no matter 

how many times they occur in the dictionary, and use directed links to indicate 

how Phonowords and Orthowords relate to one another (Fig. 5.2). 

 

Figure 5.2 Network Diagram of Heteronyms and Homophones  

Node and link structure showing heteronyms and homophones. Orthowords are depicted with 

green nodes, Phonowords with yellow. 

Counting the number of links >1 leaving a Phonoword signifies the number of 

homophones it has, whilst the number of links >1 leaving an Orthoword signifies 

heteronyms. 

5.4.4 Lexical neighbours 

Phonowords can be neighbours of another by the addition, deletion or substitution 

of a single phoneme (Vitevitch, 2002, 2008; Vitevitch and Luce, 2016). K.AE.T. 

(cat), S.AE.T. (sat) and M.AE.T. (mat) are neighbours through the substitution of the 

first phoneme. Add {S} to the end of K.AE.T. or M.AE.T. and we have a neighbour 

by addition. Delete the first phoneme, and we’re left with AE.T. To find these lexical 

neighbours we take each Phonoword in our lexicon, split it into individual 

phonemes, then iterate through each phoneme in turn, adding/deleting/substitute 

a phoneme to see if it creates a valid word (Table 5.2). 
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Table 5.2  Finding Lexical Neighbours of Phonowords 

Neighbour 
by 

Method 

Examples 

Stimulus deleted added position Result 
Valid 

word? 

Deletion 

Remove 
each 

Phoneme in 
turn from  

Phonoword 
and search 

the lexicon to 
see if it 

results in a 
valid word 

K.IH.T.S. 
(kits) 

K — 1 IH.T.S. it’s 

IH — 2 K.T.S. — 

T — 3 K.IH.S. kiss 

S — 4 K.IH.T. kit 

… … … … … 

Substitution 

Substitute 
each 

Phoneme in 
turn in 

Phonoword 
for every 

other 
phoneme and 

search the 
lexicon to see 
if it results in 
a valid word 

K.IH.T.S. 
(kits) 

K B 1 B.IH.T.S. bits 

K D 1 D.IH.T.S. — 

IH OW 2 K.OW.T.S. coats 

T P 3 K.IH.P.S. kips 

S IY 4 K.IH.T.Y. kitty 

… … … … … 

Addition 

Add a new 
Phoneme at 
each position 
in Phonoword 

and search 
the lexicon to 

see if it 
results in a 
valid word 

K.IH.T.S. 
(kits) 

— S 1 S.K.IH.T.S. skits 

— W 2 K.W.IH.T.S. quits 

— L 3 K.IH.L.T.S. kilts 

— AE 4 K.IH.T.AE.S. — 

— AE 5 K.IH.T.S.ER. — 

… … … … … 

 

It is not difficult to appreciate how each of these neighbourhood effects might 

apply to reduced audibility. Firstly, imagine a person’s hearing range is such that 

they cannot hear {S}: any word containing {S} may be misheard for its neighbour 

by deletion of {S}; S.IH.T.S. (sits) may be misheard as S.IH.T. (sit), IH.T.S. (it’s) or 

even IH.T. (it), the latter technically being a neighbour of a neighbour (see Figure 

5.3). 

What would happen if a single inaudible phoneme was expanded to a set of 

inaudible phonemes, such as the unvoiced fricatives: {F, S, TH, SH}? Not only 

might a word be misheard for its neighbour by deletion but also by substitution 

with one of the other unvoiced fricatives. TH.I.K. (thick) maybe misheard as S.I.K. 

(sick) and vice versa, but not as an invalid word like F.I.K. or SH.I.K. 
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Here we must make some assumptions. Let 𝜙 be a phoneme. Call the set of 

audible phonemes 𝔸, and the set of inaudible phonemes 𝕀. Because 𝕃 hears all 

𝜙 in 𝔸, they know if and when they’ve heard any 𝜙 in 𝔸. Conversely, because 

they cannot hear 𝕀, they cannot be certain if and when a 𝜙 in 𝕀 has been spoken. 

Furthermore, they do not know which 𝜙 in 𝕀 has been spoken, if any. 𝕃 must keep 

their options open until they have more information to resolve this uncertainty, but 

only for each 𝜙 in 𝕀 because these are the only uncertain phonemes;  they already 

know if a 𝜙 in 𝔸 is present or not. Therefore, 𝕃 will keep their options open for 

all neighbours by substitution where the substituted phoneme is in the set 

𝕀, but not in 𝔸.  

 

Figure 5.3 Example Network of Lexical Neighbours of S.IH.T.S. (sits) 

Note how IH.T. is a neighbour of IH.T.S. which is a neighbour of S.IH.T.S., i.e. a neighbour of a 

neighbour. Whereas lexical neighbours have a path length of 1 (being the number of links we 

need to traverse to reach the next node), neighbours of neighbours have a path length of 2. Notice 

too how S.P.IH.T.S. is a neighbour of S.IH.T.S. by addition of a {P}. This also means the opposite 

is true, that S.IH.T.S. is a neighbour of S.P.IH.T.S. by deletion of {P} (not shown). Not exhaustive. 

Thus, with our example above, TH.I.K. may be misheard as S.IH.K., because both 

{TH} and {S} are in the set 𝕀 (here,  unvoiced fricatives), but not P.IH.K. or T.IH.K., 

because {P, T} are members of 𝔸 (i.e. not unvoiced fricatives). If our listener is 

uncertain whether a 𝜙 in 𝕀 is present, what happens when they hear a word that 

might contain 𝜙 in 𝕀? Say they hear the word IH.T. (it). Do they know for certain 

that IH.T. was spoken? Might it also have been S.IH.T.? In such cases, IH.T. may 

be misheard as S.IH.T., a neighbour by addition of a phoneme from 𝕀. Though an  
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assumption, this is based on my own clinical observations—for example, R.EH.D. 

‘red’ in a word recognition test, is often misheard as B.R.EH.D. ‘bread’, a neighbour 

by addition. 

Thus we see the importance of lexical neighbours by deletion, substitution and 

addition in the presence of reduced audibility: neighbours of a word remain 

potential candidates for 𝕃 unless they receive information to the contrary, as if 

keeping their options open. 

5.4.5 Word onsets 

Unlike written words, spoken words are presented and received progressively. 

Consequently, the first part of one word (word onset) may be identical to the word 

onset of a different word (Marslen-Wilson and Zwitserlood, 1989). The listener 

must wait until enough of the word has been received, or until a subsequent word 

confirms the first word is complete, before they can differentiate it from 

competitors sharing the same onset (Revill et al., 2008). Thus ‘cap’ may be the 

entire word or the onset of words beginning with cap (‘captain’, ‘captive’, 

‘capsized’, ‘capitalise’ etc.). The amount of a word that needs to be heard before 

it can be differentiated from its competitors is described by Marslen-Wilson (1987) 

as the recognition-point. 

Evidence from cross-modal priming demonstrates that words with the same 

onset, and their semantic associations, get activated and remain in memory until 

there is disconfirming evidence. When word onsets don’t match, there is an 

inhibitory effect on words that match the latter part of the word, e.g. ‘mobility’ is 

not confused with ‘nobility’ because their onset is different (Marslen-Wilson, 1987; 

Marslen-Wilson and Zwitserlood, 1989). What will happen when a subset of 

phonemes become inaudible? Presumably, if a word is compromised by inaudible 

phonemes before the recognition-point, words that would normally match the 

word onset will not get activated in memory. Conversely, if a word is compromised 

after the recognition-point, presumably competitors that share the same word 

onset will remain activated in memory through lack of disconfirming evidence. By 

visualising how Phonowords link through their word onsets, NEORA may provide 

insights and tools for later behavioural experiments to investigate whether these 

assumptions hold. 
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To find word onsets we iterate through each Phonoword in turn and find all 

Phonowords that begin with the current Phonoword. We then create a link 

between these words such that our stimulus Phonoword PREDICTS any matching 

Phonowords, as illustrated in Figure 5.4. 

5.4.6 Visemes 

Shapes formed by the mouth when words are spoken can be used to differentiate 

some phonemes from others visually. Watch someone’s mouth speaking ‘cat’, 

‘sat’, ‘mat’—the words differ by a single phoneme, yet ‘mat’ distinguishes itself 

from ‘cat’ and ‘sat’ by lips closing, whilst ‘cat’ and ‘sat’ present no visible 

difference. Gradually alter the shape of your mouth from slightly open and 

relaxed, to a smaller, more tightly rounded opening, and you change the vowel 

from an {AA} (as in ‘odd’) to {UW} (as in ‘two’). 

Some phonemes cannot be differentiated from mouth appearance alone because 

the distinguishing features (e.g. tongue position) are hidden within the mouth. {G, 

K} are produced by touching the back of the tongue to roof of the back of the 

mouth whilst holding the lips slightly open; an observer sees the lips slightly open 

but cannot see the tongue position. But {G, K} are visually distinguishable from 

{TH} where the tongue is visible, but not from other phonemes such as {Y} where 

the tongue remains hidden behind the teeth. Other visual cues may be more 

subtle: a slight protrusion of lips in the open position as a sound gets projected 

forward from the back of the throat: {G, K, Y} but not {T, D, S}. 

We can group phonemes into sets that share the same appearance on the mouth, 

i.e. visemes, the visual counterpart to a phoneme (Fisher, 1968). However, as 

Bear and Harvey (2017) point out in their review of phoneme-to-viseme 

mappings, there is mixed consensus as to how phonemes should be grouped. It 

seems visemes are somewhat ‘speaker-dependent’, and mappings must take 

into consideration ‘the unique way in which everyone articulates their speech’.28 

 

 
28 Bear and Harvey were mainly interested in developing accurate recognition and synthesis of audio-visual speech material (e.g. video-to-

text), where these speaker-dependent differences matter. 
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Figure 5.4 Examples of words activated by the Phonoword K.AE.P. (cap) 

As more phonemes are received, the number of potential words reduces as Phonowords that do 

not match the received phonemes are ruled out. Some words, such as ‘captions’ and ‘captioned’ 

must be heard in full before they can be differentiated, represented by furcation in the decision 

tree when two or more final candidates have the same number of phonemes. Other words, such 

as ‘Capricorn’ can be identified much earlier (shown with ◆), as soon as a phoneme is received 

(in this case {R}) that disconfirms all other candidates. The number in brackets is the word 

frequency for the Phonowords, based on SUBTLEXUS, with large values indicating more common 

words. Table is illustrative and not exhaustive. 
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We’re not interested here in these differences across speakers—our model 

represents a single ideal listener in conversation with an ideal speaker, 

constrained by a set of known properties we can control and manipulate. We want 

to model visemes as an alternative and/or complementary source of spoken 

information received separate to the auditory channel, in order to understand how 

lip-reading contributes to the information available in resolving uncertainty when 

audibility is reduced? If so, how important is lip-reading, and is it ever more 

important than auditory information? 

To answer such questions we must derive our own phoneme-to-visemes 

mappings from the various, sometimes conflicting, literature available. To 

illustrate the challenge, Woodward and Barber (1960) used subjects with normal 

hearing attempting to identify 24 isolated consonants from a silent video. Their 

study resulted in a grouping of just four consonantal visemes: bilabial {b, p, m}, 

rounded-labial {w, r}, labial-dental {f, v} and nonlabial {t, d, n, l, θ, ð, s, z, tʃ, dʒ, ʃ, 

ʒ, j, k, g, h}. In contrast, Walden et al. (1977) found that hearing impaired subjects, 

with training, were able to identify nine distinct consonantal visemes, more than 

twice as many. We might conclude this difference was due to training or 

experience of the test subject; perhaps test material used? However, Binnie, 

Jackson, and Montgomery (1976) also identified nine consonantal viseme 

clusters, this time using subjects with normal hearing—whilst there is 

considerable overlap with Walden et al. (1977), the viseme groups are not 

identical (Table 5.3). Even when machine-learning is employed to recognise and 

categorise viseme categories we see inconsistencies. Lee and Yook (2002) 

identified six categories, whilst Hazen et al. (2004) identified ten; both studies 

employed Hidden Markov Models and test material from the TIMIT speech 

corpus. 
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Table 5.3  Comparison between two Phoneme-to-Viseme Mappings  
(9 Viseme Groupings) 

Binnie, Jackson, and Montgomery (1976) Walden et al. (1977) 

IPA ARPABET IPA ARPABET 

{p, b, m} {P, B, M} {p, b, m} {P, B, M} 

{f, v} {F, V} {f, v} {F, V} 

{θ, ð} {TH, DH} {θ, ð} {TH, DH} 

{ʃ, ʒ} {SH, ZH} {ʃ, ʒ} {SH, ZH} 

{k, g} {K, G} {s, z} {S, Z} 

{w} {W} {w} {W} 

{r} {R} {r} {R} 

{l, n} {L, N} {l} {L} 

{t, d, s, z} {T, D, S, Z} {t, d, n, k, g, j} {T, D, N, K, G, –} 

Bear and Harvey (2017) summarise the phoneme groupings from fifteen 

consonant studies (see Appendix 2 Table A2.1, studies A-O) and eight vowel 

studies (see Appendix 2 Table A2.2, studies P-W). To reconcile the 

discrepancies between these studies I created a confusion matrix, listing the 

consonants along the 𝑥 and 𝑦 axes. For each study, if an expected phoneme 𝑥 

occurs in the same viseme grouping as another phoneme, it may be confused for 

a phoneme in the 𝑦 axis. For example, {M} may be confused for {B, P} in all 

studies except E (Fisher, 1968) and G (Hazen et al., 2004). Every time {M} is 

reported as confused, the study in which the confusion occurs is listed under the 

𝑦 column for the substitute phoneme. We can then count the number of times {M} 

is confused as {B, P} or some other consonant, e.g. {K, G, NG} in Hazen et al. 

(2004), to give us a weighting for each confusion across all studies. The higher 

this number, the more evidence for the confusion and therefore the more likely. 

The resulting confusion matrix can now be used as an adjacency matrix to build 

an undirected network (Figure 5.5), with links weighted according to how often 

the confusion is reported across the 23 studies. 

I then applied the Louvain Clustering algorithm (Blondel et al., 2008) to this 

network to automatically group the phonemes into viseme groups. Running the 

algorithm on the consonants across all studies results in the following five groups: 
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Table 5.4a Consonant to Viseme Mappings Set 1 (Weighting ≥ 1) 

1. {B, P, M} 2. {CH, JH, SH, ZH} 3. {D, DH, L, N, R, S, T, TH, W, Z} 

4. {F, V} 5. {HH, NG, K, Y} 

Already we see some familiar groupings from Bear and Harvey’s summary 

(Appendix 2): the {B, P, M} and the {F, V}. {CH, JH, SH, ZH} also occurs in full, as 

seen in ten of the fifteen consonant studies. However, the mean number of 

clusters across the studies is 7.6, so ideally we want to get as close to this number 

to represent their spread of findings. We can do this by altering the clustering 

algorithm to exclude any weightings below a threshold, and it turns out that if a 

confusion occurs less than three times across all studies that results in seven-

eight clusters, with the {HH} occurring on its own: 

Table 5.4b Consonant to Viseme Mappings Set 2 (Weighting ≥ 3) 

1. {B, P, M} 2. {CH, JH, SH, ZH} 3. {D, L, N, S, T, Z} 4. {TH, DH} 

5. {F, V} 6. {G, K, NG, Y} 7. {R, W} 8. {HH} 

In practice {HH} is somewhat difficult to categorise visually, and we might instead 

consider it to be a ‘breathy’ vowel,29 taking on the visual appearance of the vowel 

that carries it—consider how the word ‘horse’ differs visually from ‘has’, but ‘has’ 

does not differ from ‘as’. Interestingly, {HH} is excluded from the majority of 

studies listed in Appendix 2 and, for the purpose of this thesis, we will consider 

{HH} invisible and drop it entirely as a viseme. That leaves us with seven 

consonantal visemes. 

We apply the same methodology to the vowels in Table 5.5. Using a weighting 

threshold ≥2 we get 3 categories: 

Table 5.5a Vowel to Viseme Mappings Set 1 (weighting ≥ 2) 

1. {AA, AH, AW, AO, OY} 2. {EH, EY, IH, AE, AY, IY} 3. {OW, UH, ER, UW} 

With the weighting threshold set to ≥ 3 we get 6 categories, with {AW} and {ER} 

orphaned: 

 
29 Consider how some speakers ‘drop their aitches’. 
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Table 5.5b Vowel to Viseme Mappings Set 2 (weighting ≥ 3) 

1. {AA, AH, AO} 2. {AW} 3. {EH, EY, AE, AY} 

4. {IH, IY} 5. {OW, UH, OY, UW} 6. {ER} 

 

Figure 5.5 Network Diagram of Visually Confusable Phonemes 

Network diagram illustrating how phonemes can be visually confused for other phonemes. 

Thicker links indicate more studies reporting the confusion, whilst larger node sizes (circles) 

indicate how many alternative phonemes it may be confused for. For example, {F} and {V} show 

smaller nodes with thicker links indicating that these phonemes are consistently found across 

studies to be confused only with each other, whereas phonemes like {G}, {Z} and {K} are larger 

indicating that they are often confused with many different phonemes. Whilst {S} and {Z} are 

larger, indicating that they are often confused with different phonemes, they also have thicker 

links showing that studies frequently link these two together. Colours indicate clusters as 

discovered by the Louvain Clustering algorithm (Blondel et al., 2008). See text for details. 

Watching the shape of the vowels in the mirror whilst speaking words of the form 

Consonant-Vowel-Consonant it is easy to see why there is far more disagreement 
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across studies for vowels than there is with consonants. Whereas a {B, M, P} is 

very different visually from {F, V}, the vowels are all represented by an open 

mouth, with visible shapes changing along a continuous axis. It is highly unlikely 

that {AW} and {ER} will be uniquely unambiguous from all other vowels and we 

will therefore use set 1 (Table 5.5a) as the basis for our model here.30 

Unlike phonemes, which have recognised orthographic symbols for the sound 

created, either with IPA or ARPABET, there are no universal symbols for visemes. 

In the literature, groupings are normally referred to either by a representative 

letter (or combination) for the group, as in Hazen et al. (2004) for example, or by 

an arbitrary group number which differs from study to study. This makes 

comparing two words for visemic similarity (and therefore confusion) impractical. 

Ideally we want to be able to ‘read’ the visemic transcript of a word, just as we do 

a phonetic transcript, such that we can reproduce the shapes with our own lips. 

As no alphabet currently exists, I have created one using symbols that do not 

overlap with orthographic or phonetic representations (Table 5.6a and 5.6b). 

Whilst such an alphabet needs to be learnt, the symbols are loosely intuitive and 

can be typed on a computer. We now have an alphabet with which to create our 

visemic representations of the words. 

  

 
30 There are two directions here for future development: the first is to investigate alternative vowel-to-viseme mappings, the second (preferred) 

option is to represents vowels probabilistically, with mouth shapes transitioning along a continuum from one probable vowel to another. It 

is unlikely that either development would undermine the findings in Chapter 6 because the investigations are primarily based on consonantal 

ambiguity, rather than vowel ambiguity. 
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Table 5.6a  Visibet: An Alphabet for Viseme to Phoneme Mappings 

Viseme-to-Phoneme Mappings for Vowels 

Symbols for vowels are visually identifiable from consonants by their filled in symbol 

Symbol 
Viseme to  

Phoneme Mappings 
Intuition 

Unicode 
Character 

◆ {AA, AH, AW, AO, OY} Relaxed, open mouth 
‘Black diamond’ 

(U+25C6) 

⧓ 
{EH, EY, IH, AE, AY, IY} Stretched mouth 

‘Black bowtie’ 

(U+29D3) 

● 
{OW, UH, ER, UW} Tighter, rounded mouth 

‘Black circle’ 

(U+25CF) 

 

Table 5.6b  Visibet: An Alphabet for Viseme to Phoneme Mappings 

Viseme to Phoneme Mappings for Consonants 
Symbols for consonant are visually identifiable from vowels by their non-filled symbol 

Symbol 
Viseme to  

Phoneme Mappings 
Intuition 

Unicode 
Character 

— 
{B, P, M} Horizontal bar represents lips seal 

‘Em dash’ 

(U+2014) 

⊝ 
{CH, JH, SH, ZH} 

Circle represents open mouth 

whilst gap around horizontal line 
represents the air passing around 
the partial blocking of the flow of 

air by the tongue 

‘Circled Dash’ 

(U+229D) 

◊ 
{D, L, N, S, T, Z} Mouth open slightly 

‘Lozenge’ 

(U+25CA) 

⊟ 
{TH, DH} 

Square represents the teeth whilst 
the horizontal bar represents the 

contact made by the teeth with the 
tongue 

‘Squared Minus’ 

(U+229F) 

⏘ 
{F, V} 

Half square represents the top 
teeth making contact with lower lip 

‘Metrical Tetraseme’ 

(U+23D8) 

△ 
{G, K, NG, Y} 

Mouth open, with triangle pointing 
upwards represent the closure at 

the back of the mouth with the 
tongue 

‘White Up Pointing 
Triangle’ 

(U+25B3) 

☉ 
{R, W} Tightly puckered, open mouth 

‘Sun’ 

(U+2609) 
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5.4.7 Visiwords 

To distinguish visemic representations from their orthographic and phonemic 

counterparts we refer to them here as Visiwords. We create Visiwords using the 

symbols in Table 5.6 by substituting each phoneme in a Phonoword with its 

equivalent viseme. Thus M.AE.T. (‘mat’) and B.AE.T. (‘bat’) both become ‘—⧓◊’, 

whilst S.AE.T. (‘sat’),  DH.AE.T. (‘that’) and F.AE.T. become ‘◊⧓◊’, ‘⊟⧓◊’ and ‘⏘⧓◊’ 

respectively, differing by a single viseme. Thus, we can visually see that whilst 

‘bat’ and ‘mat’ are likely to appear identically on the lips, the other words will 

appear differently. A person having difficulty hearing the fricatives {F, S, DH} may 

be able to distinguish them visually if they can read lips, reducing their uncertainty. 

However, relying solely on lip-reading, without acoustic information, will increase 

their uncertainty because ‘—⧓◊’ could be ‘bat’, ‘mat’ or even ‘bed’. 

Once we’ve created a lexicon of Visiwords we can map them to their 

corresponding Phonowords and Orthowords. Intuitively a Phonoword will have 

only one Visiword, whereas a Visiword may have multiple Phonowords, as 

illustrated with Figure 5.6: 

 

Figure 5.6  

Visiword to Orthoword 

Mapping 

Illustration showing how a single 

Visiword can map to multiple 

Phonowords (with Orthoword 

translation). For clarity, 

relationships have been limited to 

8 (of a possible 98 for ◊⧓—◊). 

 

When substituting phonemes for their equivalent viseme it’s important to consider 

what happens to the visual appearance of phonemes that follow one another 

when they have the same viseme. For example, K.AE.T.S. (‘cats’) maps to ‘◊⧗◊◊’ 

through simple substitution. In practice the second ‘◊’ is visually indistinguishable 
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from the first ‘◊’. Likewise consider the word HH.AE.M.B.ER.G.ER. (‘hamburger’), 

which maps to ‘⧗— —●△●’. The mouth closes for the {M} and immediately opens 

into the {ER}; the {B} is created by the release of the {M}. Therefore, in creating 

our lexicon of Visiwords, two or more identical visemes that occur next to one 

another will be collapsed into a single occurrence. 

5.5 Cognitive Information 

5.5.1 Introduction 

Some words are heard more frequently together such as ‘table and chair’ or 

‘kick the ball’. Other words are never heard together, except in contrived, though 

syntactically valid, examples such as ‘his bulb combs soup’. As listeners we 

recognise both the validity of the syntax and the likeliness of words occurring 

together, which means that we must be storing this information internally, having 

acquired it previously through learning and experience (Divjak and Caldwell-

Harris, 2015). Over time this creates a network of semantic associations: 

meanings that are related to one another.  

For example, imagine hearing the word ‘cat’. What associations might spring to 

mind? 

A cat is both a pet and an animal. It is not a dog, but can be chased by dogs. 

Like a dog, it is often domesticated, but both can also live in the wild. A lion is 

a type of wild cat that lives in Africa on the savannahs. Africa is a continent. 

If we mishear the word ‘cat’, will the same associations be activated? What if 

we’re not sure we’ve heard ‘gnat’ instead? In order to understand the impact of 

reduced audibility on these networks, we therefore need to build these 

relationships into NEORA too. 

5.5.2 Word frequency 

Word frequencies can be calculated by taking a large body of text (i.e. a corpus), 

such as the British National Corpus (Leech, Rayson and Wilson, 2014), the 

Works of Shakespeare (Baron, Rayson and Archer, 2009), even Twitter (Gimenes 
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and New, 2016), and counting how often each word occurs, optionally taking into 

consideration context such as genre (Brysbaert and New, 2009). The words used 

by many authors across twenty-first century Twitter will be very different from 

those written by a single sixteenth century author, so the corpus we select has to 

reflect the context we are trying to understand, in our case speech. We will 

therefore use the SUBTLEXUS Corpus (Brysbaert and New, 2009) on the basis 

that:  

a) It is transcribed from the subtitles of American TV shows and films 

which often involve people in social interactions, and therefore 

broadly representative of spoken English. Linguistic comparisons 

with conversational English find subtitles of films and TV to be an 

acceptable approximation of natural dialogue (see, for example: 

Quaglio, 2012; Levshina, 2017). 

b) It primarily uses American English and therefore largely consistent 

with the North American pronunciations used by the CMU 

Pronunciation Dictionary (see 5.4.3). 

c) The corpus is large enough (51 million words) that the relative word 

frequency for rare versus common words correlates well with 

evidence from lexical decision times (Balota et al., 2007), a widely 

used measure in the cognitive processing of language (Traxler and 

Gernsbacher, 2006) in which more frequent words require less time 

to process than rarer ones. 

d) The authors have made their work freely downloadable together with 

data on word frequencies and parts of speech (Brysbaert, New and 

Keuleers, 2012). 

Whilst a British English (or any other language) corpus could be used instead, it 

would depend on the availability of a suitable pronunciation dictionary. 

In terms of our model, SUBTLEXUS represents the shared exposure to language 

of our ideal listener and speaker (see 5.3.4). Just as some words occur far more 

frequently in the corpus, so too our ideal listener and speaker will have heard 

some words far more often during the course of their lives. For example, ‘cat’ 

occurs 3,383 times in SUBTLEXUS and ‘rat’ 1,663 times, whereas ‘gnat’ occurs 
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just 22. Mean reaction times for a lexical decision task on these words, recorded 

by the English Lexicon Project (Balota et al., 2007), are 520.613, 521.971, and 

739.545 milliseconds respectively: it takes a listener significantly longer to decide 

that the less common word ‘gnat’ is a real word than it does for ‘cat’ and ‘rat’, a 

result that was shown to generalise in their study. 

We will therefore use word frequency as a proxy for familiarity, using it to prioritise 

words in terms of which words are easier for our ideal listener to access when 

two or more candidates are possible. Familiarity implies memory (i.e. stored and 

retrievable information), and therefore a source of cognitive information. We will 

use the statistics on word frequency within SUBTLEXUS from Brysbaert, New, and 

Keuleers (2012), which will be added to our model as properties of Orthowords 

and Phonowords. 

5.5.3 Words that occur together 

As described in 3.3.3 and 3.5.4, when a word is uncertain a listener may be able 

to use other words within a spoken sentence to constrain the pool of alternatives, 

e.g. ‘cap’ (rather than ‘cab’) is more likely if the word ‘head’ occurs.  The raw data 

of SUBTLEXUS provides sentences that could, in theory, be used to build such 

co-occurrence data.  However, the raw data is not without issues. The subtitles 

were captured from 8,388 films and television programmes, and the consistency 

and quality of captioning varies greatly. Looking through the raw data we see that, 

although Brysbaert and New (2009) had already rejected files with more than 

2.5% type errors according to the spelling checker Aspell, the resulting file still 

contains the types of errors shown in Table 5.7. 

Consequently, the raw data requires significant cleaning before it is useful for 

analysing relationships within sentences, including co-occurrence of words (i.e. 

words that occur in close proximity to one another, such as ‘table’, ‘chair’). 

Moreover, SUBTLEXUS uses Orthowords, rather than Phonowords, meaning that 

any words that appear the same but are pronounced differently, such as T.IH1.R. 

and T.EH1.R. (tear) (Figure 5.2), cannot be identified from the raw text without 

using contextual cues. Due to the substantial work involved and the word 

limitation imposed on this thesis, multiword relationships will be reserved for a 

subsequent project (see also Appendix 3, Modelling Semantic Networks). 
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Table 5.7  Error Types found in raw data of SUBTLEXUS 

Error Type Examples Concerns 
Proposed 
Correction 

OCR errors 

Rhode lsland instead of 

Rhode Island, line 647; 

wasrt instead of wasn’t, 

line 469; 
couldnít instead of 

couldn’t, line 29018 

Affects word frequency 
and co-occurrence 

measurements. Invalid 
words, cannot link to 

Orthoword nodes. 

Substitute 
correct 

spellings 

Missing spaces 

ofstate instead of of 

state, line 164 

atfirst instead of at 

first, line 192 

Affects word frequency 
and co-occurrence 

measurements. Invalid 
words, cannot link to 

Orthoword nodes. 

Insert space 

Inconsistent  
regional 
spellings 

colour instead of color,  

line 41599; 
Specialised instead of 

Specialized,  

line 272229 

Affects word frequency 
and co-occurrence 

measurements. 
Cannot map to 

Orthoword nodes. 

Substitute 
word for 

American 
spellings 

Sound effects 

(Crowd cheering),  

line 593; 
(CAMERA CLICKING),  

line 3430 

Not part of the 
dialogue; affects word 

frequency and co-
occurrence 

measurements. 

Remove sound 
effect 

The name of  
the character 

speaking 

RIGGS: Where are the 

faces?, line 552 
JACK: Thank you for 

your business, line 11383; 

Not part of the 
dialogue; invalid word 

frequency count. 

Remove name 
of character 

speaking 

Foreign  
language  
dialogue 

La mancha se 

convertir·en una 

grieta, line 1606; 
Anata no tomodachi wo 

shokai shite kudasaru 

no desho, line7587; 
Ferien, Francoise, tu 

nous auras gache un 

soirre, line 1015477 

Not English, therefore 
cannot map to 

Orthowords 

Remove entire 
sentence 

Nonsensical 
translations of 

foreign language 
subtitles into  

English 

I had decÌrtelo more 

early, was to me of 

the mind, line 1014974; 

Invalid English, 
therefore affects co-

occurrence 
measurements. 

Remove entire 
sentence 

Credits 

Visiontext Subtitles: 

Natasha Cohn,  

line 8351 
Edited by Raymy 

www.ondertitels.nl,  

line 16571 

Annotation, not part of 
the speech 

Remove entire 
sentence 
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5.6 Building NEORA 

I built NEORA using NEO4J (https://neo4j.com), a graph database. Whilst I could 

have used a relational database such as PostgreSQL (https://postgresql.org), 

graph databases natively store and visually represent data as nodes and links, 

making it particularly apt for our purposes. Additionally, NEO4J provides an 

extensive library of graph algorithms for analysing networks, Natural Language 

Processing tools and an intuitive query language that reflects the node/link 

structure underlying our data, tools for importing, exporting and manipulating the 

data with external tools such as Python/MATLAB, Gephi (https://gephi.org), Excel 

and JSON. Figure 5.7 provides a simplified graphical overview of NEORA’s 

network structure whilst Table 5.8 details NEORA’s nodes and links together with 

their properties. 

 

Figure 5.7  

Network Structure 

of NEORA 

Simplified graphical 

overview of NEORA 

illustrating the 

relationships that a 

word, K.AE.T. (cat), has 

with other nodes in 

NEORA including two of 

its lexical neighbours, 

K.AE.B. (cab) and 

K.AE.SH. (cash). 
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Table 5.8a  Nodes and their Properties in NEORA 

Node Property Description or Data Source Reference 

Phoneme 

name ARPABET symbol; unique ID 

Table 5.1 

ipa 
International Phonetic 

Alphabet symbol 

type Consonant or Vowel 

subtype 
Type of consonant; type of 

vowel 

voiced 
Whether or not consonant is 

voiced (Boolean) 

Phonoword 

name 
Stressed phonetic 

representation of a word using 
ARPABET; unique ID 

Section 
5.4.3 

unstressed 
Unstressed phonetic 

representation of a word using 
ARPABET 

ipa 

Phonetic representation of a 
word using the  

International Phonetic 
Alphabet 

number_of_phonemes 
Number of phonemes in the 

word 

number_of_syllables 
Number of syllables in the 

word 

Viseme name The Visibet symbol; unique ID Table 5.6 

Visiword name 
The visemic representation of 

a word using the Visibet; 
unique ID 

Section 
5.4.7 

Orthoword name 
Orthographic representation 

of a word; unique ID 
Section 
5.4.3 

Lexicon 

name 
Name of the Lexicon (e.g. 
SUBTLEX-US); unique ID 

Section 
5.4.3 

language 
Language of the Lexicon  

(e.g. English) 

pronunciation 
Pronunciation of Lexicon  

(e.g. North American English) 
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Table 5.8b  Nodes and their Links in NEORA 

Source 
Node 

Link Target Node 
Description or  
Data Source 

Reference 

Phoneme 

BUILDS Phonoword 
CMU Pronouncing 

Dictionary 
Section 
5.4.3 

LOOKS_LIKE Phoneme 
Phoneme-to-Viseme 

Mappings 
Table 5.6 

MAPS_TO Viseme 
Phoneme-to-Viseme 

Mappings 

Phonoword 

HAS_NEIGHBOUR Phonoword Lexical Neighbours 
Section 
5.4.4 

PREDICTS Phonoword Word Onsets 
Section 
5.4.5 

HETERONYM_OF Phonoword Heteronyms 
Section 
5.4.3 

PRIMES Phonoword Florida Norms 
Appendix 

3 

WRITTEN_AS Orthoword 
CMU Pronouncing 

Dictionary 
Section 
5.4.3 

APPEARS_AS Visiword Lip-reading 
Section 
5.4.6 

FOUND_IN Lexicon 
SUBTLEX-US 

CMU Pronouncing 
Dictionary 

Section 
5.5 

Section 
5.4.3 

Orthoword 

HOMOPHONE_OF Orthoword Homophones 
Section 
5.4.3 

RELATED_TO Orthoword ConceptNet 5.7 
Appendix 

3 

PRIMES Orthoword Florida Norms 
Appendix 

3 

PRONOUNCED Phonoword 
CMU Pronouncing 

Dictionary 
Section 
5.4.3 

FOUND_IN Lexicon 
SUBTLEX-US 

CMU Pronouncing 
Dictionary 

Section 
5.4.3 & 5.5 

Visiword SUGGESTS Phonoword 
Visiword to Phonoword 

Mapping 
Section 
5.4.7 

 
 

= Data not used in this thesis, though incorporated into NEORA 
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Table 5.8c  Links with Properties in NEORA 

Link Property 
Description or  
Data Source 

Reference 

BUILDS position 
The position of 

Phoneme in 
Phonoword 

Section 
5.4.3 

HAS_NEIGHBOUR 

by 

Manner by which 
word is a neighbour 
(addition, deletion, 

substitution) 

Section 
5.4.4 

deleted 
The phoneme that’s 
deleted from source 

node 

added 
The phoneme that’s 

added to source 
node 

position 
The position of 

affected Phoneme 
in the Phonoword 

PRIMES 

participants_producing_response 
From Florida 

Norms. Used to 
rank strength of 

association 

Appendix 3 

group_size 

FOUND_IN occurrence 

How frequently the 
word is found in the 
corpus from which 

the lexicon is 
derived 

Section 5.5 

RELATED_TO 

type 

The type of 
relationship, as 

stated in 
ConceptNet 

Appendix 3 

weight 

The weighting of 
the association, as 

stated in 
ConceptNet 

contributor 

ConceptNet’s 
source for this 

association. Allows 
us to filter 

associations for 
consistency 

number_batch 
The ConceptNet 

NumberBatch 
weighting 

 
 

= Data not used in this thesis, though incorporated into NEORA 
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5.7 Quantifying Speech Understanding Using NEORA 

With NEORA’s nodes and links in place, quantifying speech understanding now 

involves the following basic process: 

i) Enter a stimulus as an Orthoword to represent a word to be 

transmitted by 𝕊. 

ii) Convert the stimulus to the equivalent Phonoword. This will be 𝜎𝑆. 

iii) Optionally look up the Phonoword’s corresponding Visiword to take 

into consideration visual information concurrently transmitted. 

iv) Optionally filter out a set of Phonemes (e.g. unvoiced fricatives) from 

the Phonoword to apply a reduction in audibility to the stimulus 

received. This will be 𝜎𝐿 . 

v) Find all Phonowords in our lexicon that match 𝜎𝐿 and, optionally, the 

Visiword. 

vi) Calculate the entropy for the matched set of Phonowords, optionally 

taking into consideration the word frequency weightings to represent 

cognitive information. 

vii) Apply the formula in Figure 3.3 to give us our Speech Understanding 

Index for 𝜎𝐿. 

This set of adaptable steps can be used to carry out computer-based experiments 

on the contribution of different sources of information to speech understanding, 

and to predict and quantify the increase in listener uncertainty when an 

information source, such as audibility, is degraded. 

5.8 Summary 

This chapter introduced NEORA, a model for quantifying the network effects of 

reduced audibility based on the availability of information to an ideal listener. We 

looked at the structure of NEORA and described nodes as units of unique and 

unambiguous information (e.g. Phonemes, Visemes) which can be used to build 

larger units of unique and unambiguous information (e.g. Phonowords, 

Visiwords). Nodes are activated when they match the available stimulus, or when 
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linked to the activated nodes, and inhibited when they do not match the available 

information. NEORA can therefore be thought of as an extended network in which 

information from the external world (e.g. the speaker) is integrated with 

information from the internal world of the listener to activate and constrain a pool 

of mental representations. 

Building NEORA required consolidating multiple sources of data, including the 

CMU pronouncing dictionary for phonetic transcriptions, and the SUBTLEXUS 

Corpus of Spoken US English for word frequencies for single words. Additionally, 

I reconciled multiple, often conflicting, studies of phoneme-to-viseme mappings 

by applying the Louvain clustering algorithm; created a novel orthographic 

‘Visibet’ for Visemes; and created what is, to my knowledge, the world’s first lip-

reading lexicon. Finally, I wrote and executed algorithms to map every word to its 

lexical neighbour by addition/deletion/substitution and to its competitors by word 

onset. The result is a ‘Swiss Army Knife’ for future lexical studies that can be 

explored and extended further as required.
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Chapter 6:  Quantifying the Impact of Reduced 

Audibility on Speech Understanding 

6.1 Introduction 

In this chapter we demonstrate how NEORA (Chapter 5) can be used to 

investigate the effects of reduced audibility (Chapter 4) on speech understanding 

(Chapter 3) by quantifying: 

a) Auditory information available to a listener 

b) Increased uncertainty when auditory information is degraded 

c) Contribution of additional information sources (e.g. vision, memory) 

to resolving uncertainty 

In Chapter 3 we concluded that the state of Understanding 𝕌 is the listener’s 

sense of coherence when they have no uncertainty regarding what a speaker has 

said; they believe their mental representations 𝕄𝐿 match the speaker’s 𝕄𝑆.31 

Their entropy is 0 bits and their Speech Understanding Index (SUI) is 1, meaning 

they require no additional information, and possess no superfluous or conflicting 

information. By modelling conversations between an “ideal speaker” 𝕊 and an 

“ideal listener” 𝕃, and with access to 𝕄𝐿 and 𝕄𝑆 plus full control over all variables, 

NEORA enables us to examine this relationship between reduced audibility, 

speech understanding and the impact on other sources of information. 

We’ll utilise the following measurements: 

a) Shannon Entropy (Shannon, 1948) as a measure of uncertainty or 

ambiguity in the received signal (E36) 

b) Speech Understanding Index (SUI) as a measure how coherent the 

signal is for 𝕃 (Figure 3.3). 

 
31 Because listeners have no direct access to the mind of a speaker, they can be fully convinced—based on the information they have 

available—that they have heard correctly and yet still have misheard, which accounts for many of the conflicts arising between conversation 

partners on account of reduced audibility. 



Chapter 6:  Quantifying the Impact of Reduced Audibility on Speech Understanding 

 99 Curtis J. Alcock 

6.1.1 Conditions to be compared 

Just as NEORA utilises an “ideal” speaker and listener, 𝕃 will also be subject to 

five different idealised32 levels of reduced audibility (Figure 6.1), which removes 

phonemes as shown in Table 6.1. 

 

 

Figure 6.1 Idealised Audiograms 

used in this Thesis 

Six audiograms, depicting gradual 

reduction in audibility from 𝐴  (clinically 

normal hearing), to 𝐹  (severe hearing 

loss). Though thresholds here show 

hearing levels for a right ear, thresholds 

for the left ear are the same as the right. 

Speech above an audiogram line is 

assumed to be inaudible to that listener, 

as described in text and Table 6.1.  

Table 6.1  Idealised Audiograms and Resulting Phonemes Removed from Speech 

Audiogram 

Speech 
Intelligibility 

Index (SII)a 

Reduction in 
Intelligibility 

(1-SII) 

Pure Tone 
Average 

(PTA) 

Hearing 
Level 

(WHO)b 

Phoneme Classes 

Affected (Idealised) 

Phonemes 
Inaudible 

(Idealised) 

A  1 0 0 dB Normal None – 

B  0.73 0.27 23.75 dB Normal 
Unvoiced 
fricatives 

indistinguishable 
{ F, S, SH, TH } 

C  0.55 0.45 33.75 dB 
Mild 

(26-40dB) 

Unvoiced 
fricatives and 

unvoiced stops 
indistinguishable 

{ F, S, SH, TH, K, P, T } 

𝐷  0.36 0.64 43.75 dB 
Moderate 
(41-60dB) 

All fricatives and 
stops 

indistinguishable 

{ F, S, SH, TH, K, P, T, 
V, Z, ZH, DH, G, B, D } 

E  0.11 0.89 56.25 dB 
Moderate 
(41-60dB) 

All consonants 

{ F, S, SH, TH, K, P, T, 
V, Z, ZH, DH, G, B, D, 

CH, JH, M, N, NG, 
R, L, W, Y, HH } 

𝐹  0.00 1 70 dB 
Severe 

(61-80dB) 

All speech 
detectable but 

indistinguishable 

{ F, S, SH, TH, K, P, T, 
V, Z, ZH, DH, G, B, D, 

CH, JH, M, N, NG, 
R, L, W, Y, HH, AA, AE, AH, AO, 
AW, AY, EH, ER, EY, IH, IY, OW, 

OY, UH, UW } 

a. https://www.who.int  b. ANSI S3.5-1997 

 
32 Idealised here means removing the variability that each of these audiograms represents in real life. For example, a person may have 

‘normal’ hearing, based on their hearing thresholds, but still experience difficulties understanding speech due to “Hidden Hearing Loss” 

(Liberman et al., 2016). Likewise, the ability to distinguish between a /P/ and /B/ involves temporal processing, not just audibility. Audiograms 

here suggest that some phonemes get cleanly removed from the signal, whilst others remain untouched (i.e. in or out). In real ity, the spectral 

properties of phonemes means that phonemes are likely to be removed probabilistically. NEORA can be extended in the future to consider 

such variability. Here, however, we are seeking to understand general principles which is better suited to an idealised model. 
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6.1.2 Dataset 

Our dataset consists of the intersection of all Phonowords occuring in both CMU 

Pronouncing Dictionary 0.7b33 and the SUBTLEXUS Corpus of Spoken US 

English (Brysbaert and New, 2009), together with the lexicon of Visiwords 

described in Chapter 5: 

Table 6.2 Word Counts in NEORA 

Dataset Number of Words 

CMU Pronouncing Dictionary (CMU) 114,906 

SUBTLEXUS 74,221 

Intersection of CMU and SUBTLEXUS 51,305 

Visiwords 22,263 

 

In this chapter Lexicon refers to the 51,305 intersecting Phonowords contained 

within the combined dataset; VisiLex refers to the 22,263 distinct Visiword 

representations of the Phonowords. VisiLex will be considered a separate, but 

related, lexicon in which each Phonoword is mapped to a single Visiword in the 

VisiLex, whilst each Visiword is mapped to one or more Phonowords. Corpus 

refers to the subset of the SUBTLEXUS corpus that use the Lexicon. 

A word (Phonoword, Visiword) can occur only once within its lexicon, but multiple 

times within the Corpus, thus K.AE.T. ‘cat’ occurs once in the Lexicon, but 3,525 

in the Corpus. The Lexicon therefore represents the vocabulary shared by 𝕃 and 

𝕊, whilst the Corpus represents the shared experience of words heard/spoken 

over the course of their lives, with some heard/spoken more frequently than 

others. This controls for variability due to vocabulary size, education, dialect and 

age in real listeners. 

  

 
33 http://www.speech.cs.cmu.edu/cgi-bin/cmudict 
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6.1.3 Conventions 

a) The type of node in NEORA will be written as a proper noun, e.g. 

Viseme, Phonoword 

b) Individual Phonemes appear as a set containing one element, e.g. 

{K}, {AE}, {T}. 

c) Groups of Phonemes will appear as a set containing multiple 

elements: {K, AE, T}.  

d) Phonemes forming a word will be concatenated with a ‘.’, e.g. K.AE.T. 

e) A Phonoword’s respective Orthoword will be written between single 

quotes: ‘cat’. 

f) ‘Entropy’, ‘uncertainty’ and ‘ambiguity’ will be used interchangeably 

according to context. 

g) The six audiograms in Figure 6.1/Table 6.1 will be written as 𝐴 , 𝐵 , 

𝐶 , 𝐷 , 𝐸  and 𝐹 .  

 

6.2 Structure of Speech as a Predictor for Speech Understanding 

6.2.1 Statistical distribution of spoken English 

NEORA enables us to examine the structure and statistical distribution of speech 

by selecting a subset of nodes and examining their relationships. Counting the 

number of times each Phoneme occurs in each Phonoword within the Lexicon 

(Figure 6.2) finds the most common Phoneme to be the vowel {AH} (as in ‘hut’, 

‘the’), followed by the consonant {T}. 
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Figure 6.2 

Ranking shifts when taking into account how often each word occurs in spoken 

US English (Figure 6.3): 

i) For each Phonoword in the Lexicon, count the number of times a 

Phoneme occurs, e.g. B.EY.B.IY. ‘baby’ contains 2 x {B}, 1 x {EY}, 1 x 

{IY} 

ii) Multiply this count by the number of times the word appears in 

Corpus, e.g. B.EY.B.IY. occurs 25,978 times, so {EY} and {IY} each 

occur 25,978; {B} occurs 51,956 times 

iii) Sum this total for every word in the Lexicon, e.g. {B} occurs 

3,599,783 times in the corpus 

iv) Divide this by the total number of Phonemes in the Corpus (i.e. 

206,838,215), e.g. {B} represents 0.017 of Corpus. 

 

Figure 6.3 
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Whilst {AH} and {T} remain the most common 

Phonemes (though their rankings switch), 

other changes are more dramatic (Table 6.3). 

{DH} jumps from last place to seventh, due to 

usage in such frequent words as ‘the’ 

(occurrence: 1,501,908; rank: 2), ‘that’ 

(occurrence: 719,677; ranked 8) and ‘this’ 

(occurrence: 406,915; rank: 16). {W} jumps 19 

places owing to its usage in words like ‘what’ 

(frequency: 501,965; rank: 11) and ‘we’ 

(frequency: 459,607; rank: 16). {P} and {NG} 

become less important, dropping 16 and 11 

places respectively. 

We might suggest that the eight Phonemes 

common to the ten most frequently occurring 

Phonemes in both Lexicon and Corpus, i.e. {T, 

AH, IH, N, IY, S, R, D},34 are the most important 

to speech understanding. Indeed, these eight 

Phonemes occur in 97.14% (49,838 words) of 

the Lexicon (51,305 words)  and 78.96% 

(92,728,314 word occurrences) of the Corpus 

(117,430,516 word occurrences).35 Should 

these eight Phonemes become unavailable to 

a listener concurrently, the majority of speech 

will be impacted. By contrast, the eight lowest 

ranked phonemes common to both Lexicon 

and Corpus, {ZH, OY, CH, TH, JH, CH, UH, SH}, 

occur in 21.57% (11,068 words) of the Lexicon 

and just 4.51% (5,299,447) of the Corpus. 

 
34 Recall from Chapter 4 that Mines, Hanson and Shoup (1978) found that {AX, N, T, IH, S, R, IY, L, D, EH} account for 47% of all data in 

conversational English. L is the only consonant missing from our own, albeit smaller, set. The vowels are complicated by the 

interchangeability of {AX, AH, IY} depending on accent used in transcription. 

35 Even more impressively, the first four phonemes {T, AH, IH, N} occur in 85.53% (42,856 words) of the Lexicon and represents 51.22% 

(60,147,704) of occurrences in the Corpus. 

Table 6.3  Effect of Word 
Frequency on Phoneme Rank 

Rank Lexicon Corpus Shift 

1 AH T +1 

2 T AH -1 

3 IH IH 0 

4 N N 0 

5 S IY +5 

6 L S -1 

7 R DH +32 

8 K R -1 

9 D D 0 

10 IY W +19 

11 Z EH +4 

12 ER L -6 

13 M K -5 

14 P M -1 

15 EH UW +13 

16 AE AE 0 

17 B Z -6 

18 EY HH +13 

19 AA ER -7 

20 NG AA -1 

21 F EY -3 

22 AY Y +10 

23 OW B -6 

24 V F +3 

25 G AO +2 

26 SH OW -3 

27 AO V -3 

28 UW AY -6 

29 W G -4 

30 JH P -16 

31 HH NG -11 

32 Y TH +3 

33 CH AW +1 

34 AW UH +2 

35 TH JH -5 

36 UH SH -10 

37 OY CH -4 

38 ZH OY -1 

39 DH ZH -1 
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Consequently, removing these eight phonemes would have significantly less 

impact on speech understanding. 

Of the most common eight, only {T} and {D} belong to the same consonant class 

(stops); the remaining consonants all belong to different classes: {N}, nasal; {S}, 

fricative; {R}, liquid. {T} and {D} use the same mouth configuration, differing only 

in voicing: {T}, unvoiced; {D}, voiced. Consequently, each consonant here is 

acoustically distant enough from one another to fall into different phoneme 

categories (Johnson, 2012), even to the point of being encoded by different areas 

of the brain (Mesgarani et al., 2008, 2014). The likelihood of these eight 

Phonemes being compromised together by a reduction in audibility is therefore 

low (see audiograms in Figure 4.6). US English distributes its most important 

players as if to endow speech with inherent robustness.36 The vowels are not so 

lucky: two out of three {IH, IY} are closely related acoustically (see Figure 4.4). 

What if we focus on acoustically similar Phonemes (Table 5.1), those more likely 

to be compromised together by reduced audibility? Monophthongs are found in 

95.56% of words within the Lexicon (Figure 6.4a), representing 34.89%37 of all 

phonemes that occur in the Corpus (Figure 6.4b). By comparison, the other 

vowel class, the diphthongs, makes up a paltry 5.52% of the corpus. Stops come 

a close second in the Lexicon (83.77%) but a not-so-close second in the Corpus 

(19.48%)—perhaps unsurprising considering that the two most frequent words in 

the Corpus are ‘you’ and ‘the’, both containing monophthongs but no stops. 

Differentiating between voiced and unvoiced consonants, we find that unvoiced 

stops make up more of the Corpus than any other consonant class (12.08%); 

significant in that they are one of the softest phoneme classes and therefore more 

vulnerable to compromise with reduced audibility. Next comes one of the loudest 

classes, the nasals (10.13%). Voiced and unvoiced fricatives account for 7.76% 

and 7.11% of the Corpus respectively, narrowly beating the liquids (7.06%). Note 

how the unvoiced fricatives jump in significance within the Corpus compared to 

their place in the Lexicon, up 4 places? Finally, semivowels (5.09%), affricatives 

(2.10%) and aspirates (0.87%) bring up the tail end. 

 
36  Whether this distribution happens in other languages would require further investigation. 

37 We’d expect this last figure to be 25.6% if the distribution was even (i.e. 10 monophthongs/39 phonemes). 
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Looking at phoneme classes without considering class size is akin to comparing 

Gross Domestic Product (GDP) across countries without accounting for their 

vastly differing population sizes. A category containing ten phonemes, such as 

monophthongs, is more likely to occur in the corpus than a category containing 

just two phonemes, such as the semivowels. To compare relative contribution 

each class makes to the Corpus we need to normalise by class size (see Table 

6.4). 

Table 6.4  Phoneme Class Size 

Phoneme Class 
Phonemes per Class 

(respecting voicing) 
Phonemes per Class 

(ignoring voicing) 
Phonemes per Class 
(vowels vs consonants) 

Monophthongs 10 10 
15 Vowels 

Diphthongs 5 5 

Fricatives (unvoiced) 4 
8 Fricatives (All) 

24 Consonants 

Fricatives (voiced) 4 

Stops (unvoiced) 3 
6 Stops (All) 

Stops (voiced) 3 

Nasals 3 3 Nasals (All) 

Liquids 2 
4 Approximants (All) 

Semivowels 2 

Affricatives38 2 2 Affricatives (All) 

Aspirates 1 1 Aspirate 

 
 

  

Figure 6.4a Figure 6.4b 

 

We normalise the phoneme classes by dividing total occurrence of words 

containing phonemes of a specific class by the number of phonemes within that 

 
38 Affricatives can also be separated into voiced and unvoiced, {JH} and {CH} respectively. However, because this leaves us with two 

categories of just one phoneme each, and because together they account for such a small proportion (1.38%) of the Corpus, I have taken 

the liberty of leaving them as a single category.   
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class. Results are shown in Figure 6.5a and b. Unvoiced stops now become 

(relatively) more important (mean: 8,823,733) than monophthongs (mean: 

7,217,388).  

 
 

Figure 6.5a Figure 6.5b 

Once we group all stops together (voiced/unvoiced together), the 3 voiced stops 

(mean: 4,605,540), being half as frequent, dilute the strength of the 3 unvoiced 

stops (mean: 8,823,733); their combined relative importance (6,714,636) drops 

below monophthongs (see Table 6.5). 

Table 6.5    Frequency of Phoneme Class Occurence in the Corpus 

Category Minimum Maximum Range Mean Std Dev 

Affricative 659,076 1,142,602 483,526 900,839 341,905 

Aspirate 4,334,004 4,334,004 0 4,334,004 NA 

Diphthong 139,011 4,035,858 3,896,847 2,281,866 1,527,804 

Fricative (All) 53,478 8,767,870 8,714,392 3,844,628 3,279,960 

Fricative (Unvoiced) 984,480 8,767,870 7,783,390 3,674,570 3,576,321 

Fricative (Voiced) 53,478 8,445,220 8,391,742 4,014,686 3,497,875 

Liquid 6,173,866 8,433,979 2,260,113 7,303,922 1,598,141 

Monophthong 1,171,654 17,842,090 16,670,436 7,217,388 5,409,245 

Nasal 2,074,482 13,213,055 11,138,573 6,982,507 5,685,838 

Semivowel 3,872,005 6,647,117 2,775,112 5,259,561 1,962,301 

Stops (All) 2,651,195 18,108,700 15,457,505 6,714,636 5,895,038 

Stop (Unvoiced) 2,651,195 18,108,700 15,457,505 8,823,733 8,185,293 

Stop (Voiced) 2,705,063 7,511,774 4,806,711 4,605,540 2,556,321 

Mean:  0.091
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Relative strengths of individual classes therefore depend on how we group 

phonemes. NEORA’s network models allows us to look at the relative strength of 

voiced versus unvoiced consonants39 (Figure 6.6), or consonants versus vowels 

(Figure 6.7) helping to illuminate age-old debates—see, for example, Cole et al. 

(1996); Stilp and Kluender (2010); Owren and Cardillo (2006); Kewley-Port, 

Burkle, and Lee (2007)— by controlling for structure inherent to speech. Thus we 

find voiced Consonants are equally balanced with the occurrence of unvoiced 

Consonants, whereas the average Vowel is almost twice as important than the 

average Consonant. 

 

  

Figure 6.6 Figure 6.7 

 

6.3 Entropy as a Measure of Uncertainty 

We now turn to quantifying the increase in entropy resulting from reduced 

audibility. Our methodology here takes each word in the Lexicon as 𝕊’s 

transmitted signal, removes phonemes based on the audiograms 𝐴 , 𝐵 , 𝐶 , 𝐷 , 

𝐸  and 𝐹  shown in Table 6.1, and calculates the resulting increase in uncertainty 

for 𝕃 as entropy. Uncertainty increases when there’s more than one possible 

match for a transmitted word: words with one match gives log2(1) = 0 bits of 

uncertainty; words with two matches has log2(2) = 1 bit; eight matches gives 

log2(8) = 3 etc. We then (optionally) constrain 𝕃’s possible matches by cross-

 
39 Unvoiced consonants are lower in intensity (quieter) so more at risk of being affected by less severe reductions in hearing. 
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referencing with matches furnished from lip-reading (vision), and (optionally) 

prioritise possible matches in order of their frequency within the Corpus to 

simulate contribution of long-term memory. This enables us to a) investigate the 

effects of integrating information from different sources; b) quantify the impact of 

reduced audibility on the use of resources from other domains (visual/cognitive). 

Once we calculate entropy for each transmitted word we sum them (per 

Audiogram) to give total entropy for the Lexicon, finally dividing this total by the 

number of words within the Lexicon (51,305). This gives us Average Entropy 

per word per Audiogram, allowing us to compare Audiograms to one another.  

Note: lower uncertainty does not necessarily mean greater accuracy, 

only that a listener believes they’ve heard more accurately 

 

6.3.1 Entropy of a known word 

We first calculate entropy for a known word, that matches the word spoken. This 

serves as our lower bound for entropy, represented by 𝐴 . When a word is known, 

with no alternatives, there is no uncertainty, because log2(1 𝑚𝑎𝑡𝑐ℎ) = 0. This 1:1 

mapping between 𝜎𝑆 (signal transmitted by 𝕊), 𝜎𝐿 (signal received by 𝕃) and their 

respective mental representations highlights an important property of speech: it’s 

an inherently efficient carrier of information. This will be brought home when we 

compare the information embedded in lip-reading in 6.3.2. If every word in the 

Lexicon has 0 bits of uncertainty, the sum of entropy for all words in the Lexicon 

is also 0, as is the average entropy per word (0÷51305). 

𝐴  represents the condition when entropy of each word is 0 (Figure 6.1/Table 

6.1). Increase in mean entropy for conditions 𝐵 . . . 𝐹  is therefore relative to 𝐴 , 

clinically normal hearing. As audibility is progressively reduced with each 

successive audiogram, more phonemes are removed from 𝜎𝐿, increasing the 

number of words in the Listener’s mental lexicon that have alternative matches. 

Not all words in the Lexicon for each Audiogram will be necessarily compromised 

by a loss of phonemes. If an Audiogram has lost its unvoiced consonants, but a 

transmitted word contains no unvoiced consonants, 𝜎𝐿 escapes untouched; it’s 

entropy remains 0. 
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6.3.2 Entropy of a Visiword 

Before examining the auditory domain, let’s consider the information available in 

lip-reading, because it has two properties that make lip-reading instructive. Firstly, 

visual information remains constant across all audiograms because reduced 

audibility does not affect what information is conveyed through visemes. It 

therefore provides a useful benchmark against which we can compare results for 

the auditory domain. Secondly, lip-reading is inherently more uncertain than 

hearing (assuming no reduced audibility) because the relationship between 

phonemes and visemes is not always 1:1.40 Taken together, these two properties 

suggest it’s possible to determine the point at which lip-reading (visual 

information) becomes more important than hearing (auditory information) for 

speech understanding, i.e. when reduced audibility carries more uncertainty than 

lip-reading. We may see a measurable increase in lip-reading’s importance as 

audibility is progressively reduced. 

 

Figures 6.8a plots entropy of each Visiword against frequency of occurrence in 

the Corpus. Recall that a Visiword is the visemic representation of phonemes 

within a Phonoword; some Phonowords (e.g. ‘map’ and ‘bib’)38 will therefore 

share the same Visiword. We sum the occurrence of each of these matching 

Phonowords to give us the frequency for that Visiword. We then take 

log2(𝑛𝑢𝑚𝑏𝑒𝑟 𝑜𝑓 𝑚𝑎𝑡𝑐ℎ𝑖𝑛𝑔 𝑃ℎ𝑜𝑛𝑜𝑤𝑜𝑟𝑑𝑠) for each Visiword to give us its entropy, 

equally weighted across all matching candidates (weighted equally). Finally, we 

weight the matching Phonowords according to their occurrence (weighted by 

occurrence).  

 

 
40 For example, {B, M, P} appear identically on the lips (Viseme: —), meaning that a word such as ‘map’ (‘—⧓—’) may be visually mistaken 

for ‘bib’ (also ‘—⧓—’). 
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Figure 6.8a 

 

Figure 6.8b 

For clarity and to illustrate  

general trend, number of matching 

Phonowords is limited in histogram 

 to Visiwords with a maximum of  

70 matching Phonowords. 

 

Figure 6.8b shows that the vast majority of Visiwords match between 1 and 5 

Phonowords, a total of 20,912 out of the full 22,262 Visiwords, accounting for 

93.9% of all Visiwords. Of the top five, 71.5% have one match (14,956). This 

means that two thirds (67.2%) of Visiwords conveniently map 1:1 to Phonowords. 

This is reflected in the unweighted entropy scatterplot (Figure 6.8a, blue line) 

where the densest area is at 0 bits (i.e. 1 match), followed by 1 bit (i.e. 2 matches). 

Interesting too is the trend line showing an inverse, almost linear, relationship 

between the Visiword’s entropy and Log2 of its occurrence. This has important 

implications for lip-readers: the more ambiguous the Visiword, the more likely 

it is to be encountered in US English,41 demonstrating why lip-reading is 

inherently less precise for speech understanding than hearing. 

However, when we encounter an ambiguous Visiword, prioritising the possible 

matches in terms of how often they occur in English mitigates this uncertainty 

 
41 The reason why visually ambiguous words are encountered more frequently in US English will not be dealt with in this work due  to space 

limitations, except to say that not only do shorter words occur more frequently in US English (see 6.3.4) but shorter words inherently contain 

less disambiguating information than longer words, especially once multiple phonemes can be represented by the same viseme. 
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somewhat, as shown in the scatterplot for entropy by occurrence (Figure 6.8a, 

red line): 

i) The red trend line terminates just under 5.5 bits compared to just 

under 8.5 bits (blue), showing that less information is required to 

resolve the uncertainty. 

ii) The red trend line rises sharply (between 0 and 0.3 bits) before 

dropping again to mirror the line for unweighted entropy, suggesting 

that experienced lip-reading—i.e. long-term memory storage and 

retrieval of words occurring more often—may offset ambiguity for 

some more frequent words.42 

Figure 6.9a shows this effect more clearly: mean entropy for a Visiword, taking 

into consideration occurrence, is 0.2088 bits lower than equally weighting 

candidates, representing the difference between 1.265 matches for every 

Visiword versus 1.462. We can represent this with the Speech Understanding 

Index (Figure 3.3): mean understanding per word rises from 68.4% to 79.0%. 

  

Figure 6.9a Figure 6.9b 

 

6.3.3 Entropy of an unknown word 

We now consider entropy of an unknown word: 𝕃 knows something has been said 

but “it could be anything”. This is our upper bound for entropy, represented by 𝐹 . 

The bound depends on what constraints we place on potential matches. If we 

 
42 This has implications for lip-reading training: in addition to training to recognise words from the shapes on the lips, courses might benefit 

from including specific training on which words occur most often. 
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were to include nonsense words,43 or words of a foreign language, our uncertainty 

will be far higher because we’d have to account for all possible (speakable) 

combinations of phonemes. Here we limit options to vocabulary shared by 

Speaker/Listener:  

“It could be any of the 51,305 Phonowords we both know.” 

 

log2(51,305) gives us 15.647 bits, our upper bound assuming all words are 

independently and identically distributed (IID). When we weight entropy by 

occurrence in the Corpus, this drops to 9.191 bits, equivalent to narrowing 𝕃’s 

choice from 51,305 possibilities to 584 words.44 Figure 6.10 shows the reason 

for this: the more frequently a word occurs, the lower its entropy. Even so, 

minimum entropy45 is high: 4.989 bits for Y.UW1. (‘you’, ‘ewe’), equivalent to 

competing with 32 other possible matches (right-most point in Figure 6.10). 

 

Figure 6.10 

 

Can we constrain matches further? Might our listener reduce their uncertainty by 

narrowing their options to words of equal length to the one spoken, as proposed 

by Pisoni et al. (1985)? Table 6.6 and Figures 6.11a and b show that, because 

words are not IID, useful information does exist in word length, i.e. some lengths 

are more common. Although the Lexicon follows a generally normal distribution 

 
43 Nonsense words can include names and addresses where there is not yet a match in a person’s mental lexicon. 

44 584 words is calculated by reversing the log, so 29.191. 

45 Maximum entropy is 26.01696 bits, for all words that occur just once in the Corpus. 
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for word length, albeit positively skewed, this disappears in the Corpus and a 

clear bias emerges. 

  

Figure 6.11a Figure 6.11b 

 

Table 6.6  Phoneme and Syllable Distribution in spoken US English 

Measurements 
Normal 

Distribution 

Syllables Phonemes 

Lexicon Corpus Lexicon Corpus 

Mean — 2.57144 1.23093 6.74576 3.04611 

Mode — 2 1 6 2 

Median — 2 1 6 3 

Skew 0 1.21451 2.54094 0.92767 2.50270 

Kurtosis 0 3.18150 7.67940 2.30985 7.97708 

 

Thus, listeners relying on ‘book knowledge’ of English might assume average 

word length to be 6 phonemes, 2 syllables; experienced listeners will expect 

words to be half that length.46 Over 80% of words we hear are 1 syllable and over 

70% are 2-3 phonemes; English is spoken to convey information quickly and 

efficiently.47 That some words are inherently more likely than others constrains 

our expectations for an unknown word, further reducing entropy (Figures 6.12a 

and b). By introducing this single piece of additional piece of information, word 

 
46 This is not to suggest that a listener is consciously able to report how many phonemes and syllables an average word has. However, it may 

be possible to design an experiment to test their unconscious awareness of such statistical distributions. For example, if a subject was to 

listen to two different passages of spoken US English, one using an average word length of two syllables, 6 phonemes, the other using 1 

syllable, 2-3 phonemes words, they may judge one as sounding more natural/stilted or formal/informal than the other. 

47 To the benefit of speaker and listener! 
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length, uncertainty drops by 7.43-7.56 bits when weighted equally, and 3.05-3.21 

bits when taking occurrence into consideration (Figure 6.10).  

 

Figure 6.12a 

 

Figure 6.12b 
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syllables in words; Sterne and Goswami (2000) found that deaf children’s ability 

to count syllables was comparable to hearing children’s of equivalent reading 

age. Neither study found the same ease of availability for phonemic information.48 

Therefore, our calculations for 𝐹  will use syllable count to constrain our options 

for an unknown word but disregard phoneme count. 

6.3.4 Word mistaken for lexical neighbour 

We have our lower bound (0 bits) and upper bound (maximum 14.8335 bits 

equally weighted, 10.47924 bits weighted by occurrence), represented by 𝐴  and 

𝐹  respectively. What happens as audibility progressively reduces from this lower 

bound to the upper bound, i.e. audiograms 𝐵 . . 𝐸 ? Instead of always matching 

one word 𝐴 , or matching any word with the same syllable count 𝐹 , we constrain 

our pool of matches to words phonetically related to 𝜎𝐿, i.e. lexical neighbours. 

Of 51,305 Phonowords, 38,639 have lexical neighbours (75.3%) sharing 229,889 

lexical relationships between them; the average Phonoword therefore has 4.48 

neighbours.49 But this is far from evenly distributed (Figure 6.13). When words 

are ranked from those having the least neighbours to those with the most, we find 

a distribution approximating Zipf’s law. Zipf’s law states that the frequency at 

which something occurs is inversely proportional to it rank;50 here frequency is 

the count of words in the Lexicon with a specific number of neighbours51. Zipf 

believed such distributions were evidence of a fundamental governing principle 

in biosocial phenomena: people gravitate towards least effort (Zipf, 1949). Zipfian 

distributions in language, therefore, represents the sweet spot between the least 

effort for both speaker and listener.52 

 
48 Phoneme count also presents another complication: reduced audibility removes phonemes from the transmitted signal (Table 6.1), thus 

distorting the count we are trying to match. 

49 Phonowords with neighbours are connected to an average of 5.94 neighbours. 

50 It should be noted that Zipfian distributions are rarely a perfect fit. A review of Zipf’s Law with the various modifications that have been 

made over the years to improve the fit is outside the scope of this thesis. But see, for example, Aitchison, Corradi, and Latham (2016). 

51 Of interest too is the observation that the number of words without neighbours is roughly equal to the number of words with one neighbour, 

perhaps warranting further investigation. For example, does this hold when we exclude rarer words from the Lexicon?  

52 Zipfian Distributions might also be evidence of an underlying network phenomenon called preferential attachment, see Footnote 18 and . 

Preferential attachment appears to result in networks which can expand exponentially yet keep nodes within easy access of each other 

(Barabási, 2013), two properties useful for human language which requires us to learn new vocabulary but still match the words of the 

speaker rapidly enough to keep up with the conversation. Such a possibility is not incompatible with Zipf’s Principle of Least Effort: the 

brain requires energy to function, so it is perfectly sensible for it to minimise its effort when accessing mental representations in order to 

maximise energy efficiency. One way to investigate cognitive decline, therefore, may be to examine how these network properties (or even 

Zipf’s Law) are disrupted (see 7.4). 
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Figure 6.13 

Calculating the entropy for each word based on the number of neighbours it has 

shows that the more neighbours a word has, the greater its entropy (Figure 6.14). 

The effect of weighting possible matches according to their occurrence reduces 

this uncertainty; mean entropy halves across all words, from 4.442 to 2.254 bits. 
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There is a pattern to this distribution (Figure 6.15): shorter words (shown as 

darker bars) tend to occur more often in the Corpus (increased height of bars) 

and also have more neighbours (higher numbers towards right of chart),53 

illustrated by the blue trend line (LOESS smoothing applied in R). This increases 

the likelihood that shorter words will be misheard more frequently, exacerbated 

by our observation earlier that 70% of spoken words are just 2-3 phonemes: 

remove a single phoneme and we’ve lost 33-50% of the entire word.54 

 

Figure 6.15 
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‘–at’. K.AE.T. (‘cat’, and its homophones) occurs 3,525 times, 17x more often than 

N.AE.T. (‘gnat’, and its homophones) which occurs 204 times. So with no other 

context, what springs to mind? The word ‘gnat’? Or its more frequent lexical 

 
53 Theories for this relationship will not be discussed here except to say that it may hint at both the purpose of language (fast, efficient transfer 

of information) and its subsequent evolution following a preferential attachment model (see Footnote 17, Chapter 4).   

54 This presents an interesting question: do adults who encounter longer, less common words (e.g. technical language) find they are less 
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neighbour ‘cat’? When listeners must select just one alternative for an uncertain 

word, neighbours act as competitors in a pool. Only one can win, so frequency of 

a word relative to its competitors increases its likelihood of selection (Marslen-

Wilson, 1990).  

6.3.5 Speech sounds at risk of being mistaken for another 

Word occurrence isn’t the only information available with lexical neighbours. Even 

infants as young as 6-8 months are sensitive to the statistical distribution of 

phonemes (Maye, Werker and Gerken, 2002) and (Oyer and Doudna, 1959) 

demonstrated that some phoneme substitutions occur more often than others 

when hearing is impaired. So which phonemes/classes are most at risk of being 

substituted based on their lexical neighbours? When we build confusion tables 

for each phoneme substitution in the Lexicon (Figure 6.16a) and Corpus (Figure 

6.16b) we find that although additions/deletions are symmetrical in the Lexicon, 

this is not so in the Corpus: some deletions occur more frequently than others, 

with {DH} →{D, HH ,K, L, T} , {AH} →{IY} and {T} →{D, N} taking the lion’s share 

(blue and darker colours in Figure 6.17b). We saw in Table 6.3 that {AH} and {T} 

are also the most common phonemes in both the Lexicon and Corpus, suggesting 

increased vulnerability. 
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Figure 6.16a 

Blank squares indicate that a substitution does not occur 

 

375

355

295

117

226

3

1

2

295

182

272

3

4

397

269

1

3

1

1

1

236

38

3

13

4

80

204

1

5

375

547

192

112

255

4

408

178

315

12

12

594

299

8

283

31

13

19

3

3

2

66

188

355

547

139

80

241

14

12

79

1

308

292

302

24

8

3

1265

381

9

39

17

10

21

1

304

33

43

2

120

5

74

8

37

214

12

116

295

192

139

74

155

4

244

99

158

4

1

268

154

1

6

1

135

46

3

3

1

6

1

65

110

1

117

112

80

74

149

3

3

111

65

134

3

1

4

120

123

1

4

9

2

5

108

34

8

1

15

1

7

1

17

103

2

1

3

2

226

255

241

155

149

15

9

13

2

275

174

326

10

10

8

370

401

6

23

22

7

5

263

60

13

19

18

3

22

1

54

229

1

14

7

8

1

3

4

14

4

3

15

175

400

28

8

20

2

403

334

303

12

23

175

505

394

438

287

42

11

3

434

360

383

201

468

87

138

222

74

97

4

1

12

9

175

217

26

37

5

149

112

111

1

17

78

225

190

165

163

35

11

203

155

195

142

237

46

2

63

80

45

91

3

2

79

3

13

400

217

52

1

487

20

273

262

220

213

186

526

491

438

464

672

55

2

380

454

466

211

621

116

2

239

177

66

1379

11

1

2

28

26

52

1

13

4

34

23

25

6

22

55

45

47

50

12

2

40

26

33

23

63

20

22

24

9

26

2

295

408

308

244

111

275

8

1

1

136

257

7

6

407

278

11

2

1

2

201

45

5

1

10

1

12

5

62

170

182

178

292

99

65

174

20

37

487

13

136

228

23

20

14

282

539

19

64

105

49

97

2

264

30

59

226

531

13

379

21

37

130

44

22

6

565

272

315

302

158

134

326

2

5

20

4

257

228

9

7

5

321

381

7

14

12

9

10

308

79

14

9

32

4

25

4

61

251

3

5

1

20

3

12

24

4

3

10

403

149

273

34

7

23

9

223

198

5

12

120

430

252

316

249

43

8

6

370

244

351

159

361

47

133

203

50

92

1

4

12

8

1

1

10

334

112

262

23

6

20

7

223

159

6

6

98

395

240

279

244

68

9

2

261

247

233

155

326

52

87

120

42

68

3

3

4

8

303

111

220

25

14

5

198

159

2

108

298

237

263

129

1

1

231

231

250

132

255

38

72

223

60

28

397

594

1265

268

120

370

12

1

407

282

321

5

6

748

1

12

3

9

277

53

16

19

1

21

2

93

259

269

299

381

154

123

401

23

17

213

6

278

539

381

12

6

2

748

22

46

34

30

31

391

64

34

12

277

6

232

12

59

263

16

3

34

374

1

9

1

1

6

175

78

186

22

19

7

120

98

108

1

22

172

175

173

166

60

12

148

141

171

85

213

37

1

92

95

46

92

7

3

8

39

6

4

23

505

225

526

55

11

64

14

430

395

298

12

46

172

534

467

479

109

32

2

702

368

512

243

754

94

5

189

221

54

203

10

1

17

1

9

22

394

190

491

45

2

105

12

252

240

237

3

34

175

534

487

648

84

16

4

446

723

504

200

604

81

12

209

217

73

218

6

1

10

2

7

438

165

438

47

1

49

9

316

279

263

30

173

467

487

420

76

13

2

444

297

397

192

497

64

2

177

204

60

172

10

1

21

5

5

287

163

464

50

2

97

10

249

244

129

9

31

166

479

648

420

120

25

399

361

447

156

561

72

2

210

129

40

283

4

1

42

35

672

12

2

43

68

60

109

84

76

120

61

70

102

72

97

20

70

387

1

236

283

304

135

108

263

11

11

55

2

201

264

308

8

9

1

277

391

12

32

16

13

25

64

17

7

79

4

65

9

35

232

8

7

65

38

31

33

46

34

60

3

2

45

30

79

6

2

1

53

64

2

4

2

64

3

3

6

1

4

6

50

1

1

1

2

3

13

43

3

8

13

434

203

380

40

5

59

14

370

261

231

16

34

148

702

446

444

399

61

17

3

327

442

202

576

82

2

153

238

56

157

3

2

1

19

360

155

454

26

1

226

9

244

247

231

12

141

368

723

297

361

70

7

3

327

374

164

422

58

7

117

208

62

109

1

13

19

120

3

15

18

383

195

466

33

10

531

32

351

233

250

19

277

171

512

504

397

447

102

79

6

442

374

232

908

90

13

170

197

53

248

11

3

5

1

1

3

201

142

211

23

1

13

4

159

155

132

1

6

85

243

200

192

156

72

4

1

202

164

232

250

40

56

118

42

53

5

4

3

74

6

7

22

468

237

621

63

12

379

25

361

326

255

21

232

213

754

604

497

561

97

65

4

576

422

908

250

121

11

205

244

68

322

12

2

8

1

1

1

87

46

116

20

5

21

4

47

52

38

2

12

37

94

81

64

72

20

9

82

58

90

40

121

24

40

9

56

1

80

66

37

65

17

54

62

37

61

93

59

35

6

42

204

188

214

110

103

229

2

2

170

130

251

259

263

1

5

12

2

2

232

50

2

7

13

11

42

5

6

1

12

2

1

138

63

239

22

44

3

133

87

72

16

92

189

209

177

210

70

8

1

153

117

170

56

205

24

58

15

108

4

1

1

14

222

80

177

24

22

5

203

120

223

3

95

221

217

204

129

7

1

238

208

197

118

244

40

5

58

41

26

3

7

74

45

66

9

6

1

50

42

60

34

46

54

73

60

40

1

56

62

53

42

68

9

15

41

14

5

116

2

8

97

91

1379

26

565

20

92

68

28

374

92

203

218

172

283

387

65

2

157

109

248

53

322

56

6

108

26

14

10

1

4

3

11

2

1

3

7

10

6

10

4

1

3

1

11

5

12

1

4

10

AA AE AH AO AW AY B CH D DH EH ER EY F G HH IH IY JH K L M N NG OW OY P R S SH T TH UH UW V W Y Z ZH

ZH

Z

Y

W

V

UW

UH

TH

T

SH

S

R

P

OY

OW

NG

N

M

L

K

JH

IY

IH

HH

G

F

EY

ER

EH

DH

D

CH

B

AY

AW

AO

AH

AE

AA

Phoneme Deleted

P
h
o
n

e
m

e
 A

d
d
e
d

1

2

4

8

16

32

64

128

256

512

1024

Neighbours

Lexical Neighbours by Phoneme Substitution in Spoken US English Lexicon



Network Effects Of Reduced Audibility 

Curtis J. Alcock 120 

 

Figure 6.16b 

Blank squares indicate that a substitution does not occur 

That same change from symmetry (Lexicon) to asymmetry (Corpus) can be seen 

with Phoneme Classes (Figure 6.17a and b). Vowels are easily substituted for 

an alternative vowel, but rarely consonants;55 voiced fricatives can be replaced 

with stops (unvoiced: 0.026;  voiced: 0.024); unvoiced stops with voiced stops 

 
55 The ease with which vowels can be substituted to create valid words perhaps hints at a reason why people find other accents so challenging. 

See, for example, the library of works by Peter Trudgill on regional accents and dialects of English. 
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(0.021) and unvoiced fricatives (0.019); semivowels with unvoiced fricatives 

(0.019). Such substitutions might represent a predisposition to being misheard.56 

Reduced audibility will interact with these underlying statistical distributions. For 

example, 𝐶  removes the ability to hear unvoiced fricatives and stops, {F, S, SH, 

TH, K, P, T}: substitutions between these phonemes can take place because 𝕃 

doesn’t have the auditory capacity to distinguish between them. But substituting 

one of these phonemes with a nasal {M, N} is improbable because the Listener 

still has the capacity to know if they’ve correctly heard {M, N} and this knowledge 

constrains their pool of potential candidates. 

Figure 6.17a 

 
56 Consider a hypothetical audiogram that results in 𝕃 being unable to distinguish between an affricative {𝐶𝐻, 𝐽𝐻} and a liquid {𝐿, 𝑅}. Because 

these two phoneme classes are rarely lexical neighbours (0.002-0.003), it is far less likely to cause problems with mishearing than an 

audiogram that results in the listener unable to distinguish between unvoiced stops and fricatives (0.012-0.019). 
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Figure 6.17b 

6.3.6 Effect on entropy as audibility is reduced 

We now have everything we need to examine the effect of reduced audibility on 

speech understanding for single words: we’ve established minimum/maximum 

bounds for entropy; quantified entropy for visual information in speech; quantified 

entropy when a word is confused for its lexical neighbours; and considered the 

effects of statistical information on reducing entropy. 

Applying this to 𝐴 … 𝐹 , we can calculate results for the following conditions: 

i) Hearing Only: We apply the two criteria outlined in Table 6.7 to 

create a pool of candidates for each word in the Lexicon, each 

candidate equally weighted. 

ii) Hearing+Memory: As per Hearing Only, but candidates weighted by 

occurrence. 
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iii) Hearing+Vision: As per Hearing Only, but excluding all candidates 

from pool that don’t map to the same Visiword as the word spoken. 

iv) Hearing+Vision+Memory: As per Hearing+Vision, but candidates 

weighted by occurrence. 

v) Vision Only: held constant across all audiograms—0.56303 bits 

taken from Figure 6.9a; candidates weighted equally. 

vi) Vision+Memory: held constant across all audiograms—0.34786 bits 

taken from Figure 6.9a; candidate weighted by occurrence.  

Table 6.7   Criteria Used for Selecting Candidate Pool 

Criteria 1 Match any word in Lexicon containing phonemes 𝕃 is 

certain of (i.e. not filtered out by Audiogram) AND 

whose phonemes occur in the same order as they do 

in word spoken (i.e. anagrams are invalid) AND 

contains the same number of syllables as word 

spoken. 

Criteria 2 Additionally, match any word that matches Criteria 1 

but also contains any phoneme that might have been 

filtered out by the Listener’s Audiogram. 

Example 

Word spoken:  

F.AE.K.T.S. 

(‘facts’) 

Phonemes 

filtered out: 

{F, S, TH} 

Word heard: 

AE.K.T. 

Received is  

real word? 

Yes 

Criteria 1 

ü Matches AE.K.T. ‘act’ 

û Does not match K.AE.T. ‘cat’ – invalid phoneme 
order 

û Does not match AE.T.  ‘at’  – missing phoneme 
(/K/ not in filter) 

û Does not match AE.K.T.ER. ‘actor’ – contains extra 
syllable and extra phoneme) 

Criteria 2 

ü Matches word F.AE.K.T. ‘fact’ and F.AE.K.T.S. ‘facts’ 

ü Also matches AE.K.T.S. ‘acts’ and S.AE.K.T. ‘sacked’ 

û Does not match P.AE.K.T. ‘packed’ (/P/ not in filter) 
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The results for 𝐴 … 𝐹  are summarised in Figure 6.18 below: 

 

Figure 6.18 
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𝐴  shows 0 bits entropy for all conditions involving hearing, regardless of whether 

we integrate information from Vision and/or Memory; it is our control. We can 

therefore understand the results for 𝐵 … 𝐹  as an answer to the following two 

questions: 

i) “How does reduced audibility increase 𝕃’s uncertainty compared to 

clinically normal hearing 𝐴  ?” 

ii) “How much information is still required (from elsewhere) to resolve 

this increase in uncertainty?” 

Answers to these questions can be seen more clearly by looking at Table 6.8. 

The column Ratio of Candidate Pool Size to Signal represents number of possible 

matches activated for our Listener by the word spoken. It is calculated from 

2𝑚𝑒𝑎𝑛 𝑒𝑛𝑡𝑟𝑜𝑝𝑦, then rounded up to whole words. A ratio of 7:5 means that there are 

seven possible matches for every five words spoken; our Listener has two words 

surplus. 

The column Reduction in Entropy (relative to Hearing Only) is calculated as 

follows: 

Hearing Only (e.g.1.814796)−Hearing+Vision (e.g.0.644201)

Hearing Only (e.g.1.814796)
= 64.5% 𝑑𝑖𝑓𝑓𝑒𝑟𝑒𝑛𝑐𝑒 (E44) 
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Table 6.8   Comparison of Information Sources  
in Mitigating Impact of Reduced Audibility 

Audiogram 
Information integrated 

from 
Mean Entropy 

(bits) 

Ratio of 
Candidate  

Pool Size to 
Signal 

Reduction in 
Entropy 

(relative to 
Hearing Only) 

𝐴   

Hearing Only 

0 1:1 Not applicable 

Hearing + Memory 

Hearing + Vision 

Hearing + Vision + 
Memory 

𝐵  

Hearing Only 0.137842 11:10 — 

Hearing + Cognition 0.070779 11:10 48.7% 

Hearing + Vision 0.048405 1:1 64.9% 

Hearing + Vision + 
Memory 

0.027171 1:1 80.3% 

𝐶  

Hearing Only 0.430984 13:10 — 

Hearing + Memory 0.221384 6:5 48.6% 

Hearing + Vision 0.126283 11:10 70.7% 

Hearing + Vision + 
Memory 

0.073724 11:10 82.9% 

𝐷  

Hearing Only 0.999214 2:1 — 

Hearing + Memory 0.517137 7:5 48.2% 

Hearing + Vision 0.383066 13:10 61.7% 

Hearing + Vision + 
Memory 

0.218184 6:5 78.2% 

𝐸  

Hearing Only 1.814796 7:2 — 

Hearing + Memory 0.965102 2:1 46.8% 

Hearing + Vision 0.644201 8:5 64.5% 

Hearing + Vision + 
Memory 

0.358881 13:10 80.2% 

𝐹  

Hearing Only 13.55408 12,028:1 — 

Hearing + Memory 9.973257 1005:1 26.4% 

Hearing + Vision 2.310437 5:1 83.0% 

Hearing + Vision + 
Memory 

1.364251 3:1 89.9% 
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6.4 Discussion of Chapter 6 

6.4.1 Hearing provides more information for speech understanding than 

vision 

Whereas clinically normal hearing—without interference from noise—provides a 

1:1 relationship between 𝜎𝑆 and 𝕄𝐿 even without reliance on statistical 

distribution of language, lip-reading matches approximately 5 additional words for 

every 10 spoken (i.e. 3 alternatives for every 2 spoken). Experienced lipreaders, 

by using statistical distributions, can reduce this to 3 additional words. 

6.4.2 People with ‘clinically normal’ hearing may be losing speech 

information 

For all audiograms except 𝐴  entropy increases when relying solely on hearing, 

demonstrating the integral partnership between hearing and spoken language. 

Even audiogram 𝐵 , considered “normal” by WHO definitions (see Table 6.1), 

loses information. WHO grades are based on pure tone averages; if listeners 

have good thresholds at 500Hz and 1000Hz (e.g. 10dB, as here), this averaging 

offsets any reduction ≥ 3kHz. Had audibility at 500Hz or 1000Hz been reduced 

5dB more, WHO would classify 𝕃’s hearing loss as “mild” and it would be included 

within the statistics used by studies such as Lin et al., (2011, 2014)— 𝕃’s risk of 

dementia would apparently have doubled simply by this re-allocation, also now 

apparently putting them at risk of brain atrophy. But why would this risk change 

because of a 5dB change at 500Hz or 1000Hz? The average intensity of speech 

at these frequencies tends to be inherently stronger (e.g. vowels, nasals) and 

therefore less susceptible to such a small fluctuation in audibility, so where’s the 

causal effect on cognition? By contrast, the Speech Intelligibility Index (SII) for 𝐵  

is 73%. Not only is the SII a more sensitive measure than the WHO grades 

(derived from averaging four frequencies), but it conveys the change in available 

speech information as audibility is reduced. It should be preferred to using Pure 

Tone Averages or Grades of Hearing Impairment in future research and studies 

because the SII better reflects a potential causal effect, quantifiable as the 

resulting change in entropy (see also Appendix 1). 
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6.4.3 There’s a point when lip-reading provides more information than 

hearing 

By 𝐶  𝕃’s uncertainty using ‘Hearing Only’ is comparable to relying solely on lip-

reading; by 𝐷 , relying on ‘Vision Only’ offers significantly more information than 

‘Hearing Only’—switching from hearing to vision as the primary source of spoken 

information is now equivalent to reducing the candidate pool from four (equally 

likely) matches to three for every two words spoken; by 𝐸  this candidate pool 

increases to seven possible matches for every two words heard; by 𝐹  —now 

relying solely on syllabic information—it jumps to 12,028 potential matches for 

every word spoken; the apparently anomalous increase in uncertainty when 

combining ‘Hearing+Vision+Memory’ compared to ‘Vision Only’ (Figure 6.19) will 

be addressed in 6.4.5. 

Combining Hearing with lip-reading offers the best strategy for audiograms 

𝐵 … 𝐷 .  

6.4.4 Listeners become increasingly dependent on other information 

sources as audibility is reduced, including vision and memory 

With 𝐴  , integrating information from vision and/or cognition is redundant.57 Once 

𝕃 begins missing phonemes these other information sources become 

increasingly important. For 𝐵 , combining audibility with vision effectively 

eliminates the impact of reduced audibility; although unvoiced fricatives {F, S, SH, 

TH} have become auditorily ambiguous, they remain visually distinct, represented 

by separate visemes {⏘, ◊, ⊝, ⊟}. (Audiologists will recognise in this the person 

who says, “I have no problems hearing if I’m face to face.”) 

Once we add unvoiced stops into the confusion, 𝐶  , visual information is no 

longer sufficient to compensate for the degraded auditory information, partly due 

to {S, T} sharing the Viseme {◊}. Even so, intersecting information from Hearing 

with Vision and Memory (see Figure 4.6) reduces 𝕃’s uncertainty by 82.9%, 

resulting in just one surplus candidate for every ten words spoken instead of an 

 
57 Assuming an ideal listener in ideal environmental listening conditions (e.g. no noise or reverberation). 
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additional three. We see similar percentage reductions for 𝐷  and 𝐸  , but the 

increased reduction in overall audibility means that, even drawing on Vision and 

Memory, 𝕃 is still left with two ( 𝐷  ) or three ( 𝐸  ) surplus candidates for every 

ten words spoken. By 𝐹  , every word spoken results in three equally plausible 

candidates, suggesting the Listener will need to focus all their visual and cognitive 

attention on keeping up with the conversation.58 

6.4.5 Audiocentric versus visiocentric information-processing may be 

significant 

Why does Figure 6.19 show that combining auditory, visual and cognitive 

information (i.e. three sources) in 𝐹  results in greater uncertainty than relying 

upon vision alone, a single source of information? Because starting points matter 

when resolving uncertainty: the goal is to reduce pool size of alternatives to one 

in as few steps as possible. That means beginning with information that rules out 

the most alternatives. 𝐹  no longer has access to a 1:1 mapping between 51,305 

Phonowords and 51,305 mental representations. Instead, if a listener starts with 

available auditory information (because that’s what’s most natural to them), they 

only have “number of syllables” available for narrowing down their options, an 

approximately 1:5130 mapping (10 syllable groups → 51,305 mental 

representations). Only then do they begin narrowing down the huge resulting pool 

of alternatives with by cross-referencing with visual or statistical information. By 

contrast, if they start with visual information, they begin with an approximately 

1:2.3 mapping (22,262 visiwords → 51,305 mental representations), so they 

narrow down their pool more efficiently. Whether or not a listener can do this will 

depend on whether they have learnt to directly map Visiwords to mental 

representations. Doing so requires time, motivation and a capacity to learn. This 

has huge implications in terms of the age of a listener and the rate of change (if 

any) in their hearing. Consequently, the experience and learning capacity of a 

child who has only ever known 𝐹  will be very different to a person in their 80s 

whose hearing has been gradually changing over many years. During those 

years, the older listener, experiencing gradual changes in hearing, has been able 

 
58 We have focused here on single words. However, choosing a word from a pool of candidates can be aided by context, including words that 

come before or after the word in question. See 3.3 for more details. 
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to continue rely on their hearing, supplementing it with other sources of 

information if and when required. Only now, somewhere between  𝐸  and 𝐹  , 

does it reach a tipping point: like a game of Jenga, in which wooden blocks are 

iteratively removed from a wooden tower until the tower—suddenly and 

unexpectedly—can no longer support itself. This becomes even clearer when we 

reframe Figure 6.18 in terms of the SUI in Figure 6.19: 

 

Figure 6.19 

This difference in starting point (audiocentric versus visiocentric) for integrating 

available information may provide insight into an objection raised by Wayne and 

Johnsrude (2015) in Chapter 1. They argued against sensory deprivation as a 
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cognitive function”. But such “negligible effects” are what we’d expect for a 

younger person growing up with reduced audibility: their starting point for 
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In answer to Wayne and Johnsrude, (2015), perhaps it is not sensory deprivation 

due to hearing impairment that increases someone’s risk of cognitive decline, but 

rather the withdrawal of neural activity from cognitive networks that have, 

up to a tipping-point, been working excessively to resolve progressively 

increasing uncertainty. This is worthy of further investigation and is discussed 

in 7.3.5. 

6.4.6 A person’s audiogram is not necessarily the same as reduced 

audibility 

Our discussion above assumes that the audiogram represents 𝕃’s hearing level. 

However, if 𝕃 is using hearing technology to increase audibility, the information 

available to them will be equivalent to an audiogram measured whilst using this 

technology. Rather than labelling people with grades of hearing loss that do not 

change regardless of whether or not they use hearing technology, it would be 

more informative to define a person’s hearing in terms of this overall audibility, 

i.e. natural hearing (+ hearing technology, if worn). 

6.5 Summary of Chapter 6 

In this chapter we saw how NEORA, a network model of speech understanding, 

can be used to probe the structure and statistical distribution of speech to 

investigate for inherent information as a prelude for investigating the effects of 

reduced audibility. We began by examining how the statistical distribution within 

a corpus of spoken US English differs from its lexicon, how the top eight 

phonemes {T, AH, IH, N, IY, S, R, D} occur in 97.14% (78.96%) of words in the 

lexicon (corpus), making these words potentially vulnerable to degradation 

should these phonemes become indistinguishable. However, this was unlikely 

given that most belonged to different phoneme categories and were therefore 

acoustically distinct. We found that vowels were twice as important to the 

structure of speech than consonants, agreeing with Cole et al. (1996) and 

Kewley-Port, Burkle and Lee (2007) who both experimentally found a 2:1 ratio in 

favour of vowels, whereas voiced/unvoiced consonants showed no difference. 

Spoken English favours efficient transmission of information: >80% words have 

one syllable, >70% are 2-3 phonemes. That 75.3% have lexical neighbours 
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means that spoken communication depends heavily on a listener’s ability to 

distinguish between phonemes, which was the case only for Audiogram 𝐴 . 

However, confusability in unvoiced fricatives with 𝐵  could be entirely mitigated 

by integrating information from vision. Vision alone as a source of spoken 

information (lip-reading) only begins to outperform hearing alone once audibility 

is reduced to exclude all fricatives and stops ( 𝐷 ), regardless of voicing. Up to 

that point lip-reading is increasingly useful as a supplement to auditory 

information, functionally reducing uncertainty to the equivalent of ‘Hearing Only’ 

for the audiogram before it (e.g. 𝐷 → 𝐶 ), improving the listener’s SII by 

approximately 20%. Once audibility is reduced past 𝐷 , the listener must depend 

entirely on lip-reading and memory to raise their SUI above 75%, the equivalent 

of three ambiguous words in every ten; the involvement of hearing at this level 

becomes functionally inconsequential. 

Hearing technology can be considered an intervention that reduces uncertainty 

by enabling listeners to differentiate between more phonemes. When audiologists 

categorise patients by grade of hearing loss, without consideration of whether 

audibility is being improved with amplification, insights into any causal 

consequences of information degradation will be lost. It is therefore 

recommended that audibility is measured before and after intervention using the 

Speech Intelligibility Index, and this always in preference to a pure tone average. 
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Chapter 7:  Discussion 

7.1 Introduction 

I begin this chapter by summarising chapters 1 to 6 together with their main 

conclusions (7.2), before placing the research within its wider context (7.3) and 

discussing its applicability to future research (7.4), particularly in respect to the 

relationship between hearing loss and cognitive decline. 

7.2 Summary of thesis 

This thesis contributes towards unravelling the complex relationship between 

hearing loss, dementia and ageing by modelling direction of causality from the 

perspective of available information. Although an increasing number of authors 

have demonstrated correlational relationships between a person’s level of 

hearing impairment and their risk of Alzheimer’s Disease and other dementias 

(Uhlmann et al., 1989; Lin et al., 2011; Amieva et al., 2015; Kim et al., 2018), the 

nature of this relationship is not established. 

7.2.1 Chapter 1 

Chapter 1 discussed the desire amongst audiologists to know whether treating 

hearing loss also mitigates a person’s risk of dementia (Mahmoudi et al., 2019; 

Orgeta et al., 2019), a question encapsulated by two competing hypotheses: 

information degradation or common cause (Wayne and Johnsrude, 2015; 

Uchida et al., 2019). Information degradation proposes that reduced sensory 

input degrades available information to the brain, therefore requiring additional or 

altered cognitive processes which result in decline. If so, treating hearing loss 

improves sensory input, thereby theoretically removing the need for brain 

changes that would otherwise have led to cognitive decline. Even so, intervention 

might not reverse damage accumulated pre-intervention, e.g. cortical shrinkage 

(Lin et al., 2014), so intervention timing may be critical. The common cause 

hypothesis proposes that an underlying cause, such as cell damage from 

increased oxidative stress, damages both cognitive and sensory function. If so, 
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treating hearing loss will not undo underlying cell damage because restoring 

audibility treats symptom not cause. Intervention may, however, help reduce 

some future causes of oxidative stress, e.g. stress induced by increased social 

isolation (Sapolsky, 1992; Cacioppo and Hawkley, 2009) through hearing 

handicap (Mick, Kawachi and Lin, 2014; Dawes et al., 2015). This assumes that 

fitting hearing technology is accompanied by subsequent social interaction, which 

is not necessarily the case.  

Although the two hypotheses relate hearing loss to cognitive decline through 

different pathways, both hypotheses could play a joint role within an individual or 

population. Isolating direction of causality with correlational studies is therefore 

inherently embroiled in confounds, further complicated by a complex multiplicity 

of other interrelated and interacting biological and lifestyle factors (Livingston et 

al., 2017). 

Hearing loss and dementia are not single diseases but umbrella terms for 

different underlying aetiologies each with distinct pathologies. Studies asking 

whether hearing loss causes dementia without accounting for these differences 

assume that a common factor links all dementias to all hearing loss. Such 

conflation undermines plausibility. For example, how can increased neurofibrillary 

tangles found in brains of people with Alzheimer’s Disease be causally linked to 

distinct hearing loss grades which themselves conflate all aetiologies? 

To help address these gaps in our current knowledge I developed a computer 

model that separated causal impact of reduced audibility on the cognitive process 

of speech understanding from all other interacting variables. Speech 

understanding is inherently causal: if a listener accurately reports back a stimulus 

after hearing it, causal direction is established. By focusing on the factor common 

to all causes of hearing loss—reduced audibility—we eliminate hidden biological 

confounds for our listener. If reducing audibility impairs a listener’s capacity to 

report back the intended word, we establish causality in terms of hearing loss on 

a cognitive process. By using a model we specify and control the variables 

involved, measuring the effect when the conditions are modified. Whether this 

generalises to or impacts on other cognitive tasks requires further investigation 

and this is discussed in 7.3 below. 



Network Effects Of Reduced Audibility 

Curtis J. Alcock 136 

7.2.2 Chapter 2 

Chapter 2 described speech understanding as a cognitive task combining 

environmental information with information stored in the brain to activate mental 

representations intended to match or predict the acoustic signal transmitted by 

the speaker. When the signal is certain, there’s a 1:1 relationship between signal 

and activated mental representation. When the signal is ambiguous, multiple 

mental representations get activated and compete; listeners must recruit 

additional information (e.g. visual, context) or await further information (e.g. 

additional syllables) to attain the desired 1:1 mapping. When uncertainty remains, 

additional areas of the brain get recruited including regions involved in conflict 

resolution (e.g. left cingulate gyrus) and decision-making (e.g. left medial orbital 

gyrus, frontal regions) (Prabhakaran et al., 2006; Davis and Johnsrude, 2007; 

Bilenko et al., 2009). 

7.2.3 Chapter 3 

Isolating how individuals understand speech, whilst controlling for environmental, 

sensory, mental and lifestyle factors, is non-trivial. I therefore built a model based 

on an ‘ideal’ speaker and listener; all demographic, biological and lifestyle factors 

are ignored. This enables us to focus on what changes when we modify specific 

conditions whilst controlling for all other variables and processes. With no 

ambiguity in the signal received, the listener hears the word spoken and activates 

a single mental representation of the word. When the word is ambiguous, the 

listener activates all possible alternatives matching the stimulus until they can 

resolve to a single representation; they assume this the word intended by the 

speaker. 

Activation of multiple candidates when a word remains ambiguous occurs in 

behavioural experiments such as eye-tracking and priming experiments 

(Marslen-Wilson and Zwitserlood, 1989; Gaskell and Marslen-Wilson, 1999; 

Spivey et al., 2002). It’s also seen with neuroimaging: multiple brain regions, each 

representing a matching alternative, get activated in conjunction with regions 

reflecting the increased competition and prioritising of alternatives, and additional 

effort involved in choosing between them (Prabhakaran et al., 2006; Davis and 

Johnsrude, 2007; Revill et al., 2008; Bilenko et al., 2009). 
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My goal was to model this activation of multiple mental representations whilst a 

signal remains ambiguous, to quantify the increased uncertainty with reduced 

audibility. By providing the model with alternative information sources—such as 

lip-reading or long-term memory—I could additionally demonstrate how the 

brain’s information recruitment shifts towards non-auditory processing. Such a 

shift is a necessary precursor for demonstrating any causal impact on other 

aspects of cognition or neural processing. 

7.2.4 Chapter 4 

To quantify how ambiguity increases as audibility is reduced required a method 

to relate hearing loss to lexical access. Oyer and Doudna (1959), Owens, 

Benedict and Schubert (1972), and Bilger and Wang (1976) showed that 

phonemes relate to audiogram configurations through their acoustic properties. 

These studies demonstrate patterns of phoneme confusion, with Owens, 

Benedict and Schubert (1972) observing that subjects encountering an unclear 

phoneme narrow down their choice to 2-3 viable words out of the alternatives 

offered, then select from this reduced pool. Based on such observations, I 

developed my model such that as audibility is reduced, specific clusters of 

phonemes get stripped out of a word spoken based on audiogram configuration. 

When all phonemes are present for the entire word, no ambiguity exists for the 

listener because only a single candidate matches. When phonemes are missing 

from a word, multiple alternative mental representations are activated, each a 

possible match for the information received thus far. As audibility decreases, 

more phonemes get removed, becoming confusable with one another. This 

increased ambiguity is expressed as the number of possible alternatives. Speech 

understanding can therefore be defined as a pool of alternatives resolving to 

a single mental representation that the listener believes matches the mental 

representation intended by the speaker, i.e. pool size = 1. Conversely, when 

the pool contains more than one alternative, pool size >1; the listener has more 

uncertainty, less speech understanding. 

I represented this with a new measurement, the Speech Understanding Index 

(SUI). The numerator represents the expected number of words in the candidate 

pool and the denominator is the actual number of alternative words in the 
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listener’s candidate pool. We set the numerator to 1 to represent the 1:1 mapping 

between word spoken, word received and activated mental representation: 

(
1

𝑝𝑜𝑜𝑙 𝑠𝑖𝑧𝑒
). Consequently, when the number of words in the candidate pool is one 

(
1

1
), SUI will be 1, decreasing with multiple candidates. When SUI resolves to 1, 

the cognitive task is complete: no missing information, no information surplus to 

requirements, no conflicts in information. I described this as a state of coherence, 

for both message and cognitive information. 

The possible alternatives within each candidate pool follow a probability 

distribution, represented as an information measure, i.e. entropy (Shannon, 

1948). Consequently, Speech Understanding (SUI = 1) can be defined as a 

listener requiring 0 bits of additional information. Thus, the SUI provides a 

generalisable method for quantifying not only the information degradation 

(Pichora-Fuller, 2003) as audibility is reduced, but also the need for additional 

information in order to fulfil the cognitive task of speech understanding. This 

need for additional information can now be quantified as a cost, measurable in 

bits, making the impact of reduced audibility on other systems amenable to 

investigation. 

7.2.5 Chapter 5 

To quantify the impact of reduced audibility on other systems, I created a model 

called Network Effects Of Reduced Audibility (NEORA). Nodes represent unique 

and unambiguous units of information, links between nodes represent the 

relationship between these units of information. For example, spoken language 

can be thought of as unique and unambiguous Phonowords (phonetic words) 

built from unique and unambiguous Phonemes. We represent Phonemes, e.g. 

{AE,K,T}, as nodes linked to Phonoword nodes, e.g. K.AE.T, AE.K.T, T.AE.K. (‘cat’, 

‘act’, ‘tack’). I also created lip-reading nodes called Visiwords (Phonoword’s 

appearance on the mouth) built from Visemes (lip-reading equivalent of 

Phonemes). This provided my model with a visual representation of spoken 

language which could be used to either compare with the auditory information 

embedded within speech or supplement it when reduced audibility resulted in 

degrading the acoustic signal. 
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I consolidated the results of conflicting lip-reading studies (Bear and Harvey, 

2017) into what constituted a viseme by applying a Louvain Clustering algorithm 

to the different findings. This generated clusters of Phonemes commonly 

confused for one another visually, and I assigned a novel ‘Visibet’ symbol to these 

clusters to represent the Viseme. I then substitute Phonemes for Visemes to 

create a novel lexicon of Visiwords. Phonowords are 1:1 acoustic pointers to 

mental representations. Because multiple Phonemes can share the same 

Viseme—e.g. {B, M, P} appear the same on the lips—my lexicon of 51,305 

Phonowords mapped to just 22,262 Visiwords, compromising the 1:1 mapping 

between environment and mental representation. 

Psycholinguistic studies demonstrate that the more similar a word is to another, 

the more likely it is that a listener will confuse the two (Vitevitch, 2002; Vitevitch, 

Goldstein and Johnson, 2016). I therefore wrote an algorithm that mapped each 

Phonoword to its lexical neighbour, i.e. a word that differs by either adding, 

deleting or substituting a single phoneme. This enabled the listener to narrow 

down their pool of alternative words to include only those words lexically related. 

These alternatives could then be weighted based on how frequently they 

occurred in spoken English, based on the SUBTLEXUS corpus. I could then 

compare the effect of including information from ‘Hearing Only’, ‘Vision Only’, or 

‘Hearing+Vision’. I could also combine one or both of these sensory inputs with 

information from the statistical distribution of words in spoken English, a proxy for 

long-term memory or familiarity (Vitevitch and Rodríguez, 2005). 

7.2.6 Chapter 6 

I used NEORA to investigate how reduced audibility impacted speech 

understanding and increased the listener’s uncertainty. Audibility was 

represented by six audiogram configurations which progressively removed more 

phonemes from the signal, from Audiogram 𝐴  representing clinically normal 

hearing (all phonemes differentiable) to 𝐹  representing “severe” impairment 

(words differentiable only by syllable count). 𝐵  removed only the quietest 

phonemes with the highest frequency acoustic properties (unvoiced fricatives), 

typical of early age-related hearing loss, though still classed as “normal hearing”; 

𝐶  removed unvoiced fricatives and unvoiced stops (“mild”), 𝐷  removed all 
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fricatives and stops (“moderate”), 𝐸  removed all consonants (also “moderate”). 

Thus, the number of phonemes that become acoustically undifferentiable from 

one another, and therefore mutually interchangeable, increases as audibility 

reduces. 

I began by looking at the phonetic structure of speech, demonstrating that {T, AH, 

IH, N, IY, S, R, D}, are the most important phonemes to speech understanding due 

to their widespread utilisation, occurring in 97.14% (78.96%) of the Lexicon 

(Corpus). These phonemes mostly belong to acoustically different phoneme 

groups, reducing their risk of being removed concurrently by reduced audibility 

and endowing spoken US English with an inherent robustness, the exception 

being {IH, IY}, closely related acoustically. Monophthongs occur most often within 

Lexicon and Corpus, primarily because Monophthongs contains twice as many 

phonemes as the next largest group, Diphthongs. Normalising phoneme groups 

by the number of phonemes they contain results in unvoiced stops becoming the 

most critical for speech understanding. These phonemes are also one of the 

quietest categories, occupying a frequency range approximately 2kHz-4kHz, 

making mild hearing loss in this region a potential red flag for speech 

understanding. Vowels are statistically almost twice as important to speech 

understanding than consonants, even when normalised for group size, agreeing 

with Cole et al. (1996) and Kewley-Port, Burkle and Lee (2007) who both 

experimentally found a 2:1 ratio in favour of vowels. Unvoiced and voiced 

consonants are statistically as important as each other. 

Comparing the information available through hearing versus seeing speech (lip-

reading) I found that 93.9% of Visiwords match 1-5 Phonowords, with 67.2% of 

Visiwords mapping precisely to a single mental representation. Unfortunately for 

lip-readers, the more ambiguous a word is, the more likely it is to be encountered 

in everyday speech. A lip-reader’s uncertainty might be mitigated, however, 

through experience (or training) by ranking the possible alternatives in terms of 

‘most likely’; for example, the word ‘deal’ is more likely to be encountered than 

‘teal’ even though visually equivalent. 

Listeners relying on hearing can also make use of the likelihood of a word to 

occur, cutting their average uncertainty for an unknown word by ~40% (15.647 → 
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9.191 bits). This uncertainty dramatically reduces with the addition of a single 

piece of additional information: word length (syllable count) roughly halves 

entropy even without taking frequency of word occurrence into consideration. 

Combining word length with occurrence cuts uncertainty by another 25%. This 

becomes a recurring theme: additional information reduces the pool size of 

alternatives, but some information has a greater effect. For example, syllable 

count alone (15.647 → 8.22 bits) proves more important than occurrence alone. 

Words with lexical neighbours are more prone to being mistaken for another due 

to their acoustic similarity (Vitevitch, 2002; Vitevitch, Goldstein and Johnson, 

2016). Of the lexicon’s 51,305 words, ~25% of words have no neighbours 

(12,666), ~25% had a single neighbour (12,968), and the remaining 50% display 

an inverse relationship between number of neighbours and how many words 

have that many neighbours. This relationship follows a Zipf-like distribution such 

that words with more neighbours occur incrementally less often. Neighbourhood 

density (number of neighbours) slows down lexical retrieval in English, 

presumably through increased lexical competition (Vitevitch and Luce, 1999), so 

discovering that spoken US English appears to offset this increase in competition 

with a lower proportion of affected words is intriguing, especially given Zipf’s 

original theory that relates such distributions to a principle of least effort (Zipf, 

1949). Average entropy for words with a specific number of neighbours increases 

with number of neighbours (as expected for an independent, identical 

distribution). But once we take into consideration frequency of a word’s 

occurrence, average entropy is halved, reiterating the effect of combining sources 

of information to decrease uncertainty. 

Words that occur more frequently in spoken English tend to be shorter, with 70% 

of the corpus having 2-3 phonemes; they also tend to have more neighbours. The 

implications here for a person with reduced hearing are as follows. Firstly, they 

are more likely to encounter shorter words in spoken English; secondly, these 

words are more easily mistaken for another due to their closer acoustic similarity; 

thirdly, lexical competition is greater so the listener has more chances to mishear 

(more viable alternatives); fourthly, more competition means slower processing. 

Improving a listener’s ability to differentiate between similar sounding 
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phonemes should therefore reduce competition, thereby improving 

processing speed. 

Not all phoneme additions/deletions/substitutions result in viable words (e.g. 

K.AE.T. →K.JH.T.) which acts as a constraint on the pool of alternatives for an 

ambiguous word. To investigate this I created a confusion matrix, finding that {DH} 

→{D, HH ,K, L, T} , {AH} →{IY} and {T} →{D, N} are statistically most likely to be 

allowable substitutions. Vowels are easily substituted for an alternative vowel, 

though rarely a consonant; this may account for why unfamiliar accents can be 

initially challenging for listeners, even with good hearing (Clarke and Garrett, 

2004; Kleinschmidt and Jaeger, 2015). Voiced fricatives can be replaced with 

stops, unvoiced stops with voiced stops and unvoiced fricatives, and semivowels 

with unvoiced fricatives. Listeners therefore have multiple information sources 

available for narrowing down choice of alternatives when faced with ambiguity—

even for single words divorced from context. These include statistical 

relationships between words (lexical neighbours, relative frequency of 

occurrence) and their acoustic properties (formants). Hearing the acoustic 

properties alone (assuming the accent is familiar) normally allows listeners to 

constrain their choice to a single candidate, but as audibility decreases, these 

constraints get removed. Pool size proliferates, ambiguity increases, and 

alternative information sources become increasingly important, increasing the 

cost of processing the signal. 

To investigate this proliferation we finished Chapter 6 by progressively filtering 

out phonemes from the signal heard by the listener according to audiogram 

configuration, measuring the resulting pool size. For each audiogram we counted 

the number of candidates matching a word spoken, comparing the pool size when 

information was available through ‘Hearing Only’, ‘Hearing+Vision’, 

‘Hearing+Memory’, and ‘Hearing+Vision+Memory’. We began with full audibility 

and finished with just syllabic information. Full audibility meant that the listener 

heard the signal with no ambiguity (pool size=1). Consequently, incorporating 

information from Vision or Memory made no difference to ‘Hearing Only’; by 

comparison, ‘Vision Only’ requires 0.563 bits of additional information to resolve 

the remaining uncertainty. Once audibility removes unvoiced fricatives, 

uncertainty is equivalent to having one ambiguous word in every ten words. 
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‘Hearing+Memory’ is not quite enough to effectively remove the residual 

ambiguity, even though the need for additional information is halved. However, 

seeing the lips too removes all listener uncertainty: though {F, S, SH, TH} may be 

indistinguishable auditorily, visually they remain different. Once we remove 

unvoiced stops too, 𝐶 , three words in every ten become ambiguous, roughly 

equivalent to lip-reading. ‘Hearing+Memory’, reduce this uncertainty by one word, 

but combining hearing with lip-reading reduces uncertainty equivalent to 𝐵 . 

‘Hearing+Vision+Memory’ has no significant impact, suggesting that relying on 

sensory information at this level mitigates the need for additional cognitive 

processes, though low level ambiguity remains. Once all fricatives and stops 

become indistinguishable, 𝐷 , ‘Hearing+Vision’ is no longer sufficient: three 

words remain ambiguous in every ten. When lip-reading isn’t possible, 

uncertainty averages out to every word; this can be halved (48.2%) by recruiting 

long-term memory. With lip-reading and memory, this is reduced further (78.2%), 

equivalent to just two ambiguous words in every ten. At this point, experienced 

lipreaders will do better even without hearing than a non-lipreader relying solely 

on Hearing. Remove all consonants, 𝐸 , so that only vowels are available, and 

now every word activates 3.5 alternative words. The listener can cut this down to 

three words in every ten by integrating information from ‘Vision+Memory’. Once 

speech is reduced to syllables only, 𝐹 , speech understanding becomes 

impossible; even integrating ‘Memory+Vision’ leaves every word with three 

alternatives to select from. 

We finished by noticing that a person who hears only syllables, even with lip-

reading, is predicted to have worse speech understanding than an experienced 

lip-reader who doesn’t rely on hearing at all. This appears counter-intuitive: how 

can having access to more information result in worse understanding? As a 

possible explanation, we discussed the concept of audiocentric versus 

visiocentric speech understanding. A person who has relied on hearing all their 

life tries to make sense of what they hear by narrowing down their pool of 

alternatives with visual information. But this strategy no longer works when only 

syllabic information is available; they have an average of 14,22259 alternatives for 

each word. By contrast, an experienced lip-reader starts with visual information 

 
59 1, 2, 3, 4, 5, 6, 7, 8, 9 and 12 syllables, pointing to pools containing 7122, 20650, 14075, 6607, 2329, 460, 53, 7, 1,  1 nodes respectively. 
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to constrain their choice of matching mental representations. Two thirds of lip-

reading words match just one possibility, a much less ambiguous starting point 

than a person relying solely on syllabic information. 

7.2.7 Conclusions 

NEORA models speech understanding in terms of the information available to 

enable a 1:1 mapping between a listener’s mental representation and what they 

believe the speaker intended, with information serving to help choose between 

possible alternatives. NEORA can be extended to include and compare any 

source of information originating both internally and externally to the listener by 

adding new nodes and links. By quantifying understanding in terms of information 

necessary to achieve a state of coherence (coherent message, coherent mental 

representation), the model remains neurobiologically agnostic, enabling NEORA 

to maintain its relevance as new research reveals more about the processes that 

generate speech understanding. 

Coherence is quantified as a listener having: 

i) No need for additional information 

ii) No surplus information 

iii) No conflicts in information 

This is encapsulated with the new SUI, enabling NEORA to compare the 

usefulness of different sources of information and the impact of different listening 

conditions (reduced audibility, noise) on the need to recruit additional sources of 

information to attain coherence. The SUI can be incorporated into future 

behavioural test designs and potentially applied to some previous studies where 

the pool size of possible alternatives is either known or can be calculated using 

NEORA. 

In the following sections we look at how NEORA fits with previous research and 

how it can be used to gain useful and illuminating insights into the relationship 

between hearing loss and cognitive decline. 
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7.3 Research in Context 

7.3.1 Introduction 

NEORA follows the principle that information results in the ability to distinguish 

reliably among possible alternatives (Shannon, 1948; Schumacher, 2015). This 

approach enables us to consolidate multiple lines of enquiry: 

a) Information degradation hypothesis (Pichora-Fuller, 2003) 

b) Phonemic confusion when audibility is reduced (Oyer and Doudna, 1959; 

Owens, Talbott and Schubert, 1968; Owens, Benedict and Schubert, 

1972; Bilger and Wang, 1976) 

c) Lexical access (Marslen-Wilson and Zwitserlood, 1989; Marslen-Wilson, 

1990; Vitevitch and Luce, 1999) 

Together these serve as a theoretical foundation for quantifying the causal impact 

of reduced audibility on cognition in terms of an increase in possible alternatives 

and a decrease in the listener’s ability to distinguish reliably between them. 

Before discussing the implications for cognitive decline, we discuss the findings 

of this thesis in the context of previous research. 

7.3.2 SUI and lexical access 

Psycholinguistic studies demonstrate that listeners process more frequent words 

in English more quickly (Marslen-Wilson, 1990), but words with more lexical 

neighbours more slowly and less accurately (Vitevitch and Luce, 2016). If we 

follow Zipf (1949) by considering the principle of least effort for speaker/listener 

as a guiding principle in spoken language, we’d assume that a communication 

strategy with shorter words and less lexical neighbours would be optimal. I found 

that these two strategies conflict with one another in spoken English: shorter 

words are generally more frequent (facilitates lexical retrieval) and have more 

neighbours (obstructs lexical retrieval). Vitevitch and Rodríguez (2005) found that 

for Spanish, unlike English, more neighbours facilitated lexical access. However, 

they also state that 90% of Spanish words are 2-3 syllables long, compared with 

my finding here that 80% of English is one syllable, so we might not be comparing 



Network Effects Of Reduced Audibility 

Curtis J. Alcock 146 

like-for-like across languages. Vitevitch and Rodríguez point out that longer 

words are facilitative in English too, so perhaps several principles of lexical 

access are interacting with one another. Might the first syllable of a longer word 

pre-constrain the pool of alternatives in advance of the listener receiving a second 

syllable? Such a conclusion would be consistent with a) Owens, Benedict and 

Schubert’s (1972) intuition that listeners narrow down their choice of alternatives, 

b) Marslen-Wilson and Zwitserlood’s (1989) finding that words sharing an onset 

remain co-activated until further phonemes arrive to rule alternatives out (Figure 

5.4). Taking a network approach, as I have done with NEORA—and indeed 

Vitevitch advocates in later work (Vitevitch, 2008; Vitevitch and Castro, 2015)—

may help resolve such conflicts because it allows these interacting linguistic 

factors to be considered in isolation and conjunction. 

The Speech Understanding Index (SUI) proposed here may serve as a 

normaliser across languages because it acts as a state function:60 it is agnostic 

of an individual language’s idiosyncracies, measuring instead the state of the 

system (e.g. listener) at a given point in time, calculated from the pool size and 

statistical probability of alternatives (e.g. lexical competitors, word onsets) in 

response to a stimulus, resolving to 1 (i.e. coherence) when a single match is 

found. This state of coherence is the goal of speech understanding processes 

(Chapter 3): listeners must match a single mental representation to what they 

believe the speaker intended when the word was spoken. Pisoni (1985) describes 

this as “finding a word in the lexicon that simultaneously satisfies a number of 

constraints imposed by the stimulus, the structure of words in the lexicon, and the 

context in which the word was spoken.” In NEORA these constraints are realised 

as nodes and links.  

7.3.3 SUI and recruitment of information 

When SUI is <1 it means information is missing. Where might a listener recruit 

this additional information? We examined two examples: lipreading (Auer Jr, 

2009; Bear and Harvey, 2017) and the statistical distribution of language encoded 

in memory (Marslen-Wilson, 1990; Ellis, 2002). Other information sources may 

 
60 A single variable that describes the overall state of a system at a given point in time regardless of the underlying processes or individual 

variables contributing to that state. See 3.1.1. 
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include sentential context, history of previous conversations with a speaker (“his 

wife was unwell”), common interests (“we both like music”), the immediate 

environment (“there’s a fountain but no mountain”), time of day (“hungry, not 

angry”), and sociolinguistic information as described by Hymes (1967). SUI 

enables us to quantify, normalise and compare the contribution of these diverse 

information sources by including them as additional nodes and links (constraints), 

serving to narrow down the pool of alternatives. When environmental information 

is combined with internally stored information (memory), additional information 

emerges. We demonstrated this using word length (syllable count) as a 

constraint—the enviornmental stimulus combines with memory of which words 

match the syllable count. Syllabic stress (Cutler, 2005) and emotional intonation 

(Hervé et al., 2012) might similarly be compared. Likewise, the juxtaposition of 

one phoneme with another can change the pronunciation of either (Alameen and 

Levis, 2015). If one of these two phonemes is confused, the resulting modification 

of the remaining phoneme may be detectable, thereby resolving confusion for the 

first. NEORA enables us to model and investigate such additional sources of 

information by creating links between Phoneme nodes, quantifying the resultant 

reduction in entropy as they move the SUI closer to 1. 

7.3.4 SUI and the information degradation hypothesis 

The SUI is a formalisation of the information degradation hypothesis, described 

in Chapter 1, in which a degraded sensory signal induces changes in the brain, 

perhaps through a “use it or lose it” mechanism or by hijacking cognitive 

resources. SUI quantifies this information degradation in terms of the increased 

ambiguity within a stimulus resulting in more matching alternatives. When SUI 

<1, additional information is required, but SUI doesn’t prescribe where that 

information comes from, allowing different theories to be modelled,61 as we 

demonstrated with hearing and lip-reading. Here the disambiguating information 

was environmental (sensory), but what happens when sensory information is no 

longer sufficient to remove the uncertainty, as with 𝐶 … 𝐹 , or 𝐵  without lip-

reading. We saw in Chapter 2 that ambiguity has neurobiological implications. 

Firstly, the brain holds matching alternatives in memory, as evidenced with eye-

 
61 Once modelled, these theories can be tested behaviourally. 
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tracking studies and fMRI scans (Spivey et al., 2002; Prabhakaran et al., 2006; 

Revill et al., 2008; Righi et al., 2010). Secondly, the brain appears to rank and 

compare alternatives (Bilenko et al., 2009). Thirdly, frontal areas—normally 

activated when uncertainty can’t be resolved automatically (Huettel, Song and 

McCarthy, 2005; Yoshida and Ishii, 2006; Fuster, 2015)—are recruited to help 

with selection (Prabhakaran et al., 2006; Davis and Johnsrude, 2007; Wild et al., 

2012). Missing environmental information results in increased brain activity, which 

we can quantify in terms of the minimum additional information (in bits) required 

to resolve the uncertainty.  

7.3.5 Information degradation and cognitive decline 

One could argue that the extra mental activity required by a listener when hearing 

is reduced (Pichora-Fuller et al., 2016) helps keeps the brain exercised and 

thereby reduces the risk of cognitive decline. But there are three 

counterarguments. Firstly, neural plasticity is recognised to be activity dependent 

(Bruel-Jungerman, Davis and Laroche, 2007). Unless there is evidence that 

something prevents this normal process of activity-dependent plasticity occurring, 

we should assume the brain will re-organise itself in response to a change in its 

historical activity. If it lacks sufficient sensory information to match a mental 

representation to the auditory stimulus alone—and if this becomes its consistent 

experience—we would expect to see a shift away from automatic auditory 

processing towards areas of the brain involved with integrating information from 

multiple sources, together with areas that resolve conflicts and uncertainty. 

Indeed, Campbell and Sharma (2013) found decreased activation of auditory 

areas, such as the superior and middle temporal gyri, accompanied by increased 

activation in frontal cortical areas for hearing-impaired listeners relative to normal 

hearing listeners. Listeners listened passively to a repeated nonsense speech 

syllable, /ba/, whilst watching an unrelated silent, subtitled movie. Thus, 

increased activation of frontal cortical regions in hearing impaired listeners did 

not even require participants' attention, suggesting automaticity. This shift, even 

in the early stages of hearing loss, is consistent with a brain adapting to the 

presence of a consistent and persistent degradation in sensory information. The 

authors recommended that future research should focus on better understanding 
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the relationship between severity of cognitive re-allocation versus severity of 

hearing loss, and whether such re-organization can be reversed with improved 

audibility. NEORA quantifies this severity of hearing loss as increased ambiguity 

and the severity of the need for cognitive re-allocation as entropy. Sources of 

information available (e.g. vision, context) can be modelled in NEORA and 

evaluated in terms of their effectiveness in reducing this entropy, enabling 

researchers to subsequently investigate changes in the neural correlates of the 

different information sources. Significant for my own findings here, therefore, 

Campbell and Sharma (2014) found evidence of visual cross-modal re-

organisation at thresholds similar to Audiogram 𝐵 : recall that at this level of 

audibility NEORA mitigated signal ambiguity completely by recruiting visual 

information (Visemes). This simple illustration demonstrates how, by quantifying 

information degradation in terms of the SUI, NEORA can model conclusions that 

can be independently verified with a brain study. 

The second counter-argument against reduced audibility being good for the brain 

is that the brain’s information processing capacity is limited (Miller, 1956; Marois 

and Ivanoff, 2005; Christiansen and Chater, 2015; Joseph et al., 2016). When 

information is recruited from elsewhere, it affects resources available for other 

tasks. This is consistently demonstrated in dual-task paradigms (Tun, McCoy and 

Wingfield, 2009; Wu et al., 2014; Bruce et al., 2019). 

The third counter-argument is that information has an energy cost (Collell and 

Fauquet, 2015). Every bit of information added/deleted/changed within a system 

requires a minimum amount of energy known as the Landauer Limit (Bennett, 

2003; Bérut et al., 2012). This works out to be 0.69315kT joules per bit, where k 

is the Boltzmann Constant,62 T is the temperature in Kelvin.63 For example, 

audiogram 𝐷  predicts an additional 0.999214 × 0.69315 × (1.38 × 10−23) ×

310.05 joules of energy to process an average word over and above clinically 

normal hearing, 𝐴 . This is both the minimum additional energy requirement 

to recruit that additional information and the minimum energy shift from one part 

of the brain’s network to another. Since blood flow, carrying glucose and oxygen 

necessary for energy release, must match where this energy consumption is 

 
62 1.38 × 10−23 joules per Kelvin. 

63 In the brain, the temperature works out to be around 310.05 Kelvin (Wang et al., 2014). 
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needed in the brain (Howarth, Peppiatt-Wildman and Attwell, 2010) we have a 

causal information-driven mechanism for inducing change in the brain’s network 

connectivity in response to sensory degradation. 

NEORA predicts that this increased energy consumption will therefore shift away 

from single, highly selective perceptual domains such as audition towards areas 

of the brain capable of integrating information from multiple sources 

(environment, vision, audition, memory). Integrating information in the brain relies 

upon highly connected areas known as hubs (van den Heuvel and Sporns, 2013). 

These hubs are also particularly vulnerable in Alzheimer’s Disease and show 

marked amyloid-β deposition, a biomarker for the disease, at an early stage (de 

Haan et al., 2012). Might there be a causal relationship between a shift towards 

such hubs and the increased amyloid-β deposition? One such hub with increased 

amyloid-β deposition is the temporoparietal junction (Oh et al., 2016), an area 

that includes the supramarginal gyrus, which Prabhakaran et al. (2006) reported 

showed greater neural response for words with more competitors. NEORA 

predicts that reduced audibility will progressively increase this number of 

competitors, meaning we would expect to see even greater activity in this area. 

Normal audibility results in such competitors progressively inhibited as they fail 

to match (Magnuson et al., 2007), but decreased audibility means they continue 

to match, potentially uninhibited. The implications for such unresolved uncertainty 

for brain function remains to be investigated, though some researchers suggest 

that increased amyloid-β deposits may be the result of excessive local neural 

activity (Buckner, Andrews-Hanna and Schacter, 2008; de Haan et al., 2012; Oh 

et al., 2016; Yin et al., 2016), with several highlighting the metabolic energy 

implications for such increased activity, including potential inflammatory 

responses. There’s also evidence that the hyperphosphorylation of tau, another 

biomarker in Alzheimer’s Disease, may be due to a mechanism for depressing 

the metabolic rate, essentially to cool down the brain (Stieler et al., 2011). This 

would be consistent with a theory in which unresolved uncertainty, due to 

reduction in the distinctiveness of perceptual representations (measurable in 

bits), results in excessive local neural activity. Given that the brain is a 

thermodynamic system (Collell and Fauquet, 2015), as this system becomes less 

efficient at processing information it will generate more heat, and the brain will 

need mechanisms to maintain or restore itself to optimum operating temperature. 
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If a causal mechanism exists between reduced audibility and the biomarkers 

associated with Alzheimer’s disease, the relationship between unresolved 

uncertainty and metabolic activity seems a sensible starting point for future 

research. 

Increased local activity due to sensory degradation should not be considered 

peculiar to reduced audibility, however. Goh (2011) explains that reduction in the 

distinctiveness of perceptual representations may serve as a common cause for 

age-related changes across these different cognitive domains, noting that 

behavioural changes with aging are also associated with a reduction in the 

distinctiveness of cognitive representations. NEORA models this reduction in the 

auditory domain as loss of phoneme distinctiveness, resulting in a reduction of 

distinctiveness for mental representations, i.e. more representations match the 

same stimulus. Consider an example in which a listener consistently and 

repeatedly fails to differentiate between two phonemes, e.g. {N} and {K}. Neural 

imaging studies (Prabhakaran et al. (2006); Revill et al. (2008)) suggest that 

every time our listener hears ‘gnat’ or ‘cat’ the two associated semantic networks 

will get activated concurrently (Marslen-Wilson, 1987; Marslen-Wilson and 

Zwitserlood, 1989). With nothing to inhibit this aberrant activation, might there be 

an eventual merging of the two separate networks through long term potentiation 

(Lynch, 2004) that subsequently requires non-automatic differentiation by frontal 

regions (Davis and Johnsrude, 2007; Campbell and Sharma, 2013) to resolve the 

residual uncertainty (Huettel, Song and McCarthy, 2005; Yoshida and Ishii, 2006; 

Fuster, 2015)? In theories of ageing, this reduced selectivity or specialism of 

cognitive abilities, or cortical regions, to a specific class of stimuli is termed 

dedifferentiation (Goh, 2011; Wilson et al., 2012; Sleimen-Malkoun, Temprado 

and Hong, 2014; Maass et al., 2019). Whatever other reasons for such 

dedifferentiation, NEORA demonstrates a plausible causal mechanism for how it 

might arise through the auditory domain, quantifiable as information degradation 

using the SUI. The SUI may therefore be generalisable to other domains where 

loss of distinctiveness of perceptual representations is observed. 
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7.4 Future Research 

7.4.1 Introduction 

The motivation for this thesis was to investigate the plausibility of a causal link 

between reduced audibility and cognitive decline. I did so by modelling speech 

understanding in terms of a network of information available (NEORA) for 

choosing between alternatives, and developing a measurement (SUI) to quantify 

the change in available information when the distinctiveness of perceptual 

representations is degraded. We used this to trace a theoretical path to crucial 

biomarkers of cognitive decline, specifically dedifferentiation and the metabolic 

energy impact of unresolved uncertainty. The next phase of this research will be 

to test these theories by: 

i. Extending NEORA to model change over time, investigating whether 

NEORA displays changes to its network structure that match the neural 

correlates seen with ageing (Goh, 2011). 

ii. Developing speech material for behavioural experiments that test the 

prediction that metabolic energy requirements shift towards informational 

hubs in the brain—for example, those which correlate with known sites of 

tau and amyloid-β neuropathology in Alzheimer’s. 

 

7.4.2 Extending NEORA 

NEORA has focused here on single words, comparing average entropy increase 

per word when audibility is reduced. Whilst this has proved useful for 

demonstrating the relationship between increased ambiguity and information 

recruitment, everyday speech involves novel groupings of words which listeners 

get exposed to over many years. To model causal change in language networks 

over time, NEORA needs the capacity to process sentences and update its 

relationships based on its exposure to degraded speech. 

Sentences create additional sources of information based on syntax and the 

statistical probability of words occurring with one another in a sentence (Jurafsky 

and Martin, 2000). 
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Figure 7.2 Informational Sources within Sentence Structures 

Example of how a sentence contains additional information based on which words occur in the 

same sentence and their positional relationship relative to one another. 

These relationships act as additional constraints on possible alternatives when a 

word is ambiguous (Figure 7.2), as evidenced by sentence restoration when 

phonemes are obliterated with non-speech noise (Sivonen et al., 2006) and 

clozed (sic) sentences such as “All the guests had a very good …” in which the 

words [time, dinner, evening, meal] are more likely than [patient, life, son] (Block 

and Baldwin, 2010). Some words are more likely to occur together in the same 

context than others. ‘Ice’ is more likely to co-occur with ‘solid’ than ‘gas’, but far 

less likely to co-occur with ‘fashion’. The statistical relationships between words 

have been used to good effect in speech-to-text algorithms that guess unknown 

words using databases of words more likely to co-occur (Inui et al., 2010; Mikolov 

et al., 2013). 

Would these co-occurrence statistics change over time for listeners with reduced 

audibility? If a listener cannot distinguish ‘gnat’ from ‘cat’, does a word co-

occurring with both alternatives, such as ‘small’, get preferentially strengthened? 

NEORA will model these changes so the resulting network structure can be 

compared to existing behavioural and neurological data on cognitive decline. Goh 

(2011) describes several such studies quantifying age-related dedifferentiation in 

terms of changes to network connectivity resulting in less efficient information 

processing. Likewise, some dementias result in language pathologies known as 

aphasias (Bastiaanse and Thompson, 2012; Kemmerer, 2014; Mesulam et al., 

2014). The Moss Aphasia Psycholinguistics Project Database (Mirman et al., 

2010) provides responses from over 170 patients, covering a wide range of 

aphasia subtypes and severity. Would NEORA predict patterns of degeneration 

to language structure or lexical access reminiscent of specific aphasias? Most 
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people who experience hearing difficulties wait more than 10 years before 

intervention (Davis et al., 2007), so there is ample opportunity for activity-

dependent changes in connectivity through sensory degradation. This becomes 

especially relevant given that the underlying neuropathological mechanisms 

associated with Alzheimer’s begin a decade or more before the emergence of 

mild cognitive impairment (Sperling et al., 2011; Younes et al., 2019). By enabling 

NEORA to update itself based on ten years simulated speech activity, we have 

the opportunity to examine whether progressive changes within our own ideal 

listener’s network reflect progressive changes seen in some dementias. 

7.4.3 Developing test material 

NEORA can be used to create speech test material in which predicted information 

degradation for audiograms 𝐴 … 𝐹  is known in advance. To control for any 

cognitive decline resulting from ageing or pre-existing hearing loss, subjects with 

normal hearing will be tested. Their baseline performance will be measured 

behaviourally (speed, accuracy and consistency) and neurobiologically using 

timestamped fMRI that can be correlated with each phoneme and word within the 

test material. The acoustic signal is then degraded to simulate 𝐴 … 𝐹  and 

subjects’ performance re-assessed, controlling for carryover effects.64 

Responses are compared to NEORA’s predictions and to the baseline, enabling 

us to see which alternatives predicted by NEORA gets chosen and where the 

model needs adjustment. Any shift in brain regions as audibility is reduced can 

be mapped and correlated with NEORA’s predictions to relate severity of 

cognitive re-allocation in relation to severity of hearing loss (i.e. amount of 

ambiguity) (Campbell and Sharma, 2013). Finally, we investigate potential 

relationships between the additional areas recruited per audiogram to brain 

regions implicated in pre-clinical Alzheimer’s.  

A second experiment investigates whether semantic networks demonstrate the 

dedifferentiation predicted by NEORA. Here we’ll use a cross-modal priming 

paradigm (Gaskell and Marslen-Wilson, 1999) for stimulus words rendered 

 
64  NEORA contains word frequencies, lexical neighbours etc. that enable equivalent sentences to be constructed for sufficient for each 

audiogram condition. Sentence allocation to different audiogram conditions can then be randomised to ensure an even distribut ion across 

subjects but such that each subject only hears the same sentence once regardless of condition. Variability in responses across subjects 

and sentences can then be averaged out to generate performance scores for each sentence. 
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ambiguous by a simulated hearing loss to measure response time to probe words 

associated with either network. Normally, an auditory stimulus such as “dog” 

would render a quicker response for an associated visual probe word such as 

“cat” than it would for “lighthouse”. However, if “dog” is confused with “fog”, 

“lighthouse” may be equally activated. If ambiguous words are found to activate 

multiple (normally separate) networks, and if these activations remain longer in 

memory than for unambiguous words, it may shed light on whether information 

degradation leads to unresolved uncertainty resulting in excessive local activity—

though whether such excessive activity serves as a precursor to the 

neuropathological biomarkers seen in Alzheimer’s disease (Buckner, Andrews-

Hanna and Schacter, 2008; de Haan et al., 2012; Oh et al., 2016; Yin et al., 2016) 

must remain a question for further investigation. 

 

7.5 Concluding remarks 

NEORA applies information theory and network science to speech 

understanding, representing it as a coherent state that emerges when no 

additional information is required, no information is superfluous, and no 

information conflicts. Whilst incoherence remains, listeners must recruit 

information from elsewhere until they can choose between alternatives. Reduced 

audibility results in a degradation of the distinctiveness of perceptual 

representations which disrupts the 1:1 mapping between a speaker and listener’s 

mental representations, i.e. more cognitive representations match the same 

sensory stimulus. 

I proposed here three consequences of this loss of perceptual/cognitive 

selectivity with reduced audibility. Firstly, processing shifts away from purely 

auditory regions of the brain to hubs that integrate multisource information. 

Secondly, neural dedifferentiation increases as multiple cognitive networks get 

repeatedly and indiscriminately co-activated in response to increasingly 

ambiguous stimuli. Thirdly, unresolved ambiguity results in excessive local neural 

activity with implications for metabolic energy consumption. Together these 

changes represents a plausible, information-driven mechanism for a causal 

relationship between hearing loss and cognitive decline, amenable to behavioural 
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and neurological investigation, and quantifiable using the Speech Understanding 

Index.
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Appendix 1: Predicting Understanding from the 

Speech Intelligibility Index (SII) 

Can the structure of speech (see 6.2) be used to predict a person’s speech 

understanding based on the proportion of words affected when we remove 

phonemes according to their audiogram configuration? Audiologists already use 

a measure to predict speech understanding from an audiogram called the Speech 

Intelligibility Index (SII) (French and Steinberg, 1947; Pavlovic, 1987; ANSI, 

1997), but it’s derived differently, using the Long Term Average Speech Spectrum.  

Each frequency (e.g. 2000 Hz) that makes up speech has a particular intensity 

(e.g. 50 dB SPL) at a particular point in time (see Figure 4.3), which can be 

averaged out over an arbitrary period of time (e.g. 30 seconds) to create a Long 

Term Average Speech Spectrum (LTASS) (Byrne et al., 1994). The SII is derived 

from splitting this LTASS into 21 frequency bands, each weighted according to 

their contribution to the intensity of the spectrum and their importance to speech 

intelligibility based on different speech test material. A person’s audiogram can 

then be used to calculate how much of each frequency band is available to a 

listener. The bands are then summed to give a value between 0 and 1, where 1 

means they have full access to the sounds that make us speech, and 0 means 

that they have no access. Table 6.1 shows the SII for the audiograms 𝐴 … 𝐹 .  

Because the SII measures the proportion of speech available to a listener based 

on their audiogram, we need to subtract the SII from 1 to give us the unavailable 

proportion. We can now compare this proportion (1-SII) to the proportion of 

phonemes compromised in the Lexicon and Corpus for the same audiograms. 
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Figure A1 

 

We see in Figure A1 that the SII generally underestimates the proportion of 

speech compromised by removing phonemes from the Lexicon, but 

overestimates for the Corpus. Given the different methodology for calculating SII 

compared to counting the proportion of phonemes affected (here), and given the 

limitations of using an audiogram to select which phonemes will be affected, it is 

encouraging to note that the SII falls roughly between the two, possibly 

suggesting that the SII is an average between pure acoustic information within 

speech and psycholinguistic information, such as frequency of word occurrence.  

In other words, if an audiologist calculates the SII for an audiogram and it comes 

to 50%, that equates to roughly 75% of the lexicon being affected but 25% of the 

corpus. This correlation is far from precise, but may prove a useful rule of thumb 

for explaining how speech understanding differs when context and familiarity are 

taken into consideration.
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Appendix 2: Phoneme to Viseme Mappings 

Some lip-reading studies use IPA whilst others use ARPABET (see 5.4.2), 

therefore Bear and Harvey (2017) converted them all to IPA for consistency when 

comparing them. Our own purposes required conversion to ARPABET, which 

sometimes involved going back to the original source to cross-reference the 

symbol used, e.g. Lander (2000). Where I have been unable to reconcile Bear & 

Harvey with the original, I have adopted the original. The publications listed here 

vary in format and quality. Some represent behavioural experiments, whilst others 

may be handbooks used in teaching lipreading or machine learning experiments; 

there’s even a web tutorial on animation (Lander, 2000).  

Table A2.1  Phoneme-to-Viseme Mappings (Consonants) 

Ref Publication 

Consonant Groupings by  
Visual Appearance 

Number  
of 

Viseme 
Groups Bear & Harvey ARPABET 

A 

Binnie, 
Jackson, and 
Montgomery 

(1976) 
 

Behavioural 
study 

{p, b, m} 
{f, v} 
{θ, ð} 
{ʃ, ʒ} 
{k, g} 
{w} 
{r} 

{l, n} 
{t, d, s, z} 

{P, B, M} 
{F, V} 

{TH, DH} 
{SH, ZH} 

{K, G} 
{W} 
{R} 

{L, N} 
{T, D, S, Z} 

9 

B 

Bozkurt et al. 
(2007) 

 
Hidden 

Markov Model 
machine 
learning 

{g,  ɦ, k, ŋ } 
{l, d, n, t} 

{s, z} 
{t ʃ, ʃ, dʒ, ʒ} 

{θ,  ð} 
{r} 

{f, v} 
{p, b, m} 

{G, –, K, NG} 
{L, D, N, T} 

{S, Z} 
{CH, SH, ZH, Z} 

{TH, DH} 
{R} 

{F, V} 
{P, B, M} 

8 

C 

Lander (2000) 
 

Animation 
Tutorial 

{p, b, m} 
{w} 

{f, v} 
{θ} 
{l} 

{d, t, z, s, r, n} 
{ʃ, tʃ, j, –} 
{y, g, k, ŋ} 

{P, B, M} 
{W} 

{F, V} 
{TH} 
{L} 

{D, T, Z, S, R, N} 
{SH, CH, JH, ZH} 

{Y, G, K, NG} 

8 
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D 

Finn and 
Montgomery 

(1988) 
 

Optical 
Recognition 
Algorithm 

 

{p, b, m} 
{θ, ð} 
{w, s} 

{k, h, g} 
{ʃ, ʒ, tʃ, j} 

{y} 
{z} 
{f} 
{v} 

{t, d, n, l, r} 

{P, B, M} 
{TH, DH} 

{W, S} 
{K, HH, G} 

{SH, ZH, CH, JH} 
{Y} 
{Z} 
{F} 
{V} 

{T, D, N, L, R} 

10 

E 

(Fisher, 1968) 
 

Behavioural 
study 

{k, g,  ŋ , m} 
{p, b} 
{f, v} 

{ʃ,  ʒ, dʒ, tʃ} 
{t, d, n, θ, ð, z, s, r, 

l} 

{K, G, NG, M} 
{P, B} 
{F, V} 

{SH, ZH, JH, CH} 
{T, D, N, TH, DH, Z, S, 

R, L} 

5 

F 

Franks and 
Kimble (1972) 

 
Behavioural 

study 

{p, b, m} 
{f} 

{r, w} 
{ʃ, dʒ, tʃ} 

{P, B, M} 
{F} 

{R, W} 
{SH, JH, CH} 

4 

G 

Hazen, 
Saenko, C. H. 

La, et al. 
(2004) 

 
Hidden 

Markov Model 
machine 
learning 

{l} 
{r} 
{y} 

{b, p} 
{m} 

{s, z, h} 
{tʃ, dʒ, ʃ, ʒ} 

{t, d, θ, ð, g, k} 
{ŋ} 

{f, v} 

{L} 
{R} 
{Y} 

{B, P} 
{M} 

{S, Z, HH} 
{CH, JH, SH, ZH} 

{T, D, TH, DH, G, K} 
{NG} 
{F, V} 

10 

H 

Heider and 
Heider (1940) 

 
Behavioural 

study 

{p, b, m} 
{f, v} 
{k, g} 

{ʃ, tʃ, dʒ} 
{θ} 

{n, t, d} 
{l} 
{r} 

{P, B, M} 
{F, V} 
{K, G} 

{SH, CH, JH} 
{TH} 

{N, T, D} 
{L} 
{R} 

8 

I 

Jeffers and 
Barley (1980) 

 
Lip reading 

manual 

{f, v} 
{r, q, w} 
{p, b, m} 

{θ, ð} 
{tʃ, dʒ,  ʃ, ʒ} 

{s, z} 
{d, l, n, t} 
{g, k, ŋ} 

{F, V} 
{R, –, W} 
{P, B, M} 
{TH, DH} 

{CH, JH, SH, ZH} 
{S, Z} 

{D, L, N, T} 
{G, K, NG} 

8 



Appendix 2: Phoneme to Viseme Mappings 

 161 Curtis J. Alcock 

J 

Kricos and 
Lesner (1982) 

 
Behavioural 

study 

{p, b, m} 
{f, v} 
{w, r} 

{t, d, s, z} 
{k, n, j, h, ŋ, g} 

{l} 
{θ, ð} 

{ʃ, ʒ, tʃ, dʒ} 

{P, B, M} 
{F, V} 
{W, R} 

{T, D, S, Z} 
{K, N, Y, H, NG, G} 

{L} 
{TH, DH} 

{SH, ZH, CH, JH} 

8 

K 

Lee and Yook 
(2002) 

 
Hidden 

Markov Model 
machine 
learning 

{d, t, s, z, θ, ð} 
{g, k, n, ŋ, l, y, ɦ} 

{dʒ, tʃ, ʃ, ʒ} 
{r, w} 
{f, v} 

{p, b, m} 

{D, T, S, Z, TH, DH} 
{G, K, N, NG, L, Y, –} 

{JH, CH, SH, ZH} 
{R, W} 
{F, V} 

{P, B, M} 

6 

L 

Neti et al. 
(2000) 

 
Audiovisual 

speech 
recognition 
workshop 

{l, r, y} 
{s, z} 

{t, d, n} 
{ʃ, ʒ, dʒ, tʃ} 
{p, b, m} 

{ŋ, k, g, w} 
{f, v} 
{θ, ð} 

{L, R, Y} 
{S, Z} 

{T, D, N} 
{SH, ZH, JH, CH} 

{P, B, M} 
{NG, K, G, W} 

{F, V} 
{TH, DH} 

8 

M 

Nitchie (1912) 
 

Lipreading 
manual 

{p, b, m} 
{f, v} 

{ɯ, w} 
{r} 

{s, z} 
{ʃ, ʒ, tʃ, j} 

{θ} 
{l} 

{k, g, ŋ} 
{ɦ} 

{t, d, n} 
{y} 

{P, B, M} 
{F, V} 
{–, W} 

{R} 
{S, Z} 

{SH, ZH, CH, JH} 
{TH} 
{L} 

{K, G, NG} 
{–} 

{T, D, N} 
{Y} 

10 (11) 

N 

Walden et al. 
(1977) 

 
Behavioural 

study 

{p, b, m} 
{f, v} 
{θ, ð} 
{ʃ, ʒ} 
{w} 

{s, z} 
{r} 
{l} 

{t, d, n, k, g, j} 

{P, B, M} 
{F, V} 

{TH, DH} 
{SH, ZH} 

{W} 
{S, Z} 

{R} 
{L} 

{T, D, N, K, G, –} 

9 
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O 

Woodward 
and Barber 

(1960) 
 

Behavioural 
study 

 

{p, b, m} 
{f, v} 

{w, r, ɯ} 
{t, d, n, l, θ, ð, s, z, 

tʃ, 
  dʒ, ʃ, ʒ, j, k, g, h} 

{P, B, M} 
{F, V} 

{W, R, –} 
{T, D, N, L, TH, DH, S, 

Z, CH, 
JH, SH, ZH, –, K, G, 

HH} 

4 

When no equivalent between Bear and Harvey and ARPABET  
exists this has been marked with a – 

7.6 
groups 

 

Table A2.2  Phoneme-to-Viseme Mappings (Vowels) 

Ref Publication 

Consonant Groupings by Visual 
Appearance 

Number  
of 

Viseme 
Groups Bear & Harvey ARPABET 

P 

Bozkurt et al. 
(2007) 

 
Hidden 

Markov Model 
machine 
learning 

{ei, ʌ} 
{e, æ} 

{ɜ} 
{i, ɪ, ə, y} 

{ɑʊ} 
{ɔ, ɑ, ɔɪ, əʊ} 

{u, ʊ, w} 

{AY, AH} 
{EY, EH, AE} 

{ER} 
{IY, IH, [AX, AXR], Y} 

{AW} 
{AO, AA, OY, OW} 

{UW, UH, W} 

7 

Q 

Lander (2000) 
 

Animation 
Tutorial 

{ʊ, h} 
{ɛə, i, ai, e, ʌ}65 

{u} 
{ –, [ʊə, ɔ, ɔə]}66 

{UH, HH} 
{IY, IH}, {EY, EH, AH} 

{UW} 
{(AE), AO} 

5 

R 

Hazen, 
Saenko, C. H. 

La, et al. 
(2004) 

 
Hidden 

Markov Model 
machine 
learning 

{ɑʊ, ʊ, u, əʊ, ɔ, 
w, ɔɪ} 
{ʌ, ɑ} 

{æ, e, ai, ei} 
{ə, ɪ, i} 

{AW, UH, UW, OW, AO, W, 
OY} 

{AH, AA} 
{AE, EH, AY, EY} 

{AX, IH, IY} 

4 

S 

Jeffers and 
Barley (1980) 

 
Lip reading 

manual 

{ɑ, æ, ʌ, ai, e, 
ei, i, ɔ, ə, ɪ} 

{ɔɪ, ɔ} 
{ɑʊ} 

{ɜ, əʊ, ʊ, u} 

{AA, AE, AH, AY, EH, EY, 
IY, AO, AX, IH} 

{OY, AO} 
{AW} 

{ER, OW, UH, UW} 

4 

 
65 Bear and Harvey (2017) appear to have merged two distinct groups from Lander (2014) 

66 Bear & Harvey (2017) do not appear to have listed an equivalent for the {AE} grouped with {AO} in Lander (2014). 
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T 

Lee and Yook 
(2002) 

 
Hidden 

Markov Model 
machine 
learning 

{i, ɪ} 
{e, ei, æ} 

{ɑ, ɑʊ, ai, ʌ} 
{ɔ, ɔɪ, əʊ} 

{ʊ, u} 

{IY, IH} 
{EH, EY, AE} 

{AA, AW, AY, AH} 
{AO, OY, OW} 

{UH, UW} 

5 

U 

Montgomery 
and Jackson 

(1983) 
 

Optical 
Recognition 
Algorithm 

 

{i, ɪ} 
{e, æ, ei, ai} 

{ɑ, ɔ, ʌ} 
{ʊ, ɜ, ə} 

{ɔɪ} 
{ɑʊ, əʊ} 

{u} 

{IY, IH} 
{EH, AE, EY, AY} 

{AA, AO, AH} 
{UH, ER, AX} 

{OY} 
{AW, OW} 

{UW} 

7 

V 

Neti et al. 
(2000) 

 
Audiovisual 

speech 
recognition 
workshop 

{ɔ, ʌ, ɑ, ɜ, ɔɪ, 
ɑʊ, ɦ} 

{u, ʊ, əʊ} 
{æ, e, ei, ai} 

{ɪ, i, ə} 

{AO, AH, AA, ER, OY, AW, 
–} 

{UW, UH, OW} 
{AE, EH, EY, AY} 

{IH, IY, AX} 

4 

W 

Nitchie (1912) 
 

Lipreading 
manual 

{uw} 
{ʊ, əʊ} 
{ɑʊ} 

{i, ʌ, ay} 
{iy, æ} 
{e, ɪə} 

{u} 
{ə, ei} 

{UW} 
{UH, OW} 

{AW} 
{IY, AH, AY} 

{IY, AE} 
{EH, IH} 

{UW} 
{AX, EY} 

8 

When no equivalent between Bear and Harvey and ARPABET  
exists this has been marked with a – 

5.5 
groups 
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Appendix 3: Modelling Semantic Networks  

Building computer-based semantic networks is no easy task, though several 

attempts have been made over the years, focused primarily on equipping 

computers to make human-like decisions or inferences from language. One of 

the most successful approaches, known as word-embeddings, uses machine-

learning to build vectors for words based on their similarity to other words within 

large corpuses of text  containing over a billion words. Similarity is based on which 

words are likely to occur with one another, so ‘ice’ will be more likely to co-occur 

with ‘solid’ than ‘gas’, but far less likely to co-occur with ‘fashion’ (Inui et al., 2010; 

Mikolov et al., 2013). Such algorithms are proving to be extremely efficient and 

effective in computer areas such as speech-to-text, sentiment analysis and 

contextual searches. By converting words and their relationships into numbers, 

word embeddings allow algebra to be performed on words, so that ‘king - man + 

woman = queen’ and ‘Paris - France + Italy = Rome’ (Mikolov et al., 2013; 

Pennington, Socher and Manning, 2014). 

Whilst such algorithms succeed by exploiting a computer’s affinity for statistical 

analysis, other approaches attempt to capture the relationship between words by 

asking humans. The University of South Florida Free Association Norms (‘Florida 

Norms’) contain over 72,000 word pairs, collected for 5,019 stimulus words from 

over 6,000 participants (Nelson, McEvoy and Schreiber, 2004). Participants were 

given a word, such as ‘book’, then asked to write down the first word that 

meaningfully sprung to mind (e.g. ‘read’). The more participants that 

independently gave the same response, the more strongly the association is 

weighted. This makes it an ideal candidate for NEORA’s semantic network. 

However, there is a caveat. Firstly, CMU contains 124,999 distinct Orthowords, 

including some proper nouns and different forms of the same lexeme (so ‘runs’, 

‘run’ and ‘ran’ are counted separately, even though they are different forms of the 

same word). By contrast, the Florida Norms has a lexicon of 10,618 words, 

representing 8.49% of the CMU; only 5,018 of these (4.01%) are used as stimuli. 

Unlike CMU, the Florida Norms generally does not include multiple forms, so ‘run’ 

is included, but not ‘runs’. In conclusion, the Florida Norms are unsuitable as the 

basis for a semantic network, but will provide a useful tool within NEORA for 
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predicting priming effects when audibility is reduced. Predictions can 

subsequently be compared to the results of behavioural testing (see 7.4.3) to see 

which semantic networks are get activated (see 7.3.5 and Figure 7.1). 

Two other projects have sought to gather responses from human subjects based 

on word associations. The first, Verbosity (Von Alu, Kedia and Blum, 2006), was 

an online game launched in 2006 involving two players. The first player had to 

convey a secret word (e.g. ‘laptop’) by filling in the gaps of clue templates (e.g. 

“contains a keyboard”). By gamifying the data collection, the researchers were 

able to gather 7,871 facts from 267 players in the space of a week; by 2010 

Verbosity had been played by over 30,000 players resulting in 448,339 usable 

associations (Speer, Havasi and Surana, 2010). The benefit of a two-player game 

is that it captures a sense of shared knowledge, or grounding, a fundamental 

foundation for understanding between two people and therefore crucial to speech 

understanding (Clark and Brennan, 1991). The second project, the Open Mind 

Common Sense (OMCS) project, collected over 700,000 sentences contributed 

from over 14,000 online collaborators. In 2004 the OMCS sentences were used 

to automatically extract 300,000 concepts and 1.6 million binary-relational 

knowledge assertions as a foundation for a new semantic database called 

ConceptNet (Liu and Singh, 2004), a tool-kit designed for natural language 

processing and text-reasoning tasks. In 2010 ConceptNet was extended to 

integrate the data from Verbosity (Speer, Havasi and Surana, 2010). 

ConceptNet uses ‘triplets’ – subject, predicate, object – to build knowledge 

graphs that adhere to the Resource Description Framework (RDF), a universal 

data structure that allows information to be merged from across disparate online 

resources such as encyclopaedias and dictionaries (Klyne, Carroll and McBride, 

2014). Together they form a giant, interconnected semantic web, as envisioned 

by Tim Berners-Lee (Shadbolt, Hall and Berners-Lee, 2006; Zaveri et al., 2017). 

Examples of triplets are shown in Table A3.1. 
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Table A3.1  Examples of Triplets Used to Create Knowledge Graphs 

Subject Predicate Object 

dogs FIGHT cats 

cats SEE_IN dark 

dark IS_DISTINCT_FROM light 

light IS_A particle and wave 

 

ConceptNet 5.7 incorporates multilingual data from multiple sources including 

WordNet, OMCS, Verbosity and Wiktionary, with weightings assigned according 

to the strength of each assertion (or relationship) (Speer, Chin and Havasi, 2016). 

Because ConceptNet draws on these independent sources, weightings “are 

determined fairly ad-hoc”67 and not cross-compatible across sources. Weightings 

drawn from WordNet, for example, are uniformly 2.0, and therefore essentially 

unweighted. Conversely, OMCS and Verbosity assertions are weighted according 

to how many people made the same assertion, which makes it potentially useful 

for prioritising semantic information according to activation strength. ConceptNet 

also offers its own word embeddings called NumberBatch to describe the strength 

of a relationship numerically between two words. 

To map these associations in NEORA I created a script that iterated through the 

Lexicon and created a link between each word in the Lexicon and, using 

ConceptNet’s web API, any word associated with that word in ConceptNet. The 

NumberBatch strength of the association was set as a property on the newly 

created link. This provides NEORA with a semantic network, weighted by the 

strength of each association. NumberBatch weightings are calculated by 

ConceptNet on the fly, which means that an association strength between every 

word in NEORA can theoretically be calculated, given enough time and 

processing power. 

An example of words related to “understanding” is shown in Table A3.2. 

  

 
67 https://github.com/commonsense/conceptnet5/issues/152 
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Table A3.2  Words related to “understanding” in NEORA 

Associated Word Weight 

comprehension 0.715 

understand 0.595 

knowing 0.543 

comprehend 0.517 

knowledge 0.47 

sympathy 0.404 

grasp 0.376 

compassion 0.369 

cognition 0.364 

misunderstanding 0.314 

agreement 0.306 

differences 0.301 

learning 0.278 

reconciliation 0.25 

intelligence 0.248 

perceptive 0.224 

judgement 0.17 

contract 0.158 

reason 0.155 

emotional 0.136 

pact 0.136 

opinion 0.135 

outlook 0.132 

infer 0.13 

assimilation 0.128 

mental 0.108 

subjective 0.04 

informal 0.024 
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