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The identification of multiple signals at individual loci could explain additional phenotypic variance (‘missing her-
itability’) of common traits, and help identify causal genes. We examined gene expression levels as a model trait
because of the large number of strong genetic effects acting in cis. Using expression profiles from613 individuals,
we performed genome-wide single nucleotide polymorphism (SNP) analyses to identify cis-expression quantitat-
ive trait loci (eQTLs), and conditional analysis to identify second signals. We examined patterns of association
when accounting for multiple SNPs at a locus and when including additional SNPs from the 1000 Genomes
Project. We identified 1298 cis-eQTLs at an approximate false discovery rate 0.01, of which 118 (9%) showed evi-
dence of a second independent signal. For this subset of 118 traits, accounting for two signals resulted in an aver-
age 31% increase in phenotypic variance explained (Wilcoxon P < 0.0001). The association of SNPs with cis gene
expression could increase, stay similar or decrease in significance when accounting for linkage disequilibrium
with second signals at the same locus. Pairs of SNPs increasing in significance tended to have gene expression
increasing alleles on opposite haplotypes, whereas pairs of SNPs decreasing in significance tended to have gene
expression increasing alleles on the same haplotypes. Adding data from the 1000 Genomes Project showed that
apparently independent signals could be potentially explained by a single association signal. Our results show
that accounting for multiple variants at a locus will increase the variance explained in a substantial fraction of
loci, but that allelic heterogeneity will be difficult to define without resequencing loci and functional work.

INTRODUCTION

Genome-wide association studies (GWAS) have identified
many novel associations between common variants and

traits. However, the amount of phenotypic variance
explained by these variants remains smaller than that pre-
dicted from heritability estimates. The presence of multiple
association signals at individual loci, possibly as a result of
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allelic heterogeneity, may explain additional phenotypic
variation of common traits, and therefore account for some
of the ‘missing heritability’. Allelic heterogeneity is
defined as the presence of multiple alleles that act through
one gene to influence a trait. Until recently, few GWAS
had performed conditional and multivariable analyses to
test the possibility that multiple independent common var-
iants at a locus were associated with a trait. Exceptions
include recent studies of height (1), Parkinson’s disease
(2) and fetal haemoglobin levels (3) and two studies of cis
expression loci (4,5).

Allelic heterogeneity can be difficult to define for two
main reasons. First, variants at the same locus tend to be
correlated to varying degrees due to linkage disequilibrium
(LD). At any one locus, this correlation often results in
the association of many single nucleotide polymorphisms
(SNPs) with the trait of interest. Usually, only the SNP
with the strongest evidence of association is included to rep-
resent a new finding, and other SNPs are not considered
independently associated if they are within a certain dis-
tance or correlated with the lead SNP above a certain r2

threshold. Secondly, even if two SNPs in the same region
are identified as independently associated with a trait, it is
difficult to prove that they act on the same gene.

As well as potentially explaining additional phenotypic
variation, more detailed analysis of loci identified by GWAS
is important for a second reason—the identification of
additional alleles at a locus may help identify the causal
gene in the region. An example is the association between
common SNPs at the IFIH1 region and type 1 diabetes. Rese-
quencing of genes in the region identified several low-
frequency IFIH1 coding variants independently associated
with type 1 diabetes (6), strongly suggesting that the
common SNP acts through IFIH1 rather than another gene
in that region.

To help understand the extent to which multiple signals at
the same loci, possibly as a result of allelic heterogeneity,
could contribute to common traits we used cis gene expression
levels. Several GWAS have identified many expression quan-
titative trait loci (eQTLs) (4,7–11). There are several advan-
tages to using gene expression levels to test allelic
heterogeneity. First, eQTLs tend to have relatively strong phe-
notypic effects—especially cis-eQTLs (a variant that influ-
ences expression levels of a closely linked gene). Secondly,
a large proportion of genes have cis-eQTLs. Thirdly, if ana-
lyses are limited to cis-eQTL associations, then the problem
of identifying the causal gene at a locus is largely
eliminated—SNPs associated with expression levels of a
nearby gene are most likely to be acting directly on that
gene. In contrast, some features of the genetics of cis gene
expression levels may not be representative of common
traits—most notably cis-effects could predominate the
polygenic component.

We performed a cis-eQTL analysis using 613 individuals
from the InCHIANTI study from whom fresh whole blood
mRNA was available as well as genome-wide SNP data. We
tested the hypothesis that multiple signals at known loci
would explain more phenotypic variation and attempted to
identify patterns of association consistent with allelic hetero-
geneity using cis gene expression phenotypes.

RESULTS

Identification of cis-SNPs in 1298 loci

We defined a cis-SNP as a SNP 1 Mb+ of a probe’s start site.
Using this definition, and based on HapMap-imputed geno-
typed data, we identified 1298 probes with at least one
cis-SNP at P , 1 × 1026 [approximate false discovery rate
(FDR),1.0%]. We termed the most strongly associated SNP
at each cis-signal the ‘Index HapMap SNP’.

Conditional analysis identifies 118 (9%) cis-eQTLs
with evidence of a second signal

We repeated the association analysis for each of the relevant
1298 probes, but conditioned each on the Index HapMap
SNP. We found evidence of a second signal for 118 (�9%)
probes (113 separate loci), based on P , 1 × 1026 (approxi-
mate FDR �1%). We termed this SNP the ‘Second HapMap
SNP’.

Multivariable analyses explain additional phenotypic
variance in loci with evidence of second signals

For each of the 118 probes with evidence of a second signal,
we next tested the hypothesis that including SNPs representing
both signals would explain more of the variance in the relevant
gene expression trait. For each probe, we calculated the var-
iance in cis gene expression explained by both SNPs and com-
pared this figure to the variance explained by the Index
HapMap SNP alone. We used a model that included both
the Index HapMap SNP and the Second HapMap SNP as inde-
pendent variables and the relevant cis gene expression levels
as the dependent variable. This multivariable model provides
an estimate of the effect of each SNP when taking into
account any correlation (due to LD or interaction) with the
other. For all 118 loci, including both SNPs increased the phe-
notypic variance explained compared with the single Index
SNP (Supplementary Material, Table S1). The average pheno-
typic variance explained by the Index SNP alone was 17.5%
(range: 3.8–63.9%) and this figure rose to 22.9% (range:
8.3–66.4%) when accounting for both SNPs and the corre-
lation between them, an average increase of 31% (Wilcoxon
P , 0.0001).

Testing two SNPs in the same statistical model increases,
decreases or changes very little their strength of
association compared with analyses of single SNPs

For the 118 probes with evidence of a second signal, we
observed that the strength of association of the Second
HapMap SNP at each cis-eQTL locus could increase, decrease
or stay very similar when accounting for the LD with the
Index HapMap SNP. Examples of the Second HapMap
SNPs that increased the most (‘jumpers’), reduced the most
(‘fallers’) and changed the least (‘stickers’) after accounting
for the correlation with the Index HapMap SNP are shown
in Figure 1 and Table 1. The differences in association stat-
istics between the one-SNP (univariable) and two-SNP (multi-
variable) analyses were highly correlated to the extent of LD
between the two SNPs—association statistics changed least
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Figure 1. Effects of including two associated cis-eQTL SNPs in multivariable analyses. Plots show position of SNPs on the X-axis and –log10 P-values for association
with cis gene expression on the Y-axis. The red diamonds represent the individual (univariable) statistics for the Index HapMap SNP and the second HapMap SNP. The
two green diamonds represent the associations of the same two SNPs when accounting for the correlation between the two SNPs using a multivariable model. Esti-
mated haplotype effects are shown underneath each plot, where ‘2’ represents an allele associated with increased gene expression, and ‘1’ represents an allele associ-
ated with reduced gene expression. Alleles on haplotypes are ordered by chromosomal position. (A and B) Examples of ‘jumpers’, pairs of SNPs that both increase in
significance in the multivariable compared with univariable models at the FN3KRP and STAT6 loci, respectively. (C and D) Examples of ‘stickers’, pairs of SNPs that
remain very similar in significance in the multivariable compared with univariable models at the GNLY and CPVL loci, respectively. (E and F) Examples of ‘fallers’,
pairs of SNPs that both reduce in significance in multivariable compared with univariable models at the C17ORF97 and TIMM10 loci, respectively.
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when LD between SNPs was weakest (Fig. 2, and Supplemen-
tary Material, Table S2 and Fig. S1).

To test why some second HapMap SNPs would increase in
significance, some decrease and some stay very similar, we
performed haplotype analyses. For each of the 118 probes,
we calculated associations between haplotypes formed by
the two SNPs and cis gene expression levels. Examples of
these two-SNP haplotypes are shown in Figure 1, where ‘2’
represents an allele associated with increased gene expression,
and ‘1’ represents an allele associated with reduced gene
expression. We observed two types of haplotype. First, we
observed haplotypes where the two alleles associated with
increased gene expression tended to occur on opposite haplo-
types. These ‘1–2’ or ‘2–1’ haplotypes were most common in
the ‘jumping’ SNPs because a multivariable analysis will
adjust for the cancelling out effect of the other SNP. Secondly,
we observed haplotypes where the two alleles associated with
increased gene expression tended to occur on the same haplo-
type. These ‘2–2’ haplotypes were most common among the
‘falling’ SNPs because multivariable analysis will adjust for
the correlated effect of the other SNP. ‘Sticking’ SNPs
tended to have more of a mixture of both forms of haplotype
(as expected due to the lower LD between them).

Allelic heterogeneity or one variant explains all?

The identification of a second signal at P , 1 × 1026 after
conditioning on the Index HapMap SNP does not necessarily
mean there are two independent signals. It is possible that
two apparently independent signals are tagging a third,
unknown, variant. To investigate this possibility, we
re-analysed the 118 probes with evidence of two signals
using a denser set of SNPs—those imputed from the 1000
Genomes Project. We compared cis-eQTL association results
based on HapMap-imputed data with those from 1000
Genomes Project imputed data. We termed the most strongly
associated SNP from the 1000 Genome project the ‘1000G
SNP’. We used this approach to test the proof of principle
that previously untyped ‘novel’ variants could potentially
explain two apparently independent association signals.

Adding 1000 Genomes imputed data to the 118 probes with
evidence of two signals resulted in a range of patterns of
association. For most probes, the evidence for two signals
remained strong, but we also observed probes where including
the most strongly associated 1000 Genomes SNP appeared to
appreciably reduce the evidence for two independent signals.
Examples of how association statistics change for the probes

Table 1. Examples of single (univariable) and two-SNP (multivariable) association statistics in loci with evidence of two signals

Gene Index HapMap
SNP

Second
HapMap SNP

Index HapMap P
Univariable

Index HapMap P
Multivariable

Second HapMap P
Univariable

Second HapMap P
Multivariable

Index SNP—
Second SNP r2

Jumpers
FN3KRP rs2243523 rs11869249 4.56E235 2.32E255 4.96E205 1.16E225 0.14
BTNL3 rs4700774 rs4444930 1.85E286 5.92E2103 4.63E205 5.29E222 0.03
LPCAT2 rs883180 rs2287072 1.91E2102 2.83E2116 0.89 1.05E215 0.11
DHRS1 rs10134537 rs4568 8.75E224 1.62E236 0.54 1.81E214 0.26
PRMT2 rs2070435 rs11910707 3.26E228 9.07E239 2.89E208 5.59E219 0.06
STAT6 rs324015 rs2035545 1.05E231 3.26E242 8.76E211 2.03E221 0.03
KRT72 rs626758 rs681812 1.27E232 2.75E242 0.08 5.66E212 0.11
HOXB2 rs1042815 rs1553748 5.61E272 1.38E281 0.32 1.43E211 0.05
IRF5 rs10229001 rs17424921 1.38E2137 7.30E2147 0.98 3.89E211 0.05
RNASE2 rs11156734 rs4982386 4.77E223 2.71E232 9.04E204 2.75E213 0.08

Stickers
GNLY rs12151742 rs1866138 1.56E220 1.66E220 3.97E209 4.05E209 0.00
SUPT3H rs9395049 rs7773444 3.09E208 2.51E208 1.01E206 8.15E207 0.00
CA2 rs2930553 rs2548281 4.32E209 2.79E209 2.43E207 1.56E207 0.00
KLHL5 rs10021255 rs2060005 3.80E211 2.20E211 2.11E207 1.20E207 0.00
EHD4 rs17686769 rs8034944 2.41E209 5.74E209 7.88E208 1.88E207 0.00
C17ORF60 rs6504230 rs16947956 3.78E217 9.04E217 2.97E208 6.97E208 0.00
NSFL1C rs6105165 rs6079325 9.75E225 2.77E224 5.35E209 1.46E208 0.01
PLA2G7 rs9472830 rs10081169 3.74E210 1.10E209 3.91E209 1.15E208 0.00
RSPH3 rs12207795 rs9457532 7.95E215 3.67E214 1.83E208 8.46E208 0.00
CPVL rs1052200 rs12700939 1.71E215 3.66E216 5.99E212 1.26E212 0.00

Fallers
C17ORF97 rs6565724 rs8077538 2.59E283 1.82E257 1.86E238 1.65E212 0.21
TIMM10 rs2729371 rs2955849 9.26E280 5.35E257 4.90E237 3.36E214 0.16
ZP3 rs17718122 rs11505688 4.31E2127 4.72E2106 1.22E229 1.65E208 0.15
NAAA rs11732759 rs11934638 1.19E248 5.66E234 3.91E240 1.90E225 0.10
DDT rs5751777 rs11703881 5.48E249 2.15E238 4.31E238 1.69E227 0.04
SLCO3A1 rs2270059 rs6496898 2.49E221 6.87E211 1.96E219 5.67E209 0.15
NAAA rs2242471 rs11934638 1.51E242 3.13E232 5.12E233 1.08E222 0.08
PLA2G4C rs274883 rs2307279 5.55E219 3.79E209 6.35E219 4.33E209 0.20
VSTM1 rs10500316 rs612529 1.85E225 6.68E216 2.12E223 7.82E214 0.10
NQO2 rs2518581 rs9405188 1.20E232 1.08E223 2.43E222 2.36E213 0.07

‘Jumpers’ refers to loci where pairs of SNPs exhibit a relatively large increase in significance in multivariable compared with univariable analysis, ‘Fallers’ where
pairs of SNPs decrease in significance by a comparatively large amount, and ‘Stickers’ where the significance of pairs of SNPs remain similar. Details from all 118
probe-cis gene associations, including effect sizes, are given in Supplementary Material, Table S2.
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with strong evidence of two independent signals are shown in
Figures 3A–D and 4A and Supplementary Material, Table S3.
At each of these probes, the statistical strength of the associ-
ation between the Second HapMap SNP and cis gene
expression remains very similar when including the Index
HapMap SNP and/or the 1000G SNP in the same multivari-
able test. This robust evidence of a second signal is consistent
with the weak LD between the second signal and the other two
SNPs. In contrast, the most strongly associated 1000G SNP
appears to represent the same signal as the Index HapMap
SNP—when these two SNPs are in the same multivariable
statistical model, the evidence of association for each falls
appreciably, due to the strong LD between them.

Examples of how association statistics change for the
probes where two apparently independent signals are more
likely to represent a single association signal are shown in
Figures 3E–H and 4B and Supplementary Material,
Table S3. For all three SNPs at these probes (two HapMap
SNPs and the 1000G SNP), the evidence of association with
cis gene expression falls appreciably when the correlation
between all three is accounted for in a multivariable statistical
model. These probes are notable in that the association stat-
istics of the HapMap SNPs also fall when each is placed
into a two-SNP multivariable model with the 1000G SNP.
An example is at the STAT6 locus. The two cis HapMap
SNPs at the STAT6 locus increase in significance when
accounting for the LD between them, but including the
1000G SNP results in a pattern more consistent with a
single association signal. Each of the two HapMap SNPs at
STAT6 is in moderate LD with the 1000G SNP.

Features of 1000 Genomes SNPs that better explain
an association signal compared with HapMap SNPs

We collapsed the total of 1298 probes with a cis-eQTL and the
118 of those probes with evidence of two signals into 1188 and

113 genes, respectively. We examined in more detail the fea-
tures of the loci where a 1000G SNP was more strongly
associated with cis gene expression by greater than three
orders of magnitude compared with the Index HapMap SNP.
We identified 43/1188 genes that matched this criteria and
observed 20/43 genes (47%) that overlapped with the 113
genes with at least two signals where we would expect
approximately four under the null (Fisher’s exact test P ,
0.0001). This suggests stronger 1000 Genomes signals are
more likely to occur in regions with evidence of two indepen-
dent signals. Compared with the Index HapMap SNPs, the
1000 Genomes SNPs at these 43 gene loci were not signifi-
cantly closer to the cis-gene (longest transcript identified),
no different in allele frequency [1000 Genomes SNP minor
allele frequency (MAF) median ¼ 0.29; HapMap Index SNP
MAF median ¼ 0.33], and no more likely to be conserved
across species [based on the Genomic Evolutionary Rate
Profiling (GERP) score] (all P . 0.05).

DISCUSSION

We have used cis gene expression levels to test the hypothesis
that conditional and multivariable analysis of genotypes at
known loci will explain additional phenotypic variance, and
by inference, more of the ‘missing heritability’ for common
traits. We found evidence of a second signal in 9% of
cis-eQTLs. Accounting for these second signals resulted in
an average increase of 31% in phenotypic variance explained
at this subset of loci. Our results are consistent with other
cis-eQTL analyses (4,5) and a recent analysis of height that
identified evidence of a second signal in 5–10% of loci (1).
Our results add to these previously published studies
because we have performed full conditional and multivariable
analyses at each locus.

Whether or not a second signal represents a genuine inde-
pendent allele or is in partial LD with a single causative
allele does not affect our conclusion that these types of analy-
sis can explain more of the variance (and therefore more her-
itability) of a trait. The distinction between two independent
signals and one partially tagged signal is more important
when trying to use association results to identify causal
genes, or when choosing SNPs for functional studies. There-
fore, a second aim of our study was to investigate patterns
of association consistent with allelic heterogeneity. Our
results have implications for these types of analyses in
disease and other clinically relevant traits. The identification
of multiple alleles associated with a clinically relevant trait
could be extremely important in narrowing the search for
likely causal genes. Our study suggests full deep sequencing
to identify all variants at a locus will be critical to distinguish
between genuine allelic heterogeneity and artefacts that appear
as evidence of separate association signals. We identified loci
whereby seemingly independent signals represented by SNPs
in low LD, and that remain statistically significant after con-
ditional analyses, may not be independent. Instead, these
loci may be explained by partially tagging untyped variants.

We observed several patterns of association when analysing
single SNPs compared with multiple SNPs at the same loci.
The frequency with which trait raising alleles segregated on

Figure 2. The correlation between how pairs of SNPs change in significance
between univariable (single SNP) and multivariable (two SNP) models and the
LD between them.
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Figure 3. Effects of including three associated cis-eQTL SNPs in multivariable analyses. Bars represent association with cis gene expression for three SNPs per
locus—from left to right: the Index HapMap SNP; the Second HapMap SNP; and the 1000G SNP. Black bars represent the association of the SNP with cis gene
expression without taking into account correlation (due to LD) with any other SNPs (univariable analysis). The remaining bars represent the association of the
SNP with cis gene expression while taking into account any correlation with the other two SNPs, both separately in two SNP models and as a single model with
all three SNPs (multivariable analyses). (A–D) cis-eQTL with strongest evidence of allelic heterogeneity. (E–H) cis-eQTL loci where two apparently indepen-
dent signals could represent a single association signal. Estimated haplotype effects are shown underneath each plot, where ‘2’ represents an allele associated
with increased gene expression, and ‘1’ represents an allele associated with reduced gene expression. Alleles on haplotypes are ordered by the Index HapMap
SNP, the second HapMap SNP and the 1000G SNP.
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the same or opposite haplotypes affected the degree to which
association statistics ‘fell’ or ‘jumped’ in multivariable com-
pared with univariable analyses. These patterns suggest that
in the presence of moderate LD between two functional
SNPs, the ability to distinguish between both signals will
depend on the haplotype structure. In an extreme example,

performing conditional or multivariable analysis on two inde-
pendent functional SNPs in perfect (r2 ¼ 1.0) LD will not
produce any evidence of a second signal.

We examined in more detail the features of loci where a
1000 Genome imputed SNP was more than three orders of
magnitude stronger than the best HapMap-imputed SNP.

Fig. 3 Continued
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These loci were much more likely to be among those with evi-
dence of two signals. We suggest this enrichment means that
loci with evidence of two apparently independent loci
should be examined in much more detail before deciding
whether or not one, two or more signals are responsible for
the association between locus and trait. The 1000 Genomes
imputed SNPs were similar in frequency and conservation
score to the best HapMap-imputed SNPs and so did not
reveal any evidence for the ‘synthetic association caused by
rare variants’ hypothesis put forward by Goldstein and
colleagues (12).

There are some limitations to our study. First, we have not
definitively proven or disproven cases of genuine allelic het-
erogeneity. We have only identified example loci where two

SNPs are more likely to represent two independent signals
compared with other example loci, where the results are
more consistent with a single association signal. Secondly,
we have largely used imputed data, which results in more
error in the estimation of LD compared with directly typed
variants. However, results were similar at a subset of loci
where direct genotypes were available (data not shown).
Thirdly, this analysis has been limited to common variants
identified by the HapMap and 1000 Genomes Project.
Further studies are needed to assess the variance explained,
and patterns of association that occur, when low frequency
and rare SNPs are included. Finally, we have not been able to
measure heritability as limited family data was available.
However, through explaining more phenotypic variation

Figure 4. Effects of including three associated cis-eQTL SNPs in multivariable analyses shown as regional plots. Plots show position of SNPs on the X-axis and
–log10 P-value for association with cis gene expression on the Y-axis. The red diamonds represent the individual (univariable) statistics. The green diamonds
represent the associations of the same SNPs when accounting for the correlation between each other using a multivariable model. Arrows emphasize the
directional change of significance; (A) examples of two loci where inclusion of the 1000G SNP does not reduce the evidence for two independent signals;
(B) examples of two loci where a single 1000G SNP appears to account for two apparently independent HapMap cis-eQTL SNP associations.
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through multiple additive effects (assuming no population stra-
tification), we must have explained more of the heritability.

MATERIALS AND METHODS

Samples

We used individuals from the InCHIANTI study; a study of
aging from the Chianti region in Tuscany, Italy (13,14).

Expression profiling

Peripheral blood specimens were collected from 712 individ-
uals using the PAXgene tube technology to preserve levels
of mRNA transcripts. RNA was extracted from peripheral
blood samples using the PAXgene Blood mRNA kit
(Qiagen, Crawley, UK) according to the manufacturer’s
instructions.

RNA was biotinylated and amplified using the Illuminaw

TotalPrep(tm) -96 RNA Amplification Kit and directly

hybed with HumanHT-12_v3 Expression BeadChips that
include 48 803 probes. Image data were collected on an
Illumina iScan and analysed using Illumina GenomeStudio
software. These experiments were performed as per the man-
ufacturer’s instructions and as previously described (11).

Genotyping and imputation

Genome-wide genotyping was performed using the Illumina
Infinium HumanHap550 genotyping chip. Standard quality-
control procedures were used to filter out SNPs with MAF
,1%, Hardy–Weinberg P , 1 × 1024 and a call rate
,99%. This resulted in 495 343 directly genotyped SNPs.

We used MACH 1.0.16 to impute missing genotypes not
captured by the Illumina chip. We formed two imputed data
sets using the HapMap r22 build-36 reference panel to
impute 2 543 887 SNPs and the June 2010 release of the
1000 Genomes Project (15) build-36 reference panel to
impute 6 858 242 SNPs. Imputed SNPs were excluded
from the analysis if their MAF was ,0.01 and if their r2

Fig. 4 Continued
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[a measure of imputation quality in MaCH (16)] was ,0.3 or
,0.5 depending on whether they were based on the HapMap
or 1000 Genomes Project reference panels, respectively, as
recommended and consistent with other literature (16).

Quality-control analysis of gene expression levels

The BeadChip microarrays were normalized using a
cubic-spline normalization algorithm using Illumina’s Bead-
Studio software in an attempt to minimize environmental
factors during microarray processing that may affect levels
of expression.

Next, each probe’s expression value for a given individual
that had a BeadStudio detection P , 0.01 was flagged as not
differentially expressed from noise.

Using probe intensity values that were classified as above
background noise, subjects were removed if their mean inten-
sities were outside 3 standard deviations, or the proportion of
probes expressed was less than 3 standard deviations. This left
698 individuals, of which 613 had genome-wide SNP data
available.

Using the 698 individuals with good quality gene
expression data, we removed probes that were not differen-
tially expressed above background noise in over 5% of
samples. Of the 16 571 probes that passed this threshold, we
removed a further 2 682 probes that were reported to have
had at least one SNP within the 50 bp probe region, based
on dbSNP 129. We subsequently removed a further 68
probes as their start sites could not be identified. This left
13 821 probes with which to perform association analyses.

Cis-eQTL association testing

We transformed the post-quality-control expression levels for
each probe by inverse normalization of expression residuals
that adjusted for age, sex, amplification batch and hybridiz-
ation batch.

To identify cis-SNP–probe associations, we initially per-
formed association analysis of the 13 821 probes using directly
genotyped data and the program PLINK. We defined a
cis-SNP as a SNP 1 Mb+ of a probe’s start site. Probe coor-
dinates were mapped to HG18 using ReMOAT; a
re-annotation pipeline set up for enhancing the annotation of
Illumina BeadArrays (17). For association testing, we used a
cis-SNP significance threshold of P , 1 × 1026. We esti-
mated the false discovery rate using two methods. First, we
used the widely accepted criteria for GWAS that the
genome contains �1 million independent common variants.
If the genome is 3000 Mb then a cis locus of 2 Mb of sequence
is �1/1500 of the genome and each cis locus will contain
1000000/1500 ¼ 667 independent variants. We have tested
13 821 probes so performed 13 821 × 667 ¼ 9.2 million
tests. A P-value of �5 × 1029 therefore provides a
Bonferroni-based corrected P-value of 0.05 and a P-value ¼
1 × 1026 the threshold at which we would expect �10 associ-
ations by chance. For second signals, we used the same prin-
ciple but based the number of tests on the number of loci with
primary signals ×667. Secondly, we selected all SNPs (best-
guess genotypes for imputed SNPs) in the 1298 2 Mb
regions with evidence of a cis-eQTL. We estimated the

number of independent cis-SNPs in these regions using the
indep-pairwise command in PLINK and an r2 cut-off of 0.5.
We repeated this calculation for the subset of 118 probes
with evidence of two signals. The 2 Mb regions flanking the
1298 and 118 probes contained an average of 280 and 307
‘independent’ SNPs, respectively. These figures are still esti-
mates because defining independence at r2 ¼ 0.5 is arbitrary
and so we used the more conservative figure of 667 indepen-
dent signals per cis locus.

We then followed up probes that showed potential associ-
ations with at least 1 cis-SNP P , 1 × 1026 by repeating
the analyses using the imputed HapMap data set using
MACH2QTL. We termed the SNPs showing the strongest
cis associations in this analysis the ‘Index HapMap SNP’.
The Index HapMap SNP was placed into a univariable
model for analysis (y ¼ c + b1

.SNP1) in STATA.
As a quality-control step, we also compared our cis-eQTL

data to that from European HapMap samples. Of 293
cis-eQTLs reported by Stranger et al. (8), we identified 54 at
P , 5 × 1029 (Supplementary Material, Table S4) despite
differences in cell type between our data (gene expression
from whole blood) and the HapMap sample data (lymphoblas-
toid cell lines).

Conditional analyses using HapMap-imputed data

We next performed conditional analyses on each probe using
the Index HapMap SNP. For each of the 1298 associations
with evidence of a cis-eQTL, we performed a conditional
analysis, where we included the Index HapMap SNP as a cov-
ariate in a reanalysis of the relevant chromosome, using the
program MACH2QTL.

Probes with evidence of a second cis-signal associated at
P , 1 × 1026 (we termed the most strongly associated SNP
from this analysis the ‘Second HapMap SNP’) were then
re-analysed in a multivariable model. We placed both the
Index HapMap SNP and the Second HapMap SNP into a multi-
variable model (y ¼ c + b1

.SNP1 + b2
.SNP2) using STATA.

This allowed us to assess the association between each SNP
and cis gene expression, as well as the amount of variance
explained by each SNP, when accounting for any correlation
between the two. We compared the amount of variance
explained to that when using a univariable analysis consisting
of only the Index HapMap SNP. We used estimated counts of
the reference allele derived from posterior probabilities, or
‘dosages’, at each SNP to represent genotypes in each individual.

Adding 1000 genomes project data

We next selected the 118 loci with two signals associated with
cis gene expression at P , 1 × 1026. We performed associ-
ation testing in MACH2QTL using an imputed InCHIANTI
data set based on the June 2010 release of the 1000
Genomes Project.

Using dosages derived from 1000 Genomes Project-based
imputation, we performed further multivariable analyses. We
included three SNPs in the statistical model: the Index
HapMap SNP, the Second HapMap SNP and the most strongly
associated 1000 Genomes SNP (where different from the top
HapMap SNP) as independent variables and cis gene
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expression levels as the dependent variable (y ¼ c +
b1

.SNP1+ b2
.SNP2+ b3

.SNP3). We termed the most strongly
associated 1000 Genomes SNP the ‘1000G SNP’. We also per-
formed two further multivariable analyses using just two
SNPs—the most strongly associated 1000 Genomes SNP
with each of the two HapMap SNPs.

Haplotype analysis

We performed analyses of estimated haplotypes using
UNPHASED (18) to examine their association against levels
of expression. Prior to haplotype construction, we generated
best-guess SNP genotypes based on dosage data and coded
expression increasing alleles as ‘2’ and expression decreasing
alleles as ‘1’. We examined their frequency, significance and
main effects by testing each one while adjusting for all
others in the same model.

Directly genotyped SNPs

We attempted to verify data from the analyses described above
based on SNP dosages using directly typed SNP genotypes if
available. These were put into the same two-HapMap SNP
multivariable models described above where possible in
order to evaluate the sensitivity of the data.

SUPPLEMENTARY MATERIAL

Supplementary Material is available at HMG online.
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