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ABSTRACT

The matching of sources between photometric catalogues can lead to cases where
objects of di↵ering brightness are incorrectly assumed to be detections of the same
source. The rejection of unphysical matches can be achieved through the inclusion
of information about the sources’ magnitudes. The method described here uses the
additional photometric information from both catalogues in the process of accepting
or rejecting counterparts, providing approximately a factor 10 improvement in Bayes’
factor with its inclusion. When folding in the photometric information we avoid using
prior astrophysical knowledge. Additionally, the method allows for the possibility of
no counterparts to sources as well as the possibility that sources overlap multiple
potential counterparts. We formally describe the probability of two sources being the
same astrometric object, allowing systematic e↵ects of astrometric perturbation (by,
e.g., contaminant objects) to be accounted for.
We apply the method to two cases. First, we test IPHAS-Gaia matches to compare
the resulting matches in two catalogues of similar wavelength coverage but di↵ering dynamical ranges. Second, we apply the method to matches between IPHAS and 2MASS
and show that the method holds when considering two catalogues with approximately
equal astrometric precision. We discuss the importance of including the magnitude
information in each case. Additionally, we discuss extending the method to multiple
catalogue matches through an iterative matching process. The method allows for the
selection of high-quality matches by providing an overall probability for each pairing,
giving the flexibility to choose stars known to be good matches.
Key words: methods: statistical – techniques: photometric – catalogs – astrometry
– surveys – stars: statistics
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INTRODUCTION

The merging of two datasets, each containing a number of
stars with photometric magnitudes, astrometric positions,
and their related uncertainties is a fundamental process in
many aspects of astrophysics. Broadband photometric measurements are crucial to gaining an understanding of a whole
host of phenomena, from stellar physics to extragalactic luminosity functions. Frequently, a wide range of wavelengths
will be required to compare theories to observations, and this
is where it is important that the matches between di↵erent
surveys are as accurate as possible.
The simplest matching methods only utilise the knowledge of the stars’ positions and use a nearest-neighbour approach with a maximum cuto↵ distance when matching stars
between two catalogues. Within the critical separation, two
?
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stars in two catalogues whose closest star in the other catalogue is each other will be assigned as a match, without
consideration of either catalogue in a wider context, just
considering each match on a pair-by-pair basis in isolation.
We shall refer to this as proximity matching throughout this
work.
This crude catalogue matching process can be improved
with the use of the astrometric information each detection
provides. Sources are defined by their detected sky position,
as well as a corresponding uncertainty in this measurement.
It can be shown (e.g., Quetelet, as summarised by Herschel
1857) that the spatial probability distribution associated
with this type of problem is described by a Gaussian. This
leads to a better description of the pairing of sources between two catalogues, as it is then linked to the certainty to
which the observations can be known, changing the e↵ective
matching radius.
However, as surveys probe increasingly fainter magni-
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tudes, leading in turn to a correspondingly fainter saturation
magnitude, the e↵ects of matching two catalogues with significantly di↵ering dynamical ranges is rapidly becoming an
issue. If two cleaned catalogues were matched, one might
contain a faint detection but have removed a bright object
due to saturation e↵ects, while the other might contain the
bright object as a good detection but have the faint object
below its sensitivity limit. If these two objects were within a
given critical match separation, it could appear that two incompatible objects were nearest neighbours to one another,
which would result in an unphysical object in the merged
dataset.
To overcome incorrect matches, Sutherland & Saunders
(1992) defined the reliability of a source. They used knowledge of the source’s “type” to identify optical counterparts
to IRAS galaxies and overcome any faint object being assigned as a counterpart by nearest-neighbour matching. A
thread in the literature (e.g., Rutledge et al. 2000, Fleuren
et al. 2012) continues this method, supplementing astrometric knowledge with magnitude information available to create one-directional relationships between di↵erent types of
object and their brightnesses. For example, Naylor et al.
(2013) map X-ray sources onto infrared (IR) detections, using the magnitudes in the IR catalogue but not those in the
X-ray data.
Budavári & Szalay (2008) symmetrised the procedure,
considering magnitudes in both catalogues in question as
equals to one another. However, they used astrophysical information to do so, fitting theoretical spectral energy distributions to each hypothetical match. This fitting then leads
to a merged catalogue that is dependent on the assumptions
made about the theoretical models.
Another line of work follows asymmetrical matching
using solely the likelihood ratio of counterpart pairs (e.g.,
Mann et al. 1997, Brusa et al. 2005). The likelihood ratio
between two stars from di↵erent catalogues is independent
of the close presence of a second object in one of the catalogues. It does not consider the possibility of competition
between objects in one catalogue for matches in the opposing catalogue. It therefore is a suboptimal solution in cases
of high source density, where the chances of multiple sources
being positionally close to a given object is high. In these
cases the assumption that the distances between stars are
significantly greater than the matching radius holds in neither catalogue. All competing hypotheses must therefore be
considered jointly if any conclusion about the likelihood of
an individual match is to be drawn, which may include the
chance that multiple stars from either catalogue are potential matches to more than one star from the opposing catalogue. Naylor et al. (2013) include the explicit probability of
a non-pairing of the X-ray source to any of the IR detections
when considering such asymmetric multiplicity.
While most of these methods focus on the matching
of catalogues in the IR or X-ray wavelengths, there are examples of matching in other wavelengths in the literature.
These include Line et al. (2017) in the radio and Pineau et al.
(2017) more generally across catalogues with relatively precise astrometry. However, in all cases the assumption that
the astrometric probability is described by a Gaussian is still
used. This does not correctly treat the e↵ect systematic astrometric perturbations. These e↵ects include proper motion
and the contamination from faint stars (“crowding”, caused

by the e↵ects of finite pixel scale or PSF width). Wilson
& Naylor (2017) analyse these perturbations, discussing the
relative e↵ect they have on the matching separations.
These methods therefore do not simultaneously combine:
• the creation of magnitude relationships between catalogues without the use of prior astrophysical knowledge;
• photometric likelihoods which use these relationships
bidirectionally, treating neither catalogue preferentially;
• a symmetric process which allows for the matching of
equal astrometric precision datasets;
• the treatment of systematic e↵ects in the astrometric
detections of datasets;
• the consideration of all positionally correlated detections simultaneously in the resulting match probabilities;
• the explicit probability of a non-match of a star to any
star in the opposing catalogue.
Here we will derive a matching process that is fully symmetric between the catalogues being matched, generalising
Naylor et al. (2013), highlighting the assumptions that any
asymmetric matching processes implicitly require. We will
also discuss how to extend the matching process to multiple catalogues simultaneously, and briefly touch upon a few
ways to reduce the complexity of such a matching process.
We begin by introducing the problem and giving an overview
of how to overcome it in Section 2. Section 3 gives a more
rigorous derivation of the Bayesian formalism and the components of the equations. We then detail the forms that the
astrometric, counterpart magnitude, and unmatched star
magnitude distributions take, in Sections 4 and 5. Section 6
gives two examples of the method applied to various catalogues. Section 7 then describes how to extend the method
to three or more catalogues, with concluding remarks in Section 8. Additionally, we demonstrate consistency with previous asymmetric matching methods by showing how the
equations presented here reduce back to the one-directional
forms given by Naylor et al. (2013) in Appendix A. Table 1
defines symbols used throughout.

2

PROBLEM SETUP

Before we formalise the problem, it is useful to show qualitatively how the method works. For this purpose, we consider
two catalogues that both contain detections in the same filter, with observations taken simultaneously with identical
telescopes. One catalogue has good detections in the range
10  m  16, while the other catalogue has recorded sources
with magnitudes 12  m  22 There is a 100% counterpart
rate in the dynamical range of both catalogues, 12  m  16.
The smallest non-trivial problem of matching between the
two catalogues is the case where one star in catalogue and
two stars in catalogue
are positionally close to one another. All three stars are also sufficiently far away from all
other stars that it can be assumed that no other star could
be counterpart to any of the three of them. For illustration,
let the given star in catalogue have a magnitude m = 14.
The two stars in catalogue are one bright star, m = 14,
the correct counterpart, and a faint star, m = 19, that is
slightly closer to the star in catalogue than its true counterpart. In our example, both stars in catalogue are close
MNRAS 000, 1–19 (2017)
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(a) Schematic showing the probability of a detection
of a star in one catalogue being a given distance
from its detection in a second catalogue. The solid
line shows the probability density of two stars being counterparts as a function of their radial o↵set.
The dashed line shows the constant probability density of unrelated stars. Any stars at a smaller sky
separation than the distance at which the two lines
are of equal probability (i.e., where the line of counterpart probability is higher than the line denoting
the density of unrelated stars) would be assigned as
counterparts to one another in a matching scheme.
Triangle and star markers denote the separations of
the matches in hypotheses B and F respectively.
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(b) Figure showing the probability distribution for counterpart stars in two
catalogues as a function of magnitude. Inset figures shows the distribution of
unmatched star magnitude probability for the two catalogues. In this case the
surveys used the same photometric filter and therefore have a high counterpart probability of their magnitudes matching. The probability of being an
unmatched star is high in the case where a star in catalogue is outside of the
dynamical range of catalogue , and vice versa. Also marked are the probability densities for two hypotheses. Hypothesis B represents the case where two
equal brightness (m = 14) objects have been assigned as counterparts (triangle,
main figure) while a faint object (m = 19) in catalogue is unmatched (cross,
inset figure). Hypothesis F represents the alternative match case, where the
bright object in catalogue is unmatched (circle, inset figure), and the faint
catalogue object is matched to the object in catalogue (star, main figure).

Figure 1. An example of star position and magnitude matching. Traditional matching would assign two detections as counterparts
based purely on the positional probability, assigning the closest source only, preferring hypothesis F on astrometric arguments alone.
However, the addition of the magnitude information allows us to correctly match the true counterpart based on brightness, instead of
simply positional correlation. The photometry allows for the pairing of the two objects with the magnitudes most likely drawn from an
astrophysical object, accepting hypothesis B with the inclusion of the extra parameter space.

enough to be positionally likely to be matched with the star
in catalogue . The two di↵ering matches to the star in catalogue
are our hypotheses: B, in the case of the bright
object match, and F, for the case where the faint object is
the counterpart.
Figure 1a shows an example schematic for the probability of two stars being matched given their sky separation.
As the distance between their measured positions increases,
the probability of the two stars being counterparts to one
another decreases until they are more likely to be two unrelated stars. This is the point at which the counterpart
probability density function (PDF) reaches the unmatched
star probability density, indicated by the red dashed line.
This probability is simply the chance of randomly placing
unrelated stars in a small region of sky, based on the density of stellar sources nearby. If we were matching using this
PDF alone, we would simply assign the stars as paired if
their match probability is above the cut-o↵ probability, or,
equivalently, their separation is closer than the distance at
which this transition occurs. In this case we would prefer
hypothesis F, as the closest object to our star in catalogue
is the fainter of the two catalogue stars.
If we introduce the knowledge of the relationship between magnitudes in both catalogues, an example of which
MNRAS 000, 1–19 (2017)

is shown in Figure 1b, we now have a way to distinguish between our two sources in catalogue . If we knew the intrinsic magnitude relationship between detections in each catalogue we could ask, based on the magnitude of two sources,
whether they were likely to be the same star. In our example, both catalogues contain detections in the same filter,
and therefore a detection in common between the two catalogues would measure the same brightness, to within experimental uncertainties.
Shown as dashed lines in the insets to Figure 1b are
the probability densities of the objects in each catalogue (
or ) that do not have counterparts in the other catalogue
( or ). The unmatched PDF is the probability per unit
magnitude that a star in catalogue , which does not have
a corresponding entry in the catalogue , is measured at its
given brightness. These are those stars that are either too
bright, having saturated in the survey images, or are too
faint, having too low a signal-to-noise ratio to be counted as
a good detection, to be recorded in catalogue .
However, the probability of two stars being counterparts
is a function of the brightness of both objects. This then
leads to a two-dimensional function, an example of which is
shown in the main panel of Figure 1b. In our example, using the same filters means that our likelihood is e↵ectively
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Symbol
a, b
A
b
c(m , m )
c(m |m )
C(m |m )
dx, dy
dm
f (m )
F (m )
g(x , x , y , y )
G( x, y)
h
i, j, k, l
K
m
Nc
N
n
O
p
RY
s, t
T
x, y
Y
Zc
Z
↵,
✏
⇣,
⌘
✓
⇠
⇢
↵,

Definition
Semi-major and semi-minor star sky axes
Counterpart PDF star area of consideration
PDF of bright stars in A
Symmetric counterpart magnitude PDF
PDF of counterparts with magnitude m
Integral of c(m |m ) from 1 to m
Small sky widths defining sky cell area
Small range of stellar magnitudes
Unmatched catalogue star PDF
Integral of f from 1 to m
PDF of two stars being counterparts given o↵set
PDF of two counterparts being o↵set in x and y
Astrometric uncertainty function of catalogue
Indices
A normalisation
The magnitude of a given star
Counterpart number density
Unmatched catalogue number density
Number of detected objects in catalogue
A normalisation
PDF of all stars in catalogue
Radius defining circular Gaussian integral
Indices
Number of stars in a given magnitude range
Cartesian coordinates
Fraction of Gaussian integral
Fraction of stars with counterparts
Fraction of stars with at least one star inside A
Celestial Coordinates
A catalogue
A catalogue
Sets of catalogue detections
Photometric likelihood ratio
Position angle of sky axes
Astrometric likelihood ratio
Correlation of celestial sky axis uncertainties
Celestial sky axis uncertainties
A catalogue

Table 1. Table showing the definition of symbols used throughout.

a straight line along y = x in magnitude-magnitude space,
albeit blurred by observational uncertainties. This is also
a PDF, this time per square magnitude, of a star having
detected magnitudes m and m in the two catalogues respectively, given that it is the same object detected twice.
For these hypotheses it is expedient to consider some
shorthand notation. We denote the astrometric probabilities
of two stars being drawn from a distribution of counterparts
given their separation as g(m⇤, m1 ), and of a star not having
a counterpart as N. The photometric probability of two stars
having their quoted magnitudes given that they are counterparts is c(m⇤, m1 ), and the probability of a star having its
magnitude given that it is not related to the other catalogue
is f (m1 ). We also define the star in catalogue as m⇤ , the
bright catalogue star as m1 , and the faint catalogue star
as m2 .
Considering for the moment hypothesis B, we require a
match between the star in catalogue and the bright catalogue star, while also not matching the faint catalogue
star. This we can write as

g(m⇤, m1 )c(m⇤, m1 )N f (m2 )
(1)
,
O
where O is a normalisation, which we will discuss below.
Alternatively, we can consider the opposite match,
P(B|m⇤, m1, m2 ) =

g(m⇤, m2 )c(m⇤, m2 )N f (m1 )
(2)
.
O
We can also express the probability of the third case, in
which neither star in catalogue is matched to the star in
catalogue , as
P(F |m⇤, m1, m2 ) =

N f (m⇤ )N f (m1 )N f (m2 )
(3)
.
O
In practice, we can dismiss this probability based on the
assumption given previously that both catalogue
stars
are close enough to the catalogue
object to be considered likely. This means that g(m⇤, m2 )
N N . We include
this third hypothesis for completeness. However, normalisation constant is simply the sum of the probability of all
hypotheses, and thus
P(C|m⇤, m1, m2 ) =

O =N f (m⇤ )N f (m1 )N f (m2 )+
g(m⇤, m1 )c(m⇤, m1 )N f (m2 )+

(4)

g(m⇤, m2 )c(m⇤, m2 )N f (m1 ).

Considering our hypotheses B and F, we only need focus
on their photometric probabilities, as we have assumed that
both stars in catalogue are at roughly equal sky separation
from the catalogue source, and thus g(m⇤, m1 ) ' g(m⇤, m2 ).
Hypothesis F (the faint star being the counterpart)
leads to a low photometric probability density for all stars,
with a low counterpart likelihood c(⇤, 2), and low field likelihood f (1). However, the opposite hypothesis, B (the bright
star being the counterpart), has a high probability in both
the photometric match between the two bright stars and
the faint catalogue star being a field star. The main panel
of Figure 1b shows the probability densities for the counterpart matches for both hypotheses. Here the likelihood
of the bright catalogue object being the same object as
the faint catalogue object photometrically is low, but the
bright stars in both catalogues have a high probability of
being the same source. Additionally, we further di↵erentiate
our hypotheses on the probability of the unmatched object.
Along a similar line of reasoning, we can consider the unmatched object probability densities in the top inset figure.
The rejected faint catalogue star in hypothesis B has a
high unmatched probability density, whereas hypothesis F
leads to a low unmatched star probability density.
We can use the combination of these two probability
densities, for any matched and, just as usefully, unmatched
objects, to help break any degeneracies in our astrometric
matches. Such cases, where stars may have similar Mahalanobis distances, would be difficult to resolve with just the
astrometric probability. This is especially significant when
the astrometric probability is much higher than the unrelated source density against which a non-match is to compared. The result in our example is that while the bright
catalogue object has a slightly larger sky separation (and
would therefore not be matched astrometrically, by a nearest
MNRAS 000, 1–19 (2017)
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Event

Notation

cell i is empty in catalogue
cells i and j are occupied by a star that is in both catalogue and , respectively
cell i is occupied by star in catalogue that is not in catalogue

Ei
ij
S
Ui

5

Table 2. Table showing the definitions of various events for catalogue matching.

neighbour scheme or purely astrometric probability match;
see Figure 1a for comparison of the objects’ sky separations),
it is overwhelmingly more favourable as the counterpart. We
can use the photometric information to correctly select the
bright counterpart over the faint interloper.
While we have focused on the case where two stars are
potential matches to a given object, we can also consider
the trivial case. In this instance we have one star from each
catalogue, and wish to determine whether they are counterparts or unrelated objects. If the stars were within the
traditional proximity-matching method’s cut-o↵ radius they
would be paired automatically. However, the flexibility of
the probability-based matching scheme allows us to directly
compare the likelihood of the two stars being at their separations and magnitudes. We can examine both the case where
they are the same star observed in two catalogues and the
case where they are two di↵erent unrelated objects before
considering them as counterparts.

3

CONSTRUCTING THE BAYESIAN
FRAMEWORK

Each photometric catalogue can be considered to be a threedimensional position-position-magnitude cube. Each small
square of sky plane is either filled with an object’s detection,
or blank and thus a non-detection. However, each positionposition square that contains a star only has a filled cell at
the recorded stellar magnitude. When matching two of these
catalogues together, we are asking whether a given filled cell
in catalogue corresponds to a filled cell in catalogue , or
if they are unrelated.
Following a similar notation to that of Section 2.1 of
Sutherland & Saunders (1992), we define a “cell” to be have a
volume dx dy dm. We also define various events for detections
and non-detections of objects in these cells, given in Table
2. In terms of notation, for each event the subscript refers
to the specific catalogue (in our case, either or ), whereas
the superscript refers to the individual cell (e.g., i or j) in
the given catalogue.

3.1

The Match Hypotheses

Considering the case where one star in each catalogue is
matched, and all other stars are unrelated, hypothesis Ha ,
we can write an expression for the likelihood of our data
given this hypothesis,

!
!
2
3
Ÿ
Ÿ 0
6 kl
©Ÿ j ™ ©Ÿ j 0 ™7
i
i
6
P(D|Ha ) / P 6S \
U \
E \ ≠ U Æ̈ \ ≠ E Æ̈77 .
6
7
0
i0
i,k
´ j,l
´j
4
5
(5)
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Here S kl is the probability that a given star occupies cell k
0

in catalogue and cell l in catalogue , E i is the probability
that cell i 0 in catalogue is empty, and U i is the probability
that cell i is occupied by a star in catalogue which is not
in any cells in catalogue . Equation 5 runs over k and l, the
cells containing only matched stars; i and j, the cells filled
with unrelated stars; and i 0 and j 0 , the empty cells, for each
catalogue respectively.
Now, if we consider the case where no stars are in common between the two catalogues, denoting it as H0 , we get
a second hypothesis likelihood
!
2 Ÿ !
3
Ÿ 0
6
©Ÿ j ™ ©Ÿ j 0 ™77
i
i
6
P(D|H0 ) / P 6
U \
E \ ≠ U Æ̈ \ ≠ E Æ̈7 , (6)
6 i
7
0
i0
´ j
´j
4
5

where, again, i and j run over all filled cells and i 0 and j 0
run over all other cells.
At this point we can apply Bayes’ rule to obtain hypothesis posteriors, given by

P(M |D) =

P(D|M)P(M)
.
P(D)

(7)

Here the evidence, P(D), is simply the sum over all possible
hypotheses; i.e., the sum over the null hypothesis H0 and all
possible combinations of Ha ,
P(D) = P(D|H0 )P(H0 ) +

’
a

P(D|Ha )P(Ha ).

(8)

This requires a choice of prior. As we must accept any combination of unmatched and matched objects with equal probability, we have an indi↵erent prior, and thus P(H0 ) = P(Ha )
for all a. We can then simply neglect it from the combination of Equations 7 and 8. In addition, we can omit the sum
over i 0 and j 0 , as all empty cells remain empty in all hypotheses and are assumed to be independent of filled cells
and each other. The terms simply cancel in the numerator
and denominator of Equation 7. Thus our slightly modified
version of Equation 4 of Sutherland & Saunders (1992) is
P(Ha |D) =

P

"✓

P

"

S kl

\

✓

—

Ui

◆

\

—

U

j

!#

!#
"
!# .
◆
✓
◆
— i
— j
ÕÕ
— i
— j
st
U \
U
+
P S \
U \
U
i

j

i,k

s t

j,l

i,s

j,t

(9)

We can extend the independent cell assumption and
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split the probabilities. Therefore Equation 9 becomes

3.2.1

P(Ha |D) =

The probability that the stars are counterparts requires the
probability that star k and l are drawn from the same original sky position. This can be found by deriving the probability that the stars both originated from the same, but
unknown, sky position x0 , y0 . It is relatively straightforward
to compute the probability of two di↵erent detections of an
object being at two sky positions given a known “true” position. However, it is more involved to obtain the probability of
the two objects originating from the same position without
prior knowledge. Handling this issue in a Bayesian fashion,
we can marginalise over all “true” positions, giving us

⇣

P S

Œ
i

⌘
kl Œ

⇣ ⌘Œ ⇣ ⌘
j
P Ui
P U

⇣ ⌘Œ ⇣ ⌘ Õ Õ ⇣
⌘ Œ ⇣ ⌘ Œ ⇣ ⌘,
j
j
P Ui
P U +
P S st
P Ui
P U
i,k

j,l

s t

j

i,s

j,t

(10)

with the additional equation
P(H0 |D) =

Œ

⇣ ⌘Œ ⇣ ⌘
j
P Ui
P U

Œ ⇣ i ⌘ Œ ⇣ j ⌘ Õ Õ ⇣ st ⌘ Œ ⇣ i ⌘ Œ ⇣ j ⌘ .
P U
P U +
P S
P U
P U
i

i

j

+1
∫
g(xk , yk , xl, yl ) =
p(xk , yk , xl, yl |x0, y0 )p(x0, y0 ) dx0 dy0

j

s t

i,s

Astrometric Match Probability Density Function

j,t

(11)

Here P(Ha |D) is a stand-in for R j , the reliability of an object (Sutherland & Saunders 1992), and we include the extra probability P(H0 |D), introduced by Naylor et al. (2013).
However, it is important to note that only unrelated cells
are independent, and we are therefore unable to separate
the probabilities of a match between the two catalogues,
and so must continue to consider S st jointly.

+1
∫
=
h (x0

1

xk , y0

y0 )p(x0, y0 ) dx0 dy0,

x0, yl

yk )h (xl

1

(14)

where h and h are the rotationally symmetric (i.e.,
f (x, y) = f ( x, y)) distributions of the astrometric uncertainties for catalogues and respectively. We assign a flat
prior on x0 and y0 ,
p(x0, y0 ) = Nc,

3.2

Event Probabilities

We now require forms for each event, for which we follow the
notation of Naylor et al. (2013). Position and magnitude are
also assumed to be independent, and therefore are separable.
For event U, the probability of an unrelated cell, we have
⇣ ⌘
P U i = N dx dy f (mi ) dm,

(12)

where the probability of an unmatched star being in a given
position is simply N , the number density of unmatched
stars, multiplied by dxdy, the cell sky area. Additionally,
the probability of an unmatched star having magnitude m
to m + dm is f (mi ), the unmatched star magnitude distribution at mi , multiplied by dm.
The function for the probability of two stars matching
between the two catalogues is slightly more involved. These
require joint probabilities, which we write as
⇣
⌘
P S kl = g(xk , yk ,xl, yl ) dx dy dx dy c(mk , ml ) dm dm

(13)

for now, and will expand each term separately. Here g is the
probability density, per degree4 , of two stars being counterparts to the same object with their recorded sky positions,
while c is the probability density, per square magnitude,
that an object has its given quoted magnitudes in both catalogues.
No matter what combination of stars we have, we always
consider the same volume (dx)2 (dy)2 (dm)2 for all stars. We
therefore cancel the volume terms in Equations 12 and 13,
and make the change from pure probability to probability
densities and a change from P to p in our notation.

(15)

the number of objects in common between the two catalogues per unit area. The details of how we calculate this
number are described in Section 6.2. Substituting equation
15 into equation 14 we obtain
+1
∫
g(xk , yk , xl, yl ) = Nc
h (x0

xk , y0

yk )⇥

h (xl

x0, yl

y0 ) dx0 dy0 .

1

We can substitute for the terms
yl yk , giving

g(xk , yk , xl, yl ) = Nc

+1
∫
h (x0
1

Substituting x = xl

g(xk , yk , xl, yl ) = Nc

h (xl

xkl = xl

xl + xkl, y0
x0, yl

x0 and y = yl
+1
∫
h ( xkl
1

(16)

xk and

ykl =

yl + ykl )⇥

(17)

y0 ) dx0 dy0 .
y0 we obtain

x, ykl

= Nc ⇥ (h ⇤ h )( xkl, ykl ).

y)h (x, y) dx dy
(18)

Here (h ⇤ h )( xkl, ykl ) denotes the convolution of the
functions h and h , measured at position xkl, ykl . To
streamline our notation, we redefine Equation 18 to be
g(xk , yk , xl, yl ) = Nc G( xkl, ykl ).

(19)

The resulting distribution is then a convolution of the
MNRAS 000, 1–19 (2017)
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two catalogues’ individual astrometric uncertainty functions
(AUFs; Wilson & Naylor 2017), multipled by a prior term.
This result is often quoted by other authors for the specific
case where g is Gaussian in both catalogues (e.g., Equation 16 of Budavári & Szalay 2008). In this simple case the
convolution of the two functions is itself a Gaussian with un2 = 2 + 2 , evaluated at x , y . However,
certainty new
kl
kl
k
l
we know of no formal proof in the general case, although we
note similarities between our Equation 14 and Equation 9
of Budavári & Szalay (2008) and, albeit without the prior
term, Equation 38 of Pineau et al. (2017).
It should be noted that it cannot be assumed a priori that G will be a Gaussian, as the individual catalogue
AUFs cannot themselves be assumed Gaussian. This is due
to systematic e↵ects such as proper motions, or the e↵ects of
faint contaminants within detected stars’ point-spread functions (PSFs) on their measured positions (Wilson & Naylor
2017). Our more general formalism allows for the inclusion
of the treatment of such systematics (see Wilson & Naylor,
in prep. for a discussion of the e↵ect this treatment has on
the matching in highly contaminated crowded fields). Additionally, we note that this proof is only true for the specific
case of matching two catalogues; see Section 7 for the more
general treatment of 3 or more catalogues.

3.2.2

Photometric Match Probability Density Function

We also require the probability of two stars being related
as a function of their respective magnitudes. If we had information about the intrinsic relationship between sources
in both catalogues, we could marginalise over the stars’ unknown “true” stellar magnitudes. This would be analogous
to Equation 14, and give
+1
∫
c(mk , ml ) =
p(mk , ml |ma, mb )p(ma, mb ) dma dmb
1

+1
∫
=
p(mk |ma )p(ml |mb )p(ma, mb ) dma dmb .

(20)

1

The likelihoods in this case would be
1

p(mk |ma ) = p
exp
2⇡ k

m a )2

(mk

2 k2

!

(21)

and
1

p(ml |mb ) = p
exp
2⇡ l

(ml

m b )2

2 l2

!

,

(22)

and p(ma, mb ) would represent the prior, intrinsic joint magnitude distribution on counterpart magnitudes ma and mb .
In practice, however, we cannot disentangle our observational uncertainties (p(mk |ma ), p(ml |ma )) and intrinsic relationships (p(ma, mb )) from the data which measure c(mk , ml ),
and we therefore measure c directly. However, we include
this description for symmetry and completeness.
MNRAS 000, 1–19 (2017)

3.3

7

Combined Bayesian Probabilities

3.3.1

One Match Equation Form

For compact notation in this subsection, we define the following terms:
G( xkl, ykl ) = G kl
c(mk , ml ) = ckl

(23)

i

f (mi ) = f .
This notation follows a similar style to that previously, where
each PDF (G, c, and f ) has a subscript denoting which catalogue it refers to, and a superscript which identifies the star
in the given catalogue. Our revised probabilities for H0 and
Ha are therefore
P(Ha |D) =
Œ
i

N

fi

and

Œ
j

Œ
Œ
j
Nc G kl ckl
N fi
N f
i,k

j

N f +

P(H0 |D) =
Œ
i

N

fi

Œ
j

ÕÕ
s t

Œ
i

j

N f +

Nc

N fi

ÕÕ
s t

j,l

G st

Œ

Nc

j

c st

N f

G st

Œ

i,s

N

fi

N

fi

Œ

j,t

N f

j

N f

j

,

(24)

j

c st

Œ

i,s

Œ

j,t

.

(25)

Equations 24 and 25 represent the fundamental result of this
section, being generalised versions of previous formulations
(e.g., Equation 4 of Sutherland & Saunders 1992 or Equation
7 of Naylor et al. 2013). These equations give the probability
of one star in catalogue and one star in catalogue being
counterparts, or the probability of there being no counterpart between stars in catalogues and , respectively.
However, this formulation is limited, as shown by some
simple example catalogues. Consider the case where both
catalogue and catalogue contain two objects each - 1,2
and 1,2 respectively. The formulation used by Naylor et al.
(2013) assumes that each X-ray source (catalogue object)
does not compete with any other X-ray source for potential
IR detection counterparts (catalogue objects). In such a
case, Equation 7 of Naylor et al. (2013) would have two potential counterpart pairings, 1 1 and 1 2 , as 2 is assumed
to not be positionally close to these catalogue objects. In
Equation 24 we have lifted this assumption, allowing for two
more hypotheses: 2 1 and 2 2 , the pairing of our second
catalogue object with either catalogue object.
However, Equation 24 assumes that, no matter how
many stars are detected in either catalogue, at most one star
was detected twice, and therefore only one star from one catalogue is a counterpart to one star in the other catalogue.
This might be useful in many situations, where one catalogue
is so sparse that two sources cannot possibly “compete” for
the same source in the opposing catalogue (e.g., Naylor et al.
2013), but is not necessarily the case in general. In crowded
Galactic plane regions, for example, we may have a scenario
where we cannot disentangle the recorded positions of multiple stars from each catalogue. We might reasonably assume
that most of the objects recorded in both catalogues are the
same objects detected twice. In this scenario, our example

8

Tom J. Wilson and Tim Naylor

catalogues would have two additional hypotheses we must
include: 1 1 and 2 2 ; and 1 2 and 2 1 .
We can no longer make the assumption that we either
have zero or one multiply detected object, as we have made
throughout Section 3 thus far. To account for the cases where
we require the assigning of more than one counterpart pairing we must be able to express Equations 24 and 25 in a
more general form.
3.3.2

Multiple Match Equation Form

To account for multiple star pairings, Equations 24 and 25
can be extended to any permutations of potential pairings
between the catalogues and . For a given hypothesis, we
wish to calculate the probability that there are k matches
between the two catalogues. Here ⇣ is a given k-permutation
of catalogue , and is a given k-combination of catalogue .
The use of permutations of one catalogue and combinations
of the second catalogue avoids the repeated consideration of
the same hypothesis - pairing A with B and C with D is the
same as matching C with D and A with B.
For example, if there are two matching stars between
and then k = 2. If there the four stars in , then we
might have = {1, 2, 3, 4}. In this case, one potential subset
of counterparts could be ⇣ = {2, 4}. We require the probability that all stars which have been “paired” match, and all
other stars are unmatched in both catalogues. H0 is then the
hypothesis that k = 0, and Ha is the hypothesis that there
is one matched star in ⇣, paired with the star in .
Our full equation is
P(⇣, , k | , ) = K ⇥

÷

N f

<⇣ \ 2

÷

N f!

!< \! 2

k
÷

Nc G

⇣i

i

c

⇣i

i

,

i=1

(26)

where K is a normalisation constant, which we can generally
express as the sum of the posterior probability of no matches
plus the summation over all possible match number permutations. The normalisation requires a sum over three indices.
First, the number of matches, k, from 0 to the number of
objects in the smallest catalogue, resulting in a 100% match
rate, min(n , n ). Second, each of the k-permutations of ,
the set of which we define as k . Finally, we must sum over
each of the k-combinations of , the set of which is k . Thus
min(n
)
’,n ’

K=

k=0 ⇣ 2

k

’
2

k

P(⇣, , k | , ).

(27)

While the equations presented are flexible in their application and set size, it is impractical to consider the entire dataset as one entity. We therefore limit our set size
to those stars positionally close to another star in the set.
This limitation results in a large number of star “islands”.
These islands could potentially reduce to the situation considered initially, with one star in one catalogue having multiple potential counterparts, for which Equations 24 and 25
would be applicable. Typical number of stellar overlaps are
5, with the majority of stars only overlapped by 1-3 objects in the catalogue they are being matched to. We can
therefore reduce the complexity in most cases back to that
seen in Equations 24 and 25. In more complicated island
permutations, with multiple stars in each catalogue under

consideration, the more general Equations 26 and 27 should
be used.
In the next two Sections we will expand our terms for
G, c, and f , and detail how to calculate them.

4

FUNCTIONAL FORMS OF ASTROMETRIC
DISTRIBUTIONS

The astrometric PDF G is defined for the two catalogue
match as the convolution of the AUFs of the two stars in
question (see Section 3.2.1). As such, we require functions
for the AUFs. For the rest of this paper we will assume that
the probability of detecting a star with a given uncertainty,
at a given o↵set (x, y) from its implied true origin, is given
by a Gaussian. These AUFs describe how accurately the position of the star is known, which is vital for our probabilistic
matching process.
It can be shown (Wilson & Naylor 2017) that the empirical AUFs of a given catalogue may not be purely Gaussian, but are best described as broadened core distributions
and large, non-Gaussian wings. These e↵ects are caused by
systematics such as proper motion or contamination from
unresolved, faint objects inside the PSF of the bright star.
However, for the purposes of testing our method in Section
6 we will focus on photometric catalogues with sufficiently
small PSFs and number densities such that the average number of stars per PSF is low, which will limit the e↵ect of the
contamination to a few percent of stars at most.
In general, the AUFs can be two-dimensional elliptical
Gaussians, meaning we require uncertainties in the orthogonal ↵ (or right ascension), and (or declination) directions,
as well as the correlation between the two, ⇢. The transformations from semi-major axis a, semi-minor axis b, and
position angle east of north ✓, if required, are given by

↵

=
=

⇢=

q
q

a2 sin2 (✓) + b2 cos2 (✓)
a2 cos2 (✓) + b2 sin2 (✓)

(a2

b2 ) sin(✓) cos(✓)

(28)

.

↵

For a two-dimensional PDF centered at the origin with
covariance matrix
⌃=

✓

⇢

2
↵
↵

⇢ ↵

2

◆

.

(29)

Our formulation of a given Gaussian AUF is then
exp
h( ↵,

, ↵,

, ⇢) =

✓

p1

2 1 ⇢2

✓

( ↵)2

2⇡ ↵

2
↵

(

+
p
1

)2

2

⇢2

2⇢ ↵
↵

◆◆
(30)

Note that when dealing with o↵sets in right ascension, we
include the cosine of the declination to convert our separations to seconds of arc.
In our case we are considering the matching of three catalogues: IPHAS (Drew et al. 2005; Barentsen et al. 2014);
2MASS (Skrutskie et al. 2006); and Gaia (Gaia Collaboration et al. 2016). For the rest of the paper we shall assume
MNRAS 000, 1–19 (2017)
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that the 2MASS and Gaia astrometry are well modelled
by Gaussians with uncertainties as quoted in their respective catalogues. IPHAS, however, does not quote individual
source positional uncertainties, and we therefore use the relation given by King (1983),

=

=

0.05”2 +

FWHMIPHAS
p
2 2 log(2) ⇥ SNRIPHAS

!2

(31)

FUNCTIONAL FORMS OF MAGNITUDE
DISTRIBUTIONS

Now that we have the probability of correlation between
two objects positionally, we must consider the probability
of their relatedness in magnitude space. In this case, we
must consider two possibilities. First, that each object in
catalogue is an unmatched object, unrelated to anything
in catalogue . Second, the two objects have magnitudes
that have high likelihoods of being the same object detected
in both catalogues. For these two cases we must build the
counterpart probability density function, which we denote
as c(mi, m j ), and the unmatched (“field”; Naylor et al. 2013)
star PDFs f (mi ) and f (m j ). f is a PDF, the probability
per unit magnitude of a star having its observed magnitude,
given that it is unpaired (see, e.g., insets to Figure 1b). c
is also a PDF, probability per unit magnitude per unit
magnitude, of two objects having their respective magnitudes given the assumption that they are counterparts to
one another (Figure 1b).
We construct these from the catalogues in situ. We must
therefore consider the magnitudes of all stars in catalogue
positionally unrelated to any star in catalogue to build
our unmatched magnitude distribution. Similarly we must
consider the magnitudes of stars positionally close to one
another to build our counterpart likelihood.
The unmatched star distributions are fairly straightforward, requiring merely the omission of any stars within
sufficiently large circles of stars in the other catalogue, the
details of which are described in Section 6.2. We can then
simply record the number of stars within each given narrow
magnitude bin that remain to populate f . This will also remove some field stars, but under the assumption that the
distribution of unrelated stars is positionally uncorrelated
we still recover our distribution.
Determining c is rather more complex. Naively, one
might simply record the magnitudes of those stars in catalogue close enough to the stars in question in catalogue
MNRAS 000, 1–19 (2017)
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where the full width at half maximum (FWHM) of the observational seeing is taken from the IPHAS catalogue for every
star individually, and the signal-to-noise ratio (SNR) can be
calculated from the statistical photometric uncertainty, also
quoted individually for every star. The 0.05” is the typical
systematic astrometric uncertainty. We use this combined
uncertainty as our standard deviation in our Gaussian AUFs
for the IPHAS data.
As we wish to calculate G, we must convolve our two
Gaussian distributions together. To do so, we simply add the
given covariance matrices of the two functions (Equation 29)
together, giving a new ↵ ,
, and ⇢, which we then use in
Equation 30.
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Figure 2. Figure showing the spatial separation of all 2MASS
stars within 20” of Gaia sources 15  G  15.25, for a 5 ⇥ 5 slice
of the Galactic plane. Background sources are seen at a constant
density surrounding a clump of counterpart stars in the centre.
However, the background density decreases within . 3.5” due
to the crowding out of the fainter background sources by bright
counterparts.

to be considered potential counterparts. However, there will
be randomly placed unrelated stars that happen to lie close
enough to another star to be considered a match, which will
then be included in any distributions we create. To overcome this interloper problem, a sensible choice would then
be to subtract a representative number of stars from each
magnitude bin, using f as the distribution to construct the
“background”. However, as shown in Figure 2 for the example of 2MASS sources positionally correlated with Gaia
sources 15  G  15.25 at 120  l  125, 0  b  5, stars
su↵er from the crowding out of detections of stars fainter
than themselves. We would therefore overestimate the number of faint field stars to be subtracted if we simply used the
magnitudes of stars close to our chosen objects.
Instead of considering the closest stars to our sources,
we can overcome the crowding e↵ects by considering the
brightest sources within a given radial o↵set, as developed
in Section 4 of Naylor et al. (2013). Using the bright star distribution, which is a density-independent measure, we can
control for the decrease in the density of fainter objects. We
can then correctly remove unrelated field objects from our
distribution, obtaining a more robust counterpart distribution.
However, Naylor et al. (2013) only considered a onesided problem, which e↵ectively put the entirety of the second catalogue into one, very large, magnitude bin. The twodirectional case requires the building of c(m |m ) for each
m to m + dm bin, in turn. We therefore have, as our revised
version of Equation 16 of Naylor et al. (2013)

Tom J. Wilson and Tim Naylor

0.150

i

16

0.125

17

0.100

18

0.075

19

21
17

15

14

13
J

12

11

10

0.40

16
0.32

17

0.24

18

0.025
16

0.48

15

0.050

20

0.56

14

2

0.175

15

13

9

19

0.16

20

0.08

21
17

16

15

14

13
J

12

11

10

Counterpart star PDF / mag

0.200

i

0.225

14

2

13

Counterpart star PDF / mag

10

9

(a) Un-corrected form of c, c (m |m ), using IPHAS as the input
catalogue.
(b) Corrected form of c, c(m , m ), with IPHAS as the input.
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(c) Un-corrected form of c, c (m |m ), using 2MASS as the input (d) Corrected form of c, c(m , m ), using 2MASS as the input
catalogue.
catalogue.
Figure 3. Figure showing the e↵ect asymmetry has on the overall counterpart probability density, for the comparison between the J
filter in 2MASS and the i filter in IPHAS. Minimum colourmap is 0.005mag 2 in all plots. If the symmetrisation step is not taken, the
PDF only reflects one catalogue, leading to inconsistent results depending on which catalogue is used as the input. After symmetrisation,
however, the PDFs are equivalent. Notation used assumes 2MASS as catalogue and IPHAS as catalogue , following discussion in
Section 5.

Zc · c (m |m ) =Z b (m |m ) exp A N F (m )
1

Zc C (m |m ) A N f (m ).

Zc · c (m |m ) =Z b (m |m ) exp A N F (m )
(32)

Here Zc is the fraction of stars of magnitude m to m + dm
with counterparts inside a certain radial distance and Z is
the fraction of stars of magnitude m to m + dm with at
least one star within the given radius. b (m |m ) is the distribution of the brightest stars within a radial o↵set of stars
of magnitude m to m + dm. A is the average area inside
the radial o↵sets for stars of magnitude m to m + dm and
N is the number density of unmatched stars in catalogue
. F (m ) is the integral of the unmatched star distribution
for catalogue , f (m ), from 1 to m , and C (m |m ) is
the integral of the counterpart star distribution, c (m |m ),
from 1 to m .
There is an equivalent case with the switching of catalogues,

1

Zc C (m |m ) A N f (m ).

(33)

These are not truly symmetric (see Figure 3 for comparison), because they are, e↵ectively, expressions for p(a|b)
and p(b|a); the conditional probabilities of a given b and of
of b given a, respectively. However, we can easily obtain the
joint probability of a and b by
p(ab) = p(a|b)p(b) = p(b|a)p(a).

(34)

The symmetrisation of c, from Equations 32 and 33, is therefore
c(m , m ) = c (m |m ) · p (m ) = c (m |m ) · p (m ).

(35)

The e↵ects of this additional probability are shown in Figure
3, showing that our choice of input catalogue for construcMNRAS 000, 1–19 (2017)
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tion of the magnitude-magnitude relationship does not a↵ect
the resulting PDF.

6

APPLICATION TO PHOTOMETRY

To avoid using bad or unwanted data within individual surveys, we first clean the data using the criteria in Table 3.
We have chosen three catalogues, Gaia (Gaia Collaboration
et al. 2016), 2MASS (Skrutskie et al. 2006), and IPHAS
(Drew et al. 2005; Barentsen et al. 2014), to highlight two
important regimes for probabilistic matching. First, Gaia
and IPHAS are both optical surveys allowing for ease of
comparison, but they have di↵ering dynamical ranges, where
IPHAS saturates at a fainter magnitude than Gaia but also
has a correspondingly fainter completeness limit. Second,
the symmetrisation of the matching process means that we
should be able to handle two catalogues with similar astrometric precision, which we test with an IPHAS-2MASS
cross-match.
While the clean datasets ensure we do not include any
spurious artifacts or other non-physical detections in our
catalogues, we have also included some flags which remove
true stellar detections. This means that our matches do not
necessarily include every single source on the sky. Matching two cleaned datasets will result in some unpaired stars
which, had we not removed poor detections, should have returned a corresponding detection in the opposing catalogue.
This e↵ect is similar to that discussed in Section 1, where the
saturation of a star in one catalogue and the non-detection
of a second star in the opposing catalogue can lead to a
proximity mismatch of the two sources.
One possible solution is to simply remove all stars in all
catalogues surrounding a poor quality detection in any catalogue, at the cost of the removal of good quality data. This
would allow for a more even matching, where all data were
good quality in all potential matches. This, however, unneccessarily removes extra sources from our potential composite
catalogue, and thus we choose to only remove the poor quality data. This has the additional advantage for this paper
of leaving these “orphan” stars in our catalogues, which provide a good test of the rejection of star pairings based on
their photometry. We will see later in this section that we
successfully return these stars as unmatched field objects.
More generally this e↵ect is seen in crowded fields,
where one catalogue, with high angular resolution, is
matched to another, less able to resolve individual sources.
This results in the e↵ect, also discussed later in this section,
where the bright resolved object is matched to the single contaminated source in the opposing catalogue. We then return
the faint source in the high resolution catalogue as an unmatched object. Care must therefore be taken when matching two catalogues of di↵ering resolution to not misinterpret
these as stars with corresponding missing detections below
the sensitivity of the survey in question. The “completeness
limit” of a survey, often quoted as a single magnitude, is
therefore highly dependent on the interplay of the resolving
power of the survey and the local density of sources.
MNRAS 000, 1–19 (2017)
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Reducing Computational Complexity

Equation 27 is too computationally expensive to treat the
entirety of a catalogue as one set, as discussed in Section
3.3.2. We reduce the complexity by initially assuming that
there is no overlap between stars drawn from the same catalogue, which we shall refer to as “internal independence”.
However, we must account for the chance of a star from catalogue being positionally close to two stars from catalogue
, even if those original stars are not positionally overlapping one another. Such “external dependencies” would stop
us being able to treat stars in catalogue independently and
force us to consider them as part of a larger set. This assumption is borne out in the one-directional case considered
by Naylor et al. (2013), in which they were able to assume
their X-ray dataset was internally independent, but, due to
the multiplicity of the potential matches, the IR data were
not independent of one another. Here we are simply generalising this to both catalogues, creating “groups” of both
sets of, e.g., X-ray and IR, detections. We have therefore relaxed the assumption that internal independency holds for
one of the catalogues, but must break our matches up into
groupings which have inter-group independency, for computational purposes.
Throughout the next two sections we discuss certain
“radial” distances, which we define formally here for clarity
and notation succinctness. These radial distances, RY , are
defined as the distance at which a certain percentage (Y ) of
a circular integral of a two-dimensional Gaussian is enclosed.
They are the solution to the equality
∫

2
x 02 +y 02 RY

G(x 0, y 0 )dx 0 dy 0 = Y,

(36)

where G is the convolution of two sources’ AUFs (see Section
3.2.1 for definition and discussion).
To break our matches into independent groupings we
first iterate over the entirety of one catalogue, assigning as
potential counterparts to each star those stars in the other
catalogue which appear within a certain “merging radius”.
These potential counterpart lists are merged in cases, as previously, where two stars could potentially match to the same
star in the opposing catalogue. These mergers give a complete list of “islands” which are independent of each other but
must be considered jointly within. We are extremely conservative with our rejecting of potential counterparts, using a
large merging radius.
To calculate the radius at which we consider objects
close enough to be related, we first find the star at the 95th
percentile uncertainty ellipse area - ⇡ab - for each catalogue.
This gives uncertainties that avoid significant outliers, but
that are larger than those of the vast majority of the survey.
The semi-major and semi-minor axes of those stars are then
used to construct G. We define stars to be positionally close
to one another if they are separated by less than R 0.997 ('
3.4 for a circular, two-dimensional Gaussian), our critical
merging radius.
Each island is then fed into Equations 26 and 27, and
the most probable arrangement is accepted, with stars being assigned as counterparts or unmatched stars. We can
then either accept this permutation or reject it as uncertain
depending on whether its probability lies above a certain
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Catalogue

Flag

Criteria

Gaia

Non-stellar
Low Quality

astrometric excess noise > 0.865mas and astrometric excess noise sig > 2
astrometric excess noise > 0.865mas and astrometric excess noise sig  2; or
astrometric n good obs al + astrometric n good obs al < 60; or matched observations  8

2MASS

Non-stellar
Outside Dynamic Range
Low Quality

“Galcontam” or “Mpflag” flags set
“Blend” flag == 0; or “Read” flag == 0 or 3; or Mag == NaN; or Mag == NaN
“Photqual” flag is not “A”, “B”, or “C”; or “Read” flag is not 1 or 2; or
“Blend” flag is not 1, 2, 3; or “Contam” flag is not “0” or “c”

IPHAS

Non-stellar
Outside Dynamic Range
Low Quality

pstar < 0.9
Mag == NaN; “Saturated” flag set; or
“Deblend” or “BrightNeighbour”
flagged;
q
|Mag

AperMag1| > 3

2
Mag

+

Mag

== NaN
> 0.1; or

Mag

2
AperMag1

+ 0.03

Table 3. Table showing the various flags for non-stellarity, detection and photometric quality for the catalogues used. In cases where
flags refer to a specific filter, Gaia only uses the G filter, IPHAS uses the r and i filters, while 2MASS is cleaned using the J, H, and Ks
filters.

threshold. For example, we can accept the most likely permutation, no matter the probability; accept permutations
with p > 0.5, where the highest probability permutation
outweighs all other permutations; or we can be more strict,
requiring p > 0.8 (e.g., Broos et al. 2013). The probabilities
in this section are accepted where the overall permutation
probability p > 0.5; i.e., where the most likely permutation
is more likely than all other options combined.

6.2

Constructing f and c computationally

To calculate f , we must “cut out” a large section around each
catalogue star in catalogue , to avoid any possibility of
introducing the true counterpart to our unmatched probabilities. However, due to the large variations in precision
for detections, we must consider each star individually when
avoiding potential counterparts. When masking a given star
in catalogue , we ignore any stars in catalogue within a
certain distance. This distance is found by finding the star
in catalogue in the same “island” as the catalogue star in
question with the largest astrometric uncertainties. We then
use the two stars’ AUFs to create a new G distribution, and
find R 0.9 . It is this radius inside which catalogue objects
close to the catalogue star are ignored. Y = 0.9 was chosen as a tradeo↵ between two requirements. First, we wish
to minimise the contamination from counterparts appearing
in our uncorrelated sample, nominally at the 10% level but
mitigated by the fact that G always uses the largest possible
uncertainties. Second, if possible we should mitigate against
low number statistics, avoiding overly large “cut out” radii
caused by the integration of G to large distances. In addition
to calculating f and f , we calculate N and N from the
area the catalogue covers after the star masks were applied,
subtracting the total area masked by the calculated radial
o↵sets.
To construct c, we use Equation 32, and therefore require the building of distributions of b, the bright star distribution. For this, we define radii for each star in a given catalogue in a similar way to when we construct f , except we use
R 0.63 , the 0.6⇥FWHM optimal result from Naylor (1998).
This radius trades o↵ between minimising the e↵ects of unmatched stars in our distributions while ensuring we still

have enough counterparts to ensure good number statistics.
Nc was calculated by integrating each Zc · c (m |m ) to obtain Zc , because each c slice should be normalised if our b
slice and f are normalised. This then gives us, for the magnitude slice, the fraction of stars with counterparts within
R 0.63 . To obtain the overall fraction of stars with counterparts, we must divide by the fraction expected, Y = 0.63.
Once we have the fraction of input objects which have counterparts, we can obtain the number density of counterparts
by multiplying by the number density of sources in the small
magnitude slice. Repeating this for all magnitudes, we sum
the density of counterparts for each input magnitude slice
to obtain the total counterpart number density, Nc .
Throughout this Section we will be comparing number densities of matches, for both the matched counterparts
and unrelated field stars. For the one dimensional density
these are simply the number of objects with a magnitude
m to m + m , T, divided by bin width m . In the two
dimensional case the number density is the number of objects with magnitude m to m + m and magnitude m
to m + m , T, divided by bin widths m m . We will
consider three sources of counts: the probability-based counterpart matches (Tprob ), the proximity-based matches (Tprox ),
and the probability-based unmatched objects. These number
densities, while not normalised, are comparable to the PDFs
c and f . The number density of counterparts is related to
ANc c, where A is the area of sky under consideration, while
AN f is the equivalent field star number density.

6.3

Probabilistic Matches

We have constructed both our astrometric uncertainty functions and our counterpart and unmatched star magnitude
PDFs, and so can begin to match our catalogues. For the
test cases, the two catalogues were extracted for a 25 squaredegree area of the sky, 120  l  125 , 0  b  5 , and any
stars which did not contain at least one filter flagged as a
detection (either good or low quality) were discarded. Then
c and f were constructed for each filter - i for IPHAS, J
for 2MASS, and G for Gaia - along with the corresponding
number densities.
MNRAS 000, 1–19 (2017)
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6.3.1

IPHAS vs Gaia

We begin with the case of two optical catalogues, Gaia
and IPHAS. Gaia saturates at a brighter magnitude than
IPHAS, while IPHAS has a fainter completeness limit, which
allows us to test our matching in the case of di↵ering dynamical ranges. Figure 4 shows the distributions of counterpart
and unmatched stars for Gaia G and IPHAS i, comparing
a 3” nearest-neighbour match to the probabilistic matching, accepting only those islands in which the most likely
permutation is more probable than all other permutations.
This proximity match is larger than our maximum island
acceptance radius, resulting in a small number (. 1%) of
cases where we have a proximity match but no probabilitybased match based on the rejection of association during
the island creation. However, these objects are rejected on
both astrometric and photometric grounds, and we do not
consider them further.
Several things need to be checked, using Figure 4, before we can be confident that the method correctly matches
objects. First, stars in Gaia that correspond to the saturated region in IPHAS should be returned as unmatched
stars. The matched stars returned are shown as solid black
lines in the side panels of Figure 4, and we can see a clear
rejection of any match for stars of G . 13 (i.e., those detections saturated in IPHAS). Second, given the nature of
matching two catalogues in the optical, we should return
all stars as being matches in the dynamical range of the
two catalogues. Comparing the matches in 13 . i . 19, we
can contrast our matches with a naive 3” proximity match,
shown as the solid black lines and red dot-dashed lines in the
side panels of Figure 4 respectively. The probability-based
matches return almost all of the proximity-based matches, as
expected. Those unmatched objects in this region of overlapping dynamical ranges between the two catalogues are
unexpected, with approximately one in five objects in either
catalogue in this brightness range failing to return a match.
However, over 80% of these objects have no counterpart in
the opposing catalogue within 5” (Section 6), and are simply objects whose counterpart was rejected from the cleaned
catalogues by our selection criteria (Table 3). The remaining
20%, which do have a proximity match, are discussed later.
Third, we wish to remove any potential mismatches between
faint IPHAS objects and brighter Gaia stars. Fainter than
i = 20, we see a decrease in the number of counterparts
returned by the probabilistic match, compared to the traditional proximity match (black solid lines vs red dashed lines
in inset figures to Figure 4). One in four proximity matches
is rejected as a probabilistic match fainter than i ' 20, a minority of which are systematically perturbed true matches
and also discussed below. The loss rate increases by i ' 21
to four in every five proximity match pairs being assigned
as unrelated, unmatched objects by the probability-based
match. These rejections are mostly IPHAS objects too faint
in G to be detected, but serendipitously close to an unrelated
bright Gaia object, flagged in IPHAS. They have therefore
been picked up as an unphysical match, and would be paired
without the addition of the magnitude information.
We do return a small fraction of objects as field stars
at brighter magnitudes that proximity matching assigns as
counterparts, and should consider this population in more
detail. Figure 5 shows the di↵erence in the number density of
MNRAS 000, 1–19 (2017)
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probability- and 3” proximity-based matches. In the bright
dynamic range of Gaia, 12  G  17, the typical loss of objects is ' 3%. However, this loss rate is across all IPHAS
magnitudes, and includes . 1% loss rate (i.e., one third of
the total number of lost matches) of objects in the high counterpart density region of the magnitude-magnitude diagram.
The rejections where the IPHAS magnitudes do not agree
with the Gaia brightness are reasonable and show the additional magnitude information correctly rejecting unlikely
counterparts. However, the 1% of rejections where the i and
G magnitudes lie in the narrow range of accepted counterparts in both filters ought to be paired, and require further
consideration.
When considering these unexpected rejections we can
highlight the e↵ect the magnitude information has on the
counterpart matching scheme. However, before we are able
to do so we must re-introduce the likelihood ratio (Sutherland & Saunders 1992, Fleuren et al. 2012, Brusa et al. 2005,
etc.), but split it into the photometric and astrometric components of, e.g., Equation 24. The photometric likelihood
ratio, ⌘, logarithmically balances the likelihood of matching magnitudes against the likelihood of the two stars being
photometrically unmatched, given by
⌘ ⌘ log10

✓

◆
c(m , m )
.
f (m ) f (m )

(37)

Equivalently, the astrometric likelihood ratio, ⇠, is the logarithm of the comparison between the astrometric counterpart likelihood and the likelihood of the two objects being
unrelated astrometrically, defined as
✓

Nc G
⇠ ⌘ log10
N N

◆

.

(38)

Consider Figure 6, which shows the main locus of those
objects matched successfully by the probabilistic matching
process (red solid contours). Also shown, in black dashed
contours, is the area occupied in the ratio-ratio space by
those objects that are returned by a proximity-based matching process but not by a probability-based match (i.e., those
objects in Figure 5). The vast majority of objects lost between the two processes are not lost due to low photometric
chance. In fact, the contours lie in roughly the same region
in ⌘, but the lost objects have likelihood ratios six orders
of magnitude lower in astrometry, compared to the main
matched set. In both cases, the average improvement to the
likelihood ratio that ⌘ gives is approximately a 10-fold increase in probability. These high photometric likelihood but
low astrometric likelihood objects are those whose astrometric positions are perturbed by systematic e↵ects. They are
perturbed to such a degree that they fall outside the maximum separation allowed by a Gaussian AUF (Wilson & Naylor 2017). They are still within 3”, however, and are therefore still picked up by a proximity match. This lowers their
astrometric likelihood ratio until they become more likely
unrelated objects than counterparts to the same source, as
defined by the dotted line ⇠ +⌘ = 0. We can distinguish these
“incorrect” losses from truly rejected proximity matches by
comparing both the photometric and astrometric likelihood
ratios. While those matches that should not have been lost
are only lost on astrometric grounds, a serendipitous proxim-
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Figure 4. Figure showing the distributions for the probability matching of Gaia and IPHAS in a 25 square degree region of the
Galactic plane, in the G and i filters respectively. The middle panel shows a 2D histogram of probability-based counterparts in each
small magnitude-magnitude bin. As expected from two similar optical passbands, the counterpart magnitude trend is roughly linear with
decreasing brightness. The top and side panels show the number density of sources in each filter individually (i.e., the total number of
stars returned as counterparts with a specific G magnitude) in the solid black lines. Also shown in the inset figures are the unmatched star
number densities (dotted black lines) and a 3” proximity-based match (red dot-dashed lines). The counterparts returned by proximityand probability-based matches agree for most magnitude ranges. However, in the case of proximity matches we see an increase in the
number of bright Gaia counterparts that match to faint IPHAS objects, which the probability-based match rejects. Colourmap only
displayed for those bins with densities 500mag 2 .

ity match has both poor photometric and astrometric likelihood ratios. We also see a few objects whose astrometric
likelihood ratios are very high, but have photometric ratios
slightly below one. These are the rare cases where objects coincidentally have magnitudes more typical of unrelated field
objects (e.g., uncommon stellar types, non-stellar sources
which have not been removed from during the data reduction process, etc.). However, their sky proximity is so overwhelmingly unlikely if they were unrelated that they simply
must be detections of the same original object.
We can also consider the few cases in the set where
one star has “skipped” over its closest neighbour and been
matched with a nearby, but more distant, counterpart, similar to the example laid out in Section 2. In these cases the
sky separation has increased, decreasing slightly our probability density G, but trading o↵ against a large increase in
photometric likelihood, as seen in Figure 6 as the connected
lines. This demonstrates the value of the additional information gained by using the photometry, allowing for the avoid-

ing the pairing of two unrelated but serendipitously located
objects.

6.3.2

IPHAS vs 2MASS

Next, we can compare the matches between IPHAS and
2MASS. For this matching process, however, we do not have
a one-sided astrometric precision between our catalogues,
because both IPHAS and 2MASS both have similar, '0.05”
positional precision in their bright, non-saturated regimes.
This means that neither catalogue would be the obvious
choice to map the other onto in an asymmetric matching
fashion. It is therefore an important test of the symmetrisation of the photometric probabilities to the two-directional
case.
We successfully recover counterparts and unmatched
stars, shown in Figure 7, in the correct magnitude ranges
as with the IPHAS-Gaia case above. Here we see a larger
spread in accepted magnitudes in one catalogue for a given
brightness in the other (i.e., a larger spread in i J colour).
MNRAS 000, 1–19 (2017)
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Figure 5. Figure showing the relative di↵erence in number of
objects returned for an IPHAS-Gaia cross-match for 25 square
degrees of the Galactic plane. Main panel shows the relative difference between the probability- and proximity-based matches for
each small magnitude-magnitude bin, while the inset panels show
the relative di↵erence for each magnitude. At bright magnitudes
a consistent rejection of matches occurs for . 3% of objects. However, at fainter magnitudes (i & 20) rejection of proximity matches
occurs at a higher rate, caused in part by the assumption that the
IPHAS AUF is purely Gaussian. The assumption of Gaussianity
will cause the rejection of those objects in the non-Gaussian tails
caused by systematic perturbations such as contamination due to
faint, unresolved objects in the IPHAS PSF (Wilson & Naylor
2017). Bins shown in main panel are the same as those which met
the criterion in Figure 4.

This is due mostly to the e↵ects of di↵erential extinction
a↵ecting the optical and near infra-red detections to di↵ering degrees. Both IPHAS and now 2MASS contribute to the
non-Gaussian tails in the wings of the AUFs. This means
we still su↵er from the rejection of several percent of likely
counterparts at i ' 18, in a similar e↵ect to that described
in Section 6.3.1. Additionally, we see an increase in the rejection of the pairing of faint IPHAS objects with bright
2MASS objects, as shown in the larger di↵erences between
the solid black and red dot-dashed lines in the side panels
of Figure 7.
We see an e↵ect which is not seen in the Gaia-IPHAS
case. In the case of the likelihood ratio comparison, we have
some cases where both the astrometric and photometric
likelihood ratios are increased by changing to a more distant counterpart, compared with that returned from proximity matching. These are the cases where a very faint object, which therefore has large astrometric uncertainties, is
slightly closer to a bright object than another bright, and
therefore astrometrically precise, object. This decrease in
astrometric uncertainty leads to an increase in G, and thus
⇠. The previously seen increase in ⌘ is still observed, as the
brighter object is correctly assigned as the counterpart.

6.4

15

3

2

1
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Summary

In this section we applied the probability-based matching
scheme to three test photometric catalogues, for the cases
of Gaia matched with IPHAS and IPHAS matched with
2MASS. We used the method as described in Sections 3
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Figure 6. Figure showing the relative likelihoods of matched
IPHAS and Gaia stars, for a 25 square degree section of the
Galactic plane. Here we are comparing the two likelihood ratios, photometric and astrometric, for the matches between the
datasets. Red solid contours show the area of the plot occupied
by the majority of the probability-based matches, while the black
dashed contours show the area occupied by objects which were
proximity matched to 3”, but failed to return a probability-based
match. Additionally, the connected lines are the cases where stars
were proximity matched to one object, but returned a di↵erent
probability-based match. These likelihood ratios are denoted by
crosses for the probability-based match, circles for the proximitybased match, and are connected by a solid black line. Dotted line
⌘ + ⇠ = 0 represents a combined likelihood ratio of unity; equal
chance between the two hypotheses.

through 6.2. In both cases, we confirm the method correctly
returns the majority of proximity-based matches.
We discussed the key areas of the magnitude-magnitude
space where the number of probabilistic matches deviates
from the number of proximity matches. We conclude that the
method is correctly rejecting some faint, proximity matched
objects and assigning a brighter, more distant object as the
counterpart. Additionally, we reject some proximity matches
which are the proximity pairing of two di↵erent objects,
matched accidentally. One object is lost (through, e.g., saturation or a poor detection) in catalogue but within the
dynamical range of catalogue , while the other object is
too faint to be included in catalogue but detected with
good signal in catalogue . While we also reject some likely
counterparts (i.e., two detections with similar magnitudes
in similar passbands which we would expect to be the same
source). We show these failed matches are lost based on their
astrometry rather than their photometry. The assumption of
pure Gaussian AUFs leads to unphysically small astrometric
probabilities when objects are systematically perturbed to
large separations relative to their astrometric uncertainties.
The factor of approximately 10 increase in probability introduced with the addition of the photometric likelihoods is
simply unable to overcome such low astrometric likelihood
ratios.
In all cases, the additional parameter space from the
magnitude information contributes to the resultant posterior probabilities. However, if the choice is made to model
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Figure 7. Figure showing the distributions of probability matched counterpart stars for 2MASS and IPHAS in a 25 square degree region
of the Galactic plane, in the J and i filters respectively. Figure layout and colourbar are the same as Figure 4. Note the comparison to
the proximity-based matches, where stars J  10 are incorrectly assigned as matched to stars i 20.

the probability density of star separations in detail, rather
than using a simple cut-o↵ radius, then it is critical that
the AUFs are modelled properly. Correct AUF descriptions
would minimise the rate of false non-pairings, allowing the
photometric probabilities to distinguish between true and
false matches.

7

EXTENSION TO MULTIPLE CATALOGUES

So far, in Sections 2 to 6, we have only considered the case
where we are matching one catalogue against another. However, oftentimes we wish to match multiple catalogues to
extend our wavelength coverage. Imagine a hypothetical scenario for a three-catalogue match. Shown in the schematic
in Figure 8 are three example stars, observed in three example catalogues. Catalogue observed three stars in the small
field of view in consideration, denoted 1, 2, and 3, shown
as red circles. Catalogue , shown as blue crosses, observed
two of the stars: 1 and 2. Finally, our third catalogue ✏
only recorded a measurement for ✏1, shown in Figure 8 as
the green star.
We could potentially iterate all possible permutations
of this set, asking what the probability is that, e.g., stars
2 and 2 are counterparts to each other, star 3 is uncorrelated and stars 1, 1, and ✏1 are all counterparts of

the same object. Considering all possibilities would require
extensions to c, asking what the likelihood of counterparts
having magnitudes m 1 , m 1 , and m✏ 1 was, as well as an
extension to G, given now as
G 0 ( x 1 1, y 1 1, x 1✏ 1, y 1✏ 1 ) =
π+1π+1
h (x 1 x0, y 1 y0 )h (x 1
1 1

h✏ (x✏ 1

x0, y✏ 1

x0, y 1

y0 ) ⇥

(39)

y0 ) dx0 dy0,

where h , h and h✏ are the astrometric distributions of the
three catalogue respectively.
However, the complexity of the problem increases geometrically, and it quickly becomes impractical to treat
even three catalogues simultaneously. In cases where more
than two catalogues are required, sequential matching, starting from the two most astrometrically precise catalogues
and working towards the least precise astrometry, is recommended. Starting with a match between catalogues
and , we create catalogue
, which contains matches between both catalogues, unmatched catalogue objects and
unmatched catalogue objects. Subsequently we take catalogue
and match it with catalogue ✏, creating a catalogue which contains matches between , , and ✏; and ✏
matches; and ✏ matches; and matches; and objects in
MNRAS 000, 1–19 (2017)
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Figure 8. Figure showing an arrangement of potential matches
from three theoretical catalogues. In this scenario one star is seen
in all three catalogues as 1, 1, and ✏ 1 respectively, denoted
by the red circles; 2 and 2 are the same star recorded in two
catalogues, shown as blue crosses; and a third star, 3, the green
star, is only seen in one catalogue.

catalogues , , and ✏ which do not match to either of the
other two catalogues.
For example, we might require a composite catalogue
with optical detections (e.g., IPHAS), near-IR sources (e.g.,
2MASS), and detections at longer wavelengths (e.g., Spitzer ;
Werner et al. 2004). In this instance we might first match
IPHAS and 2MASS (see Section 6.3.2), creating our first sequential composite cross-match catalogue, and then match
Spitzer with this new catalogue. However, when matching the second time, we have removed from our normalisations such as those in Equation 1 any hypothesis where
any sources paired during the IPHAS-2MASS match are not
paired. However, we can choose to only accept high probability classifications from previous iterations of the sequential matching (see Section 6.1 for more details). These relatively certain classifications will have low probabilities of
any other hypothesis, and the exclusion of the hypothesis of
previous IPHAS-2MASS matches being unrelated will have
little impact on the conclusions drawn. Thus we can reduce
the complexity of a multi-catalogue cross-match into several
two catalogue cross-matches.
The only concession we have to make is in the careful
treatment of Equation 39 (cf. Equation 16 for the original
two-catalogue case). We cannot easily split Equation 39 into
sequential terms, and in order to do so we have to “update”
the position of a counterpart pair merge after each crossmatch, which is why it is recommended that the most precise catalogues are used initially. We then use the weighted
mean position of the two matched stars as the new position.
Updating the position of the source in this way is comparable to Section 5.1 of Pineau et al. (2017), although since
one cannot guarantee Gaussianity of the distributions (see
Wilson & Naylor 2017) this becomes

xnew =

+1
∞
h (x 1 x0, y 1 y0 )h (x 1 x0, y 1 y0 )x0 dx0 dy0
1

(h ⇤ h )(x 2
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with analogous arguments for ynew . While we can relatively
easily update the position of the star in our new crossmatched catalogue, it is less straightforward to handle the
updated AUF. We therefore recommend simply using the
appropriate covariance matrix and AUF of the most positionally precise of the two merged stars.
In the era of increasingly precise datasets, such as Gaia,
the complication of sequential matching becomes increasingly negligible, as Equation 39 simply returns
G 0 ( x 1 1, y 1 1, x 1✏ 1, y 1✏ 1 )
= h (x 1 x 1, y 1 y 1 )h✏ (x✏ 1

x 1, y✏ 1

y 1)

(41)

in the limit of h (x 1 x0 ) ! (x 1 x0 ). E↵ectively, we
only have to ask the probability of our two other catalogues
being drawn from the order-of-magnitude more precise third
position.

8

CONCLUSIONS

We have developed a new symmetric method for assigning
stars between two catalogues as either counterparts, or unrelated and unmatched stars. We use the extra information
gained from the measured photometric magnitudes of the
stars to more accurately accept or reject star pairings. Our
more general formalism for the astrometric probability formally describes the handling of astrometric uncertainties in
an equal fashion. It also allows for a more general inclusion of systematic astrometric e↵ects such as proper motion
or contamination caused by stellar crowding. We have also
expanded the treatment of photometric probabilities to a
two-directional treatment, asking the probability of a star
having the detected magnitudes of both objects. This new
method also allows for the possibility of multiple choices
of counterpart for stars in each catalogue. Additionally, we
showed how to extend the method to multiple catalogues.
We tested the method on three catalogues: IPHAS,
2MASS, and Gaia. We showed that the method correctly
returns counterparts in the expected regimes of shared dynamical range between two given catalogues. When compared to a 3” proximity-based match, we successfully return
more unassigned, unmatched objects at very bright and very
faint magnitudes, outside of the dynamical range of the opposing catalogue. We also show that the method works when
applied to two catalogues of similar astrometric precision,
with a truly symmetric handling of the assigning of counterparts between catalogues. In all catalogue match cases,
and in all brightness regimes, the inclusion of the photometric likelihoods allowed for a more robust determination of
the corresponding objects between catalogues, providing on
average a factor 10 improvement to the Bayes’ factor. This
provides the ability to break nearest-neighbour and pure astrometric probability match degeneracies.
The nature of the method gives the flexibility to choose
a probability above which to accept counterparts, allowing
for the option of only selecting very likely joins between
catalogues, giving the confidence in the resulting SEDs.
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to a sum over , each star being the counterpart in turn,
which is the sum over j in Equations 6 and 7 of Naylor et al.
(2013). Equivalently, starting from Equations 24 and 25 we
can recover Equations 6 and 7 of Naylor et al. (2013) by
forcing the number of elements over which i is summed to
be one, which removes the i , s sum, and reduces the sum
over s and t to just one over t.
This reduction in dimensionality is possible if and only
if the separation between catalogue ’s stars is much greater
than the average radial o↵set of their counterparts in catalogue . This means there is no overlap and no two catalogue stars can possibly have the same star in catalogue
within a given radial o↵set of both stars. Additionally,
Naylor et al. (2013) made the assumption that the two catalogues’ magnitudes are independent of each other, and thus
c(mk , ml ) = c(mk ) c(ml ). Finally, two implicit assumptions
were made. The first is that c(ml ) = f (ml ). Second, the assumption was made that catalogue is complete, meaning
that we do not require the symmetrisation of the counterpart magnitude probability density in Section 5, e↵ectively
setting p = 1.
To introduce the concept of X into our equations (see
Table 1 of Naylor et al. 2013) we define it as the fraction of
stars with counterparts in catalogue ,
X=

Nc
.
N + Nc

(A1)

Rearranging the terms, we obtain
Nc
X
=
.
N
1 X

(A2)

We can now reproduce the correct ratios found in
p(Ha |D). To do so, we start with our original Equations 24
and 25, restated in their compact notation (Section 3.3.1) as

APPENDIX A: REDUCTION TO ONE-SIDED
CASE

P(Ha |D) =

We have presented a symmetric approach to the probabilitybased matching procedure treated asymmetrically by several
previous authors (e.g., Sutherland & Saunders 1992, Naylor
et al. 2013, Rutledge et al. 2000). To verify the validity of
the formalism, we must check that the equations reduce to
the one-sided set of equations in the correct limits. As our
formalism is based upon that of Naylor et al. (2013), we shall
confirm that we can recover their equations in this Section.
The di↵erences introduced in Equations 26 and 27, compared with Equations 6 and 7 of Naylor et al. (2013), come
from the reduced dimensionality of the problem, as well
as several underlying assumptions. If it were possible to
treat, e.g., X-ray sources as independent entities, each with
a unique set of potential counterparts, we could break the
larger catalogue up into smaller ones, each of which only containing one source, resulting in an e↵ective catalogue length
of one. This is equivalent to assuming the catalogue has
internal independency. In this case, it is obvious that the
number of matches is either zero or one. One can then split
Equation 27 into two cases. First, the case where M = 0,
with one permutation allowed in ⇣ and . Second, the case
of M = 1, where still only has one permutation, due to
its catalogue having length one. This reduces the triple sum
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(A4)

First we set the length of catalogue to one, which removes
Œ
Œ
the product
N f i and reduces the product
N f i to
i,k

i

N f k . We also multiply and divide any terms containing
Œ
j
N f in Equations A3 and A4 by N f l , for both l and t.
j,l

Switching back to our full notation, we then divide all
terms in Equations A3 and A4 by
N f (mk )

÷
j

N f (m j ).

(A5)

This gives us
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P(Ha |D) =

1+

Nc G( x k l , yk l )c(mk ,ml )
N f (mk )N f (ml )

Õ Nc G( xk l , yk l )c(mk ,ml )
l

and
P(H0 |D) =

1+

(A6)

N f (mk )N f (ml )

1
Õ Nc G( xk l , yk l )c(mk ,ml ) ,
N f (mk )N f (ml )

l

(A7)

re-introducing the likelihood ratio to our probabilities.
Therefore, after splitting c(mk , ml ) into c(mk )c(ml ); cancelling c(ml ) and f (ml ), assumed to be equivalent; substituting for Equation A2; and multiplying by 1 X, we recover
Equations 6 and 7 of Naylor et al. (2013),

P(Ha |D) =

1

Xg( x, y) c(m a )
N
f (m a )

X+

Õ Xg( x, y) c(m↵ )

X+

1 X
Õ Xg( x, y) c(m↵ ) .

and
P(H0 |D) =

1

↵

↵

N

N

(A8)

(A9)

Note that the g term of Naylor et al. (2013) is our G, as they
add a systematic uncertainty to their X-ray uncertainties,
believed to reflect the infrared uncertainties, and thus it is
a convolution of two Gaussians.
While the appendix derivation
⇣ ⌘ of Naylor et al. (2013)
e0 = X, our new derivation
required P(H0 ) = 1 X and P H

contains these implicitly as the ratio of counterparts per unit
area to unmatched stars per unit area. We therefore have
indi↵erent priors, assuming a flat prior across all hypotheses.
This is required in our formalism due to the extension to
a symmetric handling of stars in both catalogues, as well
as the extension to multiple potential counterparts in each
catalogue. The number densities of matched and unmatched
objects can only be considered as simple Bayesian priors in
the case where the information of only one catalogue is used,
for one potential counterpart. However, the end result is
identical, and the equations correctly reduce to their original
forms in various limits.
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