The cross-cutting edge: situational judgments tests for selection: traditional versus construct-driven approaches

Paul A. Tiffin, Lewis W. Paton, Deborah O'Mara, Carolyn MacCann, Jonas W.B. Lang and Filip Lievens

Author details:

PAT: Department of Health Sciences, University of York and Health Professions Education Unit, Hull York Medical School, UK, paul.tiffin@york.ac.uk

LWP: Department of Health Sciences, University of York, UK, lewis.paton@york.ac.uk

DOM: University of Sydney Medical School, Faculty of Medicine & Health, University of Sydney, Australia, deborah.omara@sydney.edu.au

CM: School of Psychology, University of Sydney, Australia, carolyn.maccann@sydney.edu.au

JL: Department of Personnel Management, Work and Organizational Psychology, Ghent University, Belgium, & the Business School, University of Exeter, Jonas.Lang@ugent.be

FL: Lee Kong Chian School of Business, Singapore Management University, Singapore, filiplievens@smu.edu.sg
Abstract

Context

Historically, Situational Judgement Tests (SJTs) have been widely used for personnel selection. Their use in medical selection in Europe is growing with plans for further expansion into North America and Australasia in an attempt to measure and select on ‘non-academic’ personal attributes. However, there is a lack of clarity regarding what such tests actually measure and how they should be designed, scored and implemented within the medical and health education selection process. In particular, the theoretical basis from which such tests are developed will determine the scoring options available, influencing their psychometric properties and, ultimately, their validity.

Objective

The aim of this article is to create an awareness of the previous theory and practice that has informed SJT development. We describe the emerging interest in the use of the SJT format to measure specific constructs (e.g. ‘resilience’, ‘dependability’ etc.), drawing on the tradition of ‘individual differences’ psychology. We compare and contrast this newer ‘construct-driven’ method with the traditional, pragmatic approach to SJT creation, often employed by organisational psychologists. Making reference to measurement theory, we highlight how the anticipated psychometric properties of traditional versus construct-driven SJTs are likely to differ.

Conclusions

Compared to traditional SJTs, construct-driven SJTs have a strong theoretical basis, are uni- rather than multidimensional, and may behave more like personality self-report instruments. Emerging evidence also suggests that construct-driven SJTs have comparable predictive validity for workplace performance, although they may be more prone to ‘faking’ effects. It is possible that construct-driven approaches prove more appropriate at early stages of medical selection, where candidates have little or no healthcare work experience. Conversely, traditional SJTs may be more suitable for
specialty recruitment, where a range of hypothetical workplace scenarios can be sampled in assessments.
A brief history of SJTs for personnel selection…

A situational judgement test (SJT) is an assessment whereby a candidate is presented with a specific scenario and must evaluate several possible responses to the scenario. The response format can vary but commonly involve either ranking potential behavioural responses in order of appropriateness or perceived effectiveness. Another commonly employed choice format involves a candidate choosing the ‘best’ and ‘worst’ behaviours depicted. An example of a ranking format SJT is shown in Figure 1. A frequent alternative is a rating scale type response format, which involves rating examples of behavior according to some attribute, such as ‘appropriateness’ as shown in Figure 2.

The SJT approach to assessment has been used in personnel selection for over half a century. Notably, SJTs were used during World War II to evaluate the judgment of soldiers. In the 1960s assessments using the SJT format were developed in an attempt to measure the leadership potential of job applicants (McDaniel et al. 2001). Early examples of this approach to testing include the ‘Practical Judgment Test’ (1). The use of SJTs in personnel selection became much more widely adopted in the 1990s. This popularity was probably triggered by the reconceptualisation of SJTs as ‘low-fidelity simulations’ (2). That is, the test was intended to mimic the kinds of workplace situations likely to be encountered by a successful candidate appointed to a job or training role.

SJTzs and medical selection

Internationally, there is high competition for admission to medical school and some postgraduate training. This has led to a strong emphasis on academic achievement as a key selection mechanism. For example, secondary (high) school and also cognitive performance, assessed via ‘aptitude tests’ such as the Universities Clinical Aptitude Test (UCAT- formerly ‘UKCAT’), the Graduate Medical Schools Admission Test (GAMSAT) and the Medical College Admission Test (MCAT) are frequently used to select students for medical education. However, there has been an increasing recognition that it is non-academic personal qualities (sometimes referred to as ‘non-cognitive’ traits) that are as least as important to effective functioning as a practising physician (3). Indeed, for the majority of UK licensed doctors who have
been censured by the regulator, it is personal rather than clinical behavior that led to
the initial allegation (4). In line with the recognition that ‘non-academic’ qualities are
also critical in medicine, SJTs are currently being used in Europe as part of medical
selection, usually in order to complement more resource intensive selection methods
that involve direct interviewing. The SJT format is already being used in Australasia
as part of recruitment into postgraduate medical training with plans to roll out an
undergraduate selection SJT as part of the introduction of the UCAT into Australia.
Moreover, a pilot project is being conducted for incorporating an SJT, aiming to
evaluate an applicant’s understanding of ‘pre-professional behaviours’, as part of the
MCAT used in North America (5). It should be emphasised that SJTs represent an
assessment approach, not a content area, and that test format and content should
not be confused (6). Thus, this paper focuses only on SJTs that are used to evaluate
‘non-academic’ personal qualities as part of personnel selection processes.

Despite the rapidly increasing use of the SJT format in the medical education
selection process, there is no agreement on what such assessments are generally
measuring or how they should be optimally designed and implemented. In this article
we will first describe the traditional SJT development approach, now commonly used
in medical selection. We also outline an emerging interest in construct-driven
approaches to developing SJT-based assessments that can be used in personnel
selection. In contrast to traditional SJT approaches, this latter movement owes much
to the ‘individual differences’ field of psychology. This has had an emphasis on
developing psychometric instruments capable of accurately discriminating between
individuals depending on the level of a specifically defined trait or ability they
possess. We compare and contrast the likely advantages and limitations of each of
these two approaches.

In order to make informed decisions about how SJTs should be developed and used
within medical selection it would seem essential to understand the conceptual bases
for the two main approaches to their creation. This article will focus on contrasting
aspects of development, and the resulting psychometric properties of SJT format
assessments used in this context. A summary of the main differences between
traditional and construct-driven SJTs is provided in Table 1.
Traditional SJTs for personnel selection

The rationale for traditional SJT development could be considered primarily pragmatic, and largely atheoretical. As aforementioned, the popularity of SJTs for personnel selection was encouraged by their reframing as ‘low-fidelity simulations’ (2). A simulation, in this sense, is a selection procedure intended to mimic psychological or physical aspects of the job (7). The ‘low fidelity’ term is taken to mean that responses do not involve actual enactment of the behaviours that would be expected in the workplace scenario depicted. Rather, responding involves selecting, from among a number of closed-ended responses, using knowledge of the appropriateness of intentions to behave in a range of ways (8). Therefore, the ability of the test to predict future job performance rests on the idea that the simulation corresponds to actual future work situations and that test-takers will exhibit behavioural consistency (9). This latter term implies that candidate responses to the test will accurately reflect their actual, future, workplace behaviours (10). In this sense traditional SJTs used in personnel selection could be considered special cases of a knowledge test. Such knowledge would include procedural knowledge about what to do in certain situations and how to do it.

In the traditional approach to SJT development the description of the workplace situations are of key importance. This is because the way the scenes are depicted will situate a respondent’s perception of the scenarios. Ideally the candidate will be able to use these descriptions to imagine themselves in that context and be able to make a judgment about the behaviour they would, or should, exhibit, in that situation (11). Thus, the ultimate goal of traditional SJTs is to devise a test to sample the domain of interest, to present people with a representative set of situations in this domain, and to assume that the scores that capture how their procedural knowledge of how to respond to those situations will demonstrate criterion-related validity. That is, the scores achieved on the test will be correlated with future relative workplace performance, for example, as judged by a supervisor. That is, the aim of SJTs, developed according to this framework is to capture a test taker’s contextualized responses to samples of workplace situations.
The traditional SJT creation process typically follows a conventional path (Figure 3) which involves: 1) generating ‘critical incidents’ from subject matter experts (SMEs) in a particular field of work, 2) capturing possible responses to the incidents from other SMEs and novices; and 3) creating a scoring key from another group of SMEs (2, 12). Sometimes Step 1 is preceded by a ‘blue printing’ process involving obtaining the views of SMEs on which characteristics they deem relevant to effective workplace performance. Scenarios can then be selected that are perceived to evaluate the traits included in the blueprint. The scenarios themselves can be presented in a variety of formats; text, multimedia, 3D animated or even avatar-based. Figure 2 shows an example of text-based SJT that was created for undergraduate medical selection. SMEs were involved in appraising a provisional pilot set of items and constructing a scoring key based on consensus regarding the best response to each item. There are no current guidelines on the number of SMEs recommended for this process, but most developers use 12 to 30.

For all response formats, the score allocated to the response categories for each item is usually based on the similarity of the candidate’s responses to the responses determined by SMEs. The only exception to this would be to either use a norm referenced approach (i.e. ‘the wisdom of the crowd’) or train a machine learning algorithm to predict an outcome from the scoring pattern (13). Thus, scores can be calculated in many ways and the scoring scheme influences the properties of the final test scores (14).

The type of instruction given to candidates of SJTs is also relevant to the validity evidence regarding cognitive processes. In general, SJTs that instruct candidates to select a response based on what they would do in that situation tend to have scores that correlate more highly with personality measures. In contrast, those that instruct a candidate to indicate what should they do tend to show lower correlations with personality measures (15). The latter type of test could be considered a special type of knowledge test, and by definition, less prone to ‘faking’ effects and social desirability bias (16). That is, either a candidate knows what should be done or they do not. Yet, this difference between SJT scores on the two instructions was found only in research contexts and non-high stakes contexts. In a high stakes context all candidates seem to adopt a ‘should do’ response frame, regardless of the actual
instruction (17). Scoring strategy may also influence the impact of faking attempts (18).

There is meta-analytic evidence for the overall predictive validity of the scores derived from such traditional SJTs to predict future work performance (15, 19). Moreover, a previous review of the use of SJTs for the evaluation of non-academic traits in general concluded that there was evidence of cost-effectiveness compared to other approaches (e.g. interviews) (20). Emerging evidence also indicates that, to date, in a variety of undergraduate and postgraduate medical selection settings, at least modest correlations are observed between performance on these traditional SJTs and subsequent relevant outcomes, that reflect aspects of social functioning (21-23). This suggests, at least in this context, such selection SJTs are generally estimating, to some extent, knowledge of inter-personal functioning. Specifically, higher performing candidates are tending to respond to the items in a way that corresponds to the choices of the SMEs used to derive a scoring key.

This rather pragmatic approach to assessment development often results in a lack of clarity over what is actually being measured. Indeed, the construct-related validity of SJTs (that is, whether they actually measure the constructs they purport to) has been described as a ‘hot mess’ (McDaniel, List and Kepes 2016). One might ask, if the scores from traditional SJTs tend to predict future candidate performance, does it matter what they are actually measuring? Firstly, there are practical challenges with deploying tests where the dimension/s (constructs) being measured are not well defined. For example, for security reasons, wide-scale testing often utilises more than one form of the test. In the interests of fairness all forms of the SJT forms should be ‘equated’. That is, candidates of equal ability should obtain the same score, irrespective of the test form to which they are allocated. Such equating is extremely difficult to assure in the absence of a well-defined ‘measurement model’, where an observed score is tightly linked to a particular construct. However, this risk can be offset, to some extent, by careful “blue printing” of content across a relatively small number of test forms (say two or three), thus generating alternative, though similar, forms of the test with a similar mix of scenario-related material (24). Conversely, it has been highlighted that the ability to design SJTs that have an established relationship with well-defined constructs has many potential benefits (8).
Construct-driven selection SJTs

Theoretical basis

As mentioned earlier, the widespread use of SJTs for personnel selection was stimulated by framing them as low-fidelity simulations (2). However, some years later Motowidlo also provided a theoretical basis for the effectiveness of SJTs, hypothesising that, in this context, they were a way of eliciting and measuring ‘implicit trait policies’ (ITPs) (25). An ITP is conceptualised as a set of implicit beliefs about causal relations between personality traits and behavioural effectiveness. The proponents of this theory provide an illustrative example related to the personality trait of agreeableness. They argue that if depicted actions in the SJT response options that express high agreeableness are truly more effective than actions that express low agreeableness, more agreeable people will weigh response agreeableness more heavily. This is in contrast to less agreeable people, who will tend to perceive the same responses as relatively less effective. In the same paper the authors provide some empirical evidence, using SJTs that employed scenarios deliberately designed to tap into the constructs of agreeableness, conscientiousness and extraversion. In this sense SJTs may be considered a way of estimating aspects of ITPs, which are not easily directly measurable.

The potential for an SJT to effectively capture an ITP will depend on creating depicted scenarios ‘activate’ the relevant trait in the respondent. Thus, ‘trait-activation theory’ (26) has played a key role in informing the development of construct-driven SJTs. This combines trait theory (27), ‘situationism’ (28) and personality-job fit theory (29). Trait theory assumes that individuals have relatively stable ‘personalities’, emphasising that such predispositions give rise to relatively consistent ways of responding to the world. It is this area of psychological research that is mainly responsible for defining and measuring differing personality traits. A familiar result of such work is the OCEAN model of personality, representing the dimensions of openness (to experience), conscientiousness, extraversion, agreeableness and neuroticism. In contrast, ‘situationists’ argue that it is external situations, rather than relatively stable, underlying traits, that largely influence behavior. These apparently opposing views have largely been reconciled via an interactionist perspective that presumes both traits and situations play a role in
determining the likelihood of an individual responding in a certain way. Their relative contribution would be seen as shifting depending on the particular circumstances observed. Indeed, it is easy to conceptualise how traits may play a stronger role in determining behavior in some circumstances and *vis a versa*. **Personality-job fit** theory, as the name suggests, supposes that individuals with combinations of certain traits may be better suited to some work roles than others (30). Thus, a better fit would be assumed to lead to higher job satisfaction and workplace effectiveness. Importantly, recent evidence has been provided that suggests that prosocial personality traits may substantially explain performance differences in SJTs that depict interpersonal scenarios (31). This implies that even traditional SJTs may be inadvertently measuring such traits, albeit less precisely than construct-driven instruments.

Returning to the concept of ITPs, it is clear that SJTs tap into the relevant trait and capture pertinent (imagined) behavioural responses that are the most likely to predict future workplace effectiveness. SJTs that purport to evaluate ITPs, as with traditional selection SJTs, also claim to measure specific aspects of procedural knowledge. The key difference to highlight here is that, unlike traditional SJTs, this procedural knowledge is postulated as being closely related to defined traits or constructs. Of course, there is no guarantee that a candidate who knows what should be done in a particular situation will repeat that behaviour in real life. Indeed, there are a number of factors that may determine the probability that an ITP is manifest in the workplace, including experience and personality traits (25). For example, a candidate may believe that being ‘agreeable’ is important an individual who is high on the trait of agreeableness is also more likely to actually exhibit this in practice. However, if the person has extensive experience of being in a workplace where agreeableness does not result in desirable outcomes then they may become less likely to exhibit it in the future! Nevertheless, it should be emphasised that ITPs themselves cannot be conceptualised as specific traits, although they are closely related to them. Consequently, SJTs may be considered a way of estimating aspects of ITPs, which are not directly measurable. The idea that such SJTs evaluate ITPs has also been echoed in relation to their use in medical selection (32).
**Construct-driven SJT development**

Applying this theoretical framework to SJT design, the focus of item development in a construct-driven approach is to create test material that will elicit the trait of interest. That is, such 'latent traits' are assumed to be unobservable until there is an interaction with the external world, which might include a questionnaire item or particular task. At this point the trait becomes manifest, for example, by the candidate selecting a particular response category from a questionnaire item. Of course, the relationship between the level of latent trait possessed by an individual and the observed response is stochastic, rather than deterministic. That is, a certain response will be observed, given the level of the trait being evaluated, with a certain probability that will lie somewhere between zero and one. It is this probabilistic relationship that is modelled using Item Response Theory (IRT), which provides a valuable framework for understanding the measurement model for a trait (see below).

In contrast to traditional selection SJTs, whilst SMEs may contribute to the creation of test material it is primarily psychologists who lead on developing depicted situations and response options for construct-driven SJTs. When selecting scenarios to be used in construct-driven SJTs a ‘taxonomy of situations’ may be created (33, 34). For example, there may be a series of situations that are likely to involve some degree of inter-personal response that may involve empathy. Categorising potential scenarios may facilitate the process of portraying situations that elicit the desired trait. This process is likely to lead to the inclusion of scenarios, used as the item stems, that are, on average, shorter, and more generic, than those used in traditional selection SJTs (35). That is, they are less detailed and contextualised around specific workplace or educational situations. One of the goals of this development process is to create a set of items that behave in a more ‘unidimensional’ manner. The dimensionality will inevitably influenced by the scenario, in terms of the traits activated, but also determined by the response options created. In the latter case, responses should be constructed that, ideally, would tap into a single trait. Moreover, Lievens and Guenole stress that, in this context, response options should represent varying degrees of a specific construct, rather than qualitatively different categories (8, 35). For example, looking at the SJT sample included in Figure 4, it can be seen that all the depicted behaviours in the response section are intended to tap into the
trait of ‘dependability’. Note also the use of a Likert scale format is intended to capture differing levels of this construct in the respondent. This approach contrasts with the ‘blueprinting’ process mentioned earlier in traditional SJT development processes, which merely aims to ensure that a sufficient variety of scenarios are included that cover the domain of interest tap into the range of pertinent traits reported by SMEs. Indeed, it is recognised, that in traditional SJTs, even single items may tap into more than one ability in a candidate (36).

When considering the dimensionality of responses to SJTs, we posit that if scenarios are contextualised to a greater degree, a particular item response may be increasingly influenced by other traits, or indeed specific knowledge about a work role, rather than generalised domain knowledge, learned via socialisation (37). Thus, it is probable that SJTs with more contextualised scenarios presented, would be less likely to exhibit unidimensional scoring patterns, where the variance in scores could largely be explained by a single trait. An example of a construct driven SJT item is shown in Figure 4, taken from a test evaluating ‘dependability’, as a facet of conscientiousness (38).

This design process, depicted in Figure 3, has implications for the scoring scheme employed. In traditional SJTs, the scores allocated to response categories for each item are generally determined by their similarity to those derived from the SME panel. In contrast, construct-driven SJT items are generally scored in a similar way to personality assessments; i.e. responses deemed to be associated with higher levels of the trait under examination are allocated higher scores, as in a Likert-type rating scale approach. However, it is also possible to score such SJTs using the traditional SJT approach employing SMEs, or ‘Wisdom of the Crowd’ approaches, based on responses at piloting. The former can be conceptualised as ‘trait’ whilst the latter ‘effectiveness’ scores, with both estimating related, though different, characteristics of the respondent (39). Issues relating to response instructions (‘would do’ vs ‘should do’) would seem intuitively apply to equally to traditional and construct-driven SJTs. Guenole also offers a more detailed five step procedure for developing construct-driven SJTs (8). According to this process; 1) scenarios are carefully developed by psychologists, then 2) analysed and categorised according to the trait they predominantly tap into, before 3) response alternatives are generated,
then 4) the response instructions are decided on and a scoring key devised before finally 5) creating the test forms and scoring interpretation guidelines for users.

The differing approaches to traditional versus construct-driven test development are likely to lead to some key differences in the way the resultant scores behave, and these will now be discussed.

**Traditional vs construct-driven SJTs: psychometric properties**

*Test ‘reliability’ and ‘information’*

The issue of ‘internal consistency’, or reliability, of SJT items is a cause of frequent confusion in the literature, and requires comment. Traditionally, conventional reliability metrics (e.g. Cronbach’s alpha) mainly provide validity evidence for the internal structure of a test (40). Unidimensionality in this sense merely implies to what extent do the items in the test measure the same construct? Therefore any departure from unidimensionality of the test responses will inevitably impact on such metrics of reliability. If traditional selection SJTs tap into numerous traits, as reflected in the original blueprint, then this would be reflected in lower reliability values. Indeed, one meta-analysis of traditional SJTs reported a pooled alpha coefficient value of around 0.46 (41). In contrast, most high stakes tests that measure a single construct would be expected to have values of 0.7 or above. These issues relating to dimensionality and reliability also lead to difficulties with interpreting the meaning of scores derived from traditional selection SJTs (8): what does it say about a candidate’s characteristics if they score higher on such a test compared to a low performing test-taker?

The dimensionality of a test is usually assessed by some form of factor analysis. This procedure explores to what extent the observed variations in item scores can be explained by a smaller number of unobserved (latent) traits, or ‘factors’. However, there have been well documented difficulties applying such approaches to SJT responses, with such evaluation of traditional SJTs often returning a picture one might describe as ‘fuzzy unidimensionality’, more formally referred to as ‘essential unidimensionality’ (42). In this situation there is a general factor that explains a substantial proportion of the variance in many, often most of the test items, but there are also smaller factors which a minority of the items may also load on to.
Dimensionality, and the relative influence of specific scenarios used in the test, can also be explored using extensions of factor analysis, such as the multi-trait multi-method matrix (MTMM) approach (43). This seeks to understand the proportion of variance in responses explained by scenario, rather than trait-level effects. Prior research using this approach reported that the major source of variance seems to be the situations used (44). However, a separate study, using generalisability ('G') theory (see below) reported that a single, dominant, trait accounted for the largest portion of variance in an SJT’s scores (45).

Apart from the heterogeneous item content, the low reliability of traditional SJTs may be due in part to the partial scoring models frequently used, with the aim not necessarily being to discriminate amongst candidates for all items. This means that inter-item correlations may be relatively low. By definition, this situation leads to low Cronbach’s alpha values. Thus, it can be argued the traditional notion of reliability may not be applicable to such selection SJTs and the use of such statistics is misleading. Consequently alternative approaches to evaluating the reproducibility (consistency) of traditional selection SJT scores have been suggested (46). These include placing more emphasis on the test re-test reliability value, indicating the temporal stability of scores. In contrast to traditional SJTs, early work evaluating the internal consistency of construct-driven SJTs tend to report reliability coefficients that would tend to be deemed acceptable in high stakes tests. For example, an SJT aimed at evaluating ‘dependability’ reported a Cronbach’s alpha value of 0.78. Likewise, an SJT developed to evaluate narrow facets of the personality reported alpha values ranging from 0.55 to 0.75 for the five dimensions (47).

A comprehensive approach to understanding the ‘reliability’ (reproducibility) of test scores is provided by G theory (48). In G theory several multiple sources of variance in an assessment process are distinguished and the proportion attributable to each can be estimated. This information can then be used to predict the future reproducibility of test scores, using differing assessment designs. Unlike factor analysis and IRT, G theory makes weaker assumptions about the trait or ability under evaluation. G theory proposes that assessments randomly sample items relating to a domain of knowledge or skills defined and selected by the test developer. Thus, especially when dealing with smaller candidate numbers (i.e. under
an assessment that is likely to tap into multiple traits, as might be the case in locally developed tests, the latter approach may be more appropriate than the former. In contrast, IRT relies on having larger numbers of test-takers (except in the case of the simplest, ‘Rasch model’) and a clear understanding of the dimensions underlying the responses, so may be less well suited to this context. Thus, in the case of SJTs it would be possible to use a ‘G (generalizability) study’ to isolate and estimate the sources of variance. This would then be followed up by a ‘D’ (decision) study that could be used to select the optimum number of scenarios and items, in order to maximize the generalizability (reliability) of the test, for the intended purpose.

When considering how the resultant scores from a test may be best used in the selection process it can also be helpful to consider the concept of ‘test information’ that has emerged from the IRT tradition. At this point a brief explanation of IRT should be given though a more extensive summary is provided by Reise et al. (49, 50). In IRT the probability that a certain response category will be selected by a test-taker is modelled as a function of the candidate’s ability in combination with the characteristics of that particular item. In the simplest form of IRT, the one-parameter logistic, or Rasch model (51), this probability is determined by only two factors; the ability (or trait level) of the candidate and the relative difficulty of the item. More complex IRT models exist that also account for the ability of items to discriminate between test-takers of different ability levels, as well as how easy an item may be to guess correctly, or conversely, answer incorrectly due to carelessness. Each item in a test can therefore be considered as having its own ‘item characteristic curve’, which displays the relationship between candidate ability (or trait level, usually denoted as theta) and the probability of selecting a particular category (hence obtaining a specific score) on that question. Combined together, these item characteristic curves create a ‘test information curve’. This information curve is able to convey the extent to which the test scores are able to discriminate accurately between candidates across the various ability (or trait) levels. For example, tests that are experienced as generally easy or are competency based assessments, discriminate best between candidates at the lower end of ability. Traditional SJTs evaluating non-academic traits tend to be of this latter type because the aim is to provide a range of possible scenario responses from easy to challenging. The added complexity with creating SJT items that are more challenging is that they often not do
not show a high degree of consensus between SMEs when constructing a scoring key. This is because more complex, subtle, situations frequently divide opinion regarding the best and most effective course of action. Such tests that discriminate relatively well between candidates at the lower end of performance are best suited to ‘screen out’ applicants that failed to reach a relatively low scoring threshold.

However, ‘test information’ may be more important if using a cut-point score in order to screen-out certain candidates. It is probably less important when being used to rank candidates in order. Nevertheless, where there is less information to discriminate between candidates of a certain ability or trait range the exact order of the rankings will be less certain.

**Predictive validity**

The overall predictive validity of traditional SJTs for workplace performance is relatively well established in that meta-analytic studies report, in general, low to moderate correlations (around r=0.3) between the scores derived from such assessments and subsequent ratings of workplace performance (15). Likewise, there is accumulating evidence for the acceptability of SJTs, generally, in the context of medical selection and the predictive relationship with other related criteria (32). In this setting, as expected, there is some validity evidence that the scores from SJTs predict later, ‘distal’, outcomes more strongly than earlier, proximal ones, especially those that relate to interpersonal functioning (52, 53). Indeed, there may be little relationship between performance on such instruments and academic achievement in the early years of medical undergraduate education (54). Evidence for the validity of SJTs evaluating non-academic traits for medical selection purposes has also been sought by linking the test scores to outcomes that may require a degree of interpersonal competence, such as performance in high fidelity simulations of clinical practice in primary care physicians (22), successful completion of the first stage of postgraduate medical training (21, 55) or performance in the first year as GP (56). Cross-sectional evidence that supports the concept of SJTs measuring constructs relevant to interpersonal functioning also exists, in the form of correlations with multiple mini interviews (MMIs) (57, 58). It should be noted that a separate, systematic review of the validity evidence for SJTs in medical selection is being currently undertaken.
At present, research on the predictive validity of construct-driven SJTs is still emerging. However, results so far have been promising, though it should be noted that none of the studies have been conducted in a high-stakes settings in which coaching and faking effects might be at play. There is evidence from general research that construct-driven SJTs have some ability to predict closely related constructs, many of which could be considered relevant to effective medical practice. For example, scores from an SJT evaluating ‘personal-initiative’ correlated 0.48 with supervisor ratings of the construct (59). A separate study reported variations in SJT responses could be partly explained by their self-rated ‘functional flexibility’ (the ability to adapt behavioural responses to different situations)(60). Moreover, there are several examples of construct-driven SJTs that show relatively high levels of convergent and divergent validity (47). For example, a recently developed SJT focused on ‘dependability’, a core facet of conscientiousness, has been evaluated (38). The scores from the instruments showed moderate correlations (r=0.29) with other measures of dependability, such as self-reported biographical data (for example, asking respondents how often they would take more than a day to return a phone call). These relatively consistent properties also mean that construct-driven SJTs, unlike traditional ones, can be used to test theory (8). However, in practice, an SJT that tapped into a single trait may not be perceived as particularly useful for selecting future medical personnel. For this reason, emerging instruments often cover multiple domains, with each representing a distinct dimension and scale. For example, one construct-driven SJT designed to evaluate ‘emotional intelligence’ is composed of three scales relating to the constructs of: using your own emotions; sensing other’s emotion, and; understanding the emotional context of a situation (61). Thus, selectors could use such resulting scale scores to decide on the desirable profile of applicants, with perhaps minimum thresholds on each of the traits measured. Such multi-dimensional instruments could end up relatively lengthy, though, as with personality self-report measures, it is conceivable that, with experience, shorter versions, composed of the best performing items for each scale, could be created.

It should be noted that there are SJT format tests have been developed in relation to single constructs (e.g. ‘integrity’) for potential use in medical selection (58, 62).
However, these tests were developed using a traditional approach (Figure 3, Table 1), and do not meet the criteria to be considered construct-driven SJTs (35).

‘Faking’ effects, resulting from social desirability bias are an ever present threat to the validity of non-academically focused selection assessments. This can be investigated by administering tests under two conditions; one where respondents are asked to ‘fake good’ and a control group (63). Here a note of concern regarding construct-driven SJTs should be sounded, given they have not been evaluated in high-stakes settings. Moreover, if scenarios are less contextualised then ‘knowledge’ contribution to the SJT score will be reduced, rendering them more vulnerable to such bias.

SJT approaches and widening participation
Medicine is an academically demanding course with extremely stringent academic selection criteria. One reason for the increasingly stringent entrance criteria is the need for selectors to defend rejecting otherwise strong applicants. There has been an unintended consequence of this trend towards an emphasis on traditional measures of intellectual performance: in general, those from more advantaged socioeconomic groups tend to achieve better high school grades, though may not necessarily translate into subsequent superior performance at university (64). Likewise, albeit to a lesser extent, those from disadvantaged groups may have lower scores on cognitively-based selection assessments (65). Thus, this has created additional impetus for measuring other personal qualities, in order to facilitate widening access to medicine. Indeed, some commentators have suggested that the use of SJTs to evaluate nonacademic attributes may have a substantial role to play in widening participation in medical education (66, 67). However, emerging evidence is somewhat mixed in this respect, with findings suggesting that scores from such instruments may be relatively insensitive to group membership from certain underrepresented populations, but not others (66, 67). SJTs in this context, may be culturally-sensitive, and thus their impact on certain groups should be evaluated during piloting (68). Moreover, if rating response formats are used, especially in construct-driven SJTs, then it is known that ‘extreme response style’ (a tendency to choose extreme points on a scale) may be more common in individuals self-
identifying as being from certain ethnic groups (69). This too could create inter-group differences in scores.
<table>
<thead>
<tr>
<th><strong>Traditional selection SJTs</strong></th>
<th><strong>Construct-driven SJTs</strong></th>
</tr>
</thead>
<tbody>
<tr>
<td><strong>Development</strong></td>
<td></td>
</tr>
<tr>
<td>Scenario development led by subject matter experts (SMEs)</td>
<td>Scenario development led by psychologists</td>
</tr>
<tr>
<td>Scenarios and responses more contextualised in workplace situations</td>
<td>Scenarios and responses more generic and less contextualised</td>
</tr>
<tr>
<td>Scenario creation driven by pragmatic considerations and ‘blue printing’</td>
<td>Scenario creation informed by trait-activation theory</td>
</tr>
<tr>
<td>Responses may tap into a variety of traits or abilities, even in single item</td>
<td>Responses options designed to tap into a single trait only</td>
</tr>
<tr>
<td>‘Would do’ and ‘should do’ instructions can be used</td>
<td>‘Would do’ and ‘should do’ instructions can also be used</td>
</tr>
<tr>
<td>Scoring system based on SME opinion consensus (‘effectiveness scoring’)</td>
<td>Scoring reflects degree of trait, though ‘effectiveness scoring’ is also an option</td>
</tr>
<tr>
<td>Validated via evaluating relationship with ratings of job performance</td>
<td>Validated via relationship between scores and other measures of construct</td>
</tr>
<tr>
<td><strong>Properties</strong></td>
<td></td>
</tr>
<tr>
<td>Responses tend to be multi-dimensional (i.e. ‘essential unidimensional’)</td>
<td>Responses tend to be unidimensional, at least for each component scale</td>
</tr>
<tr>
<td>Low reliability on conventional measures</td>
<td>Relatively high reliability values (e.g. alpha ≥0.70)</td>
</tr>
<tr>
<td>Usually uninterpretable structure on factor analysis</td>
<td>Usually have interpretable factor structures</td>
</tr>
<tr>
<td>May have greater predictive validity for a specific job performance?</td>
<td>Similar overall predictive validity? Probably more generalised predictive validity?</td>
</tr>
<tr>
<td>Lower correlations of scores with personality measures (esp. if ‘should do’ instructions)</td>
<td>Scores tend to correlate more highly with self-report personality measures</td>
</tr>
<tr>
<td>May be less prone to faking (esp. ‘should do instructions’)</td>
<td>May be more prone to faking and coaching</td>
</tr>
<tr>
<td>More difficult to equate different test forms</td>
<td>Easier to equate different test forms</td>
</tr>
</tbody>
</table>

**Table 1.** A summary of the main characteristics relating to the development and likely properties of traditional versus construct-driven situational judgment tests used for evaluating non-academic attributes during a selection process.
Directions for future research
Lievens has recently proposed an agenda setting out the main priority areas for researching the potential of construct-driven SJTs to improve personnel selection (35). This focused on establishing the psychometric properties of construct driven SJT’s, in terms of the dimensionality (and hence reliability), as well as their proneness to faking effects. Importantly, it is still to be established whether the benefits of this new approach to SJT construction offers advantages over “bespoke” traditional approaches, in terms of generalisability to other work settings.

In terms of medical selection, there is no high degree of consensus regarding which characteristics are most desirable in a physician. Moreover, the emphasis and nature of these will undoubtedly vary to some extent according to medical specialism, during later stages of training. It therefore may turn out to be the case that construct-level driven SJTs, which evaluate more generic qualities, such as knowledge of interpersonal effectiveness and integrity, agreeableness and conscientiousness, may be more appropriate at selection into early stages of training. This may be especially true where there has been relatively little exposure to the healthcare workplace. Conversely, more traditional SJT approaches could turn out to have high levels of predictive validity for later stages of training, where there has been greater exposure to real life work situations. Such SJT’s may benefit from the additional contextualisation that is normally employed by the traditional approach to development, and usually reduced or absent in the construct driven method.

Regarding the widening participation agenda, further research is also required to understand how SJT construction, including scoring method and implementation, may impact on under-represented groups. It is already recognised that such effects are sensitive to both SJT construction and scoring approaches (14, 17).

Conclusion
The use of the SJT format has a long history in personnel selection, though more widespread use in medical education settings is relatively recent. Developers and users of such selection assessments need to be mindful of the rather pragmatic, tradition from which this selection approach has emerged. Whilst many questions
remain over the construct-driven approach to SJT development it may prove useful in the earlier stages of medical selection. Understanding the likely advantages and limitations of both approaches will help test developers and selectors make informed decisions about which approach may be most effective in a given context.

**Funding**

PAT is supported in his research by an NIHR Career Development Fellowship. This paper presents independent research part-funded by the National Institute for Health Research (NIHR). The views expressed are those of the authors and not necessarily those of the NHS, the NIHR or the Department of Health and Social Care.

LWP’s research time is part funded by the UCAT Board.

This article was produced as an output from an international workshop on SJTs in medical selection supported by a Worldwide University Network (WUN) Research Development Funding (RDF) award.

**Author Contributions**

PAT led on conception and drafting of this work. All authors substantially contributed to conception, design, drafting and critically appraising the work. All authors approve the version of the manuscript submitted. All authors agree to be accountable for all aspects of the work.

**Competing interest**

None

**Ethical approval**

Not applicable

**Figure legends**

**Figure 1.** An example of a situational judgment test item, based on that in Figure 1, this time using a ranking response format.
Sean is a medical student working on a shift within a busy ward. Sean has just been asked by the senior nurse to take a blood sample from a patient, Claire, who appears to be in pain. Therefore, it is necessary to take the blood sample as soon as possible. Claire is aware of this. Sean is comfortable taking blood and has done this many times. However, when Sean introduces himself to Claire, Claire tells Sean that she is concerned that Sean is not capable of completing the procedure because he is not a qualified doctor yet. No one else is currently available to take Claire’s blood sample.

Please rank the following responses in order of appropriateness:

A. Sean tells Claire “I have completed this procedure many times, there is nothing to worry about.”
B. Sean asks Claire “would you prefer it if I found someone else to take your blood sample?”
C. Sean asks Claire to explain what she is concerned about.
D. Sean tells Claire that he is probably already now better at taking blood than many of the newly qualified doctors on the ward.
E. Sean explains to Claire that he is the only person who is available to take a blood sample at that time, and if she prefers someone else to do it there will be a delay.
F. Sean tells Claire that it is quite usual for medical students to take blood samples.
G. Sean asks Claire if she is willing to let him have at least one attempt at blood taking, and if unsuccessful can wait for another staff member to perform the procedure.
H. Sean explains to Claire that letting him take blood is probably the quickest way of getting her pain sorted.

Figure 2. An example of a situational judgment test item using a rating scale response format (used with kind permission from the UCAT Board).

Sean is a medical student working on a shift within a busy ward. Sean has just been asked by the senior nurse to take a blood sample from a patient, Claire, who appears to be in pain. Therefore, it is necessary to take the blood sample as soon as possible. Claire is aware of this. Sean is comfortable taking blood and has done this many times. However, when Sean introduces himself to Claire, Claire tells Sean that she is concerned that Sean is not capable of completing the procedure because he is not a qualified doctor yet. No one else is currently available to take Claire’s blood sample.

How **appropriate** are each of the following responses by **Sean** in this situation? Assume that each of the following responses would be said politely.

“I have completed this procedure many times, there is nothing to worry about.”

A. A very appropriate thing to say
B. Appropriate, but not ideal
C. Inappropriate, but not awful
D. A very inappropriate thing to say
Figure 3. The traditional and construct-driven approaches to developing Situational Judgment Tests for personnel selection.

**Traditional Approach**
- Define test specification by identifying the personal qualities deemed essential or important to effective workplace performance. Thus usually involves interviews or focus groups with SMEs.
- Elicit ‘critical incidents’ that can serve as potential scenarios in the test, usually via focus groups with SMEs and other stakeholders.
- Decide on a response format and create items relating to the scenarios.
- Involve SMEs in designing a provisional scoring key, based on expert consensus.
- Trial pilot items in a sample of test-takers, similar or to those for whom test intended as a selection measure. Ideally some data relating to validity should also be obtained at this stage.
- Review item construction, inclusion and scoring in light of psychometric analysis of pilot response data.
- Pilot final version in the selection process before being implemented as part of the actual decision making process.
- Conduct regular, general, psychometric review and refresh test content, building up an ‘item bank’ of questions with known

**Construct-Driven Approach**
- Decide which construct/s are to be captured by the test on the basis of theory and prior research evidence.
- Scenarios, created primarily by psychologists, are developed that are considered likely to activate the relevant trait or construct. Stem construction may also be informed by ‘taxonomies of situations’, which categorise the scenarios.
- Psychologists create response options aiming to tap into a single trait. Format usually in the form of a rating scale to capture differing degrees of trait.
- Provisional scoring system created. These can be initially based on theory, with increasing scores indicating higher levels of relevant trait. However, consensus (‘wisdom of the crowd’) and expert scoring may be alternatives.
- Trial pilot items in a sample of test-takers, similar or to those for whom test intended as a selection measure. Ideally some data relating to validity should also be obtained at this stage.
- Review item and scale construction, inclusion and scoring in light of psychometric analysis of pilot response data. Emphasis is on achieving high levels of reliability and/or desirable test information properties.
- Pilot final version before being used as part of selection or for research purposes.
Figure 4. Example of an item from a construct-driven Situational Judgment Test, evaluating ‘dependability’ (38)

You are asked to deliver a critical report to your supervisor by close of business today. At your company, reports such as this one are supposed to be prepared according to specific procedures and guidelines. If you follow all the steps in the order suggested, however, you will not meet the deadline.

**How likely are you to respond with each of following actions?**

1. Keep working on the report, following all procedures and guidelines, and give your supervisor whatever you have completed by the end of the day.
   - Very likely
   - Likely
   - Neither
   - Unlikely
   - Very unlikely

2. Follow the procedures and guidelines and work into the night so you can deliver the completed report by start of business tomorrow.
   - Very likely
   - Likely
   - Neither
   - Unlikely
   - Very unlikely

3. Tell your supervisor that you cannot complete the report by close of business today.
   - Very likely
   - Likely
   - Neither
   - Unlikely
   - Very unlikely

4. Ignore the procedures and guidelines and do only the most essential parts of the report to meet the deadline.
   - Very likely
   - Likely
   - Neither
   - Unlikely
   - Very unlikely

5. Ignore the procedures and guidelines, but take as much time as you need to do the job.
   - Very likely
   - Likely
   - Neither
   - Unlikely
   - Very unlikely
References


